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Preface 

For four years I have developed Writing for Statistics and Data Science and improving through 

trial, error, and reflection as a lecturer at Simon Fraser University, Burnaby, Canada. 

For two of those years, I've been trying to package this book into something sellable, but it 

doesn't fill a niche quite right because it's both aimed at a very specific audience and is covers a 

wide survey of topics. 

But it is August 2020, and it's (hopefully) the middle of a global pandemic. Now is not the time to 

make a buck, and students and teachers need support for distance learning in the fall. This book, 

being offered freely under a Creative Commons licence, is my small contribution to that support. 

Just speak of me well in hiring committees. 

If you're looking at this as a distance resource, I've tried to make the notes as self contained as 

possible, so that someone can just read them, instead of having an abridged version that is filled 

in with explanations in class. If you are looking as this as a live, post-pandemic resource, this is a 

course that works well with small group projects at the end of every lecture, especially two-hour 

lectures where people would otherwise just nod off after 80 minutes. There are in-class exercises 

for this at the end of some chapters. 

This book is a collection of the course material that I tried and which, from my limited 

perspective, produced the best pedagogical outcomes. This is different from other books on 

composition in that most of it is focused on how to perform specific tasks that someone just 

finishing a BSc in Statistics or Data Science might be expected to do. There are a few early 

chapters on grammar, style, tone, and audience considerations. (The 'articles: a vs the' chapter 

is included solely because missing articles is by far the most common grammar error I find when 

copyediting research papers.) The rest of the book contains guides on how to create 

questionnaires, poster presentations, technical reports, data dictionaries, and software 

documentation.  

There are a few things like making graphs, copyediting, SAS documentation, making whitepapers, 

additional grammar, writing resumes, and asking for reference letters that weren't included 

because they either relied too heavily on external sources, or because they become out-of-date 

too quickly. If you are planning to teach a course on scientific writing, these are all good topics to 

include, and I can offer some guidance on my website at www.stats-et-al.com , but not here. 

 

Thanks to my wife Gabriela for putting up with this side project all these weekends, and apologies 

to the students of those first few offerings of the course; I hope your other classes were better. 

 

- Dr. Jack Davis, PhD, A.Stat 

http://www.stats-et-al.com/
mailto:jackd@sfu.ca
http://www.stats-et-al.com/
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Digital Writing Tools 

While writing is still not a fully automated process, digital tools are getting drastically 

better than the days of the simple spellchecker.  

 

In-browser tools like word counters and the Hemingway editor at hemingwayapp.com will not 

only give you the number of words, letters, and sentences, but will also identify problem spots 

related to length. 

 

 

The Hemingway editor will evaluate the reading difficulty of the writing based on the 

distribution of sentence lengths. It will flag sentences that are especially long and difficult to 

read. It will also identify common unnecessary words like adjectives or words that have simpler 

alternatives.  

 

When using this, make sure only to include the actual writing and not auxiliary information like 

the bibliography, which will alter the readability measurement. Furthermore, the suggestions it 

gives are only that, suggestions; just because there is a similar simpler word does not mean that 

the simpler word is the right word, especially in cases when scientific accuracy or precision 

would be lost. Likewise, sometimes long sentences are unavoidable, especially when long 

scientific terms and lists of objects, such as variables in an analysis, are used. The software at 

https://readable.io/ and http://readabilityscore.com/ do similar readability tests. 

 

http://www.stats-et-al.com/
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Along with aids for composing language together, there are tools for the technical aspects of 

typesetting or organizing large projects. There are essential tools for typesetting math and 

organizing figures like LaTeX. There are also systems work on top of LaTeX to make it more 

user-friendly, including:  

 

LyX, a program for you desktop that makes working with a LaTeX a lot more like writing in a 

traditional word processor like Word or Libreoffice; 

Overleaf, an online in-browser system for writing and compiling LaTeX; and  

TeXrendr a webpage that lets you quickly render latex equations at images to be saved. 

 

Markdown is a format that can incorporate code from HTML, LaTeX, and a few other systems 

not just for quick formatting, but interactive work that a reader can mess with on their own 

without looking at the original code. R-studio and Git both use markdown. 

 

If you're planning something really large, like a book, there are LaTeX templates available from 

major publishers like Wiley, the bookdown system for organizing the book from a collection of 

markdown files, and Scrivener, a standalone desktop word processor build to help with the 

organization of all the word surrounding a book easier. 

 

 

 

Other digital tools of note include the following: 

http://www.stats-et-al.com/
mailto:jackd@sfu.ca
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Grammarly, a grammar and style checker which acts as a more comprehensive version of 

Hemingway. Grammarly attaches to an browser or word processor you use and checks your 

writing as you type it. This instant feedback feature can be great for learning, but it can also 

slow you and your computer down. I’m still a big fan of the traditional process of writing a 

complete rough draft before implementing style changes, but it doesn’t work for everyone. 

 

 

Plagiarism Checker, by Small SEO Tools. This is particular useful if you are using external 

sources to see if you are accidentally using a particular source too directly without making it 

your own. Or, for that matter, for checking if you are citing or giving credit to that other source 

sufficiently. Another potential use is for checking if you’re using a particular phrase attributed 

to someone else. This tool is found at https://smallseotools.com/plagiarism-checker/ 

 

Up-Goer Six is a tool for language simplicity. Copy and paste any paragraph into it, and it will 

give you a colour-coded version of that paragraph, where the most commonly used words are 

bright green and the most rarely used words are bright red, with the rest being some dimmer 

blend in between. When talking about something very specific, some rare words are 

unavoidable, but this tool can help you find unnecessary jargon. http://splasho.com/upgoer6/ 

 

 

Up-Goer Six is also a valuable tool for checking your writing for words that are technically 

correct, but are unusual in modern English. If you find yourself being surprised by the rarity of a 

http://www.stats-et-al.com/
mailto:jackd@sfu.ca
https://smallseotools.com/plagiarism-checker/
http://splasho.com/upgoer6/
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word, then consider an alternative. This does not apply to specific scientific and technical terms 

which often need to be exactly the right word. 

 

 

BibTeX, Nvivo, and other reference management programs. Having a reference management 

system in place will allow you to quickly find some academic source that you may have seen 

long ago but forgotten the details about. If you’re doing a literature search, you could easily 

view more than 100 sources, and a good reference system will keep track of them for you, 

including where they were found and how they should be cited. 

 

 

BibTeX is a bibliographic system for LaTeX, which will allow you to produce citations in any of 

the standard styles just by copying and pasting a paragraph of code from each paper or 

manuscript you wish to cite. This code is typically automatically generated by Google Scholar at 

scholar.google.com and is found for any source by clicking on the ’cite’ button (a pair of 

quotation marks as of May 2018), and choosing the ’BibTeX’ option. These references aren’t 

always perfect, but they’re getting better all the time, and are comparable in accuracy 

to human effort. 

 

Some warnings about reliance on digital tools 

Digital tools are not a substitute for judgement. In one book, every instance of the word ’mage’ 

was to be replaced with the synonym ’wizard’, according to the style guide of the publisher. 

http://www.stats-et-al.com/
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(Both ’mage’ and ’wizard’ are words that refer to people with magic-using abilities. However, 

the publisher may have preferred to use one term over another for internal consistency.) 

Rather that make a case-by-case replacement, the person responsible for making the change 

simply used a digital ’replace all’ function, changing every instance of ’mage’ to ’wizard’.  

 

Unfortunately, this particular text also included the word ’damage’, which was changed 

automatically to the nonsense word ’dawizard’, and the word ‘image’ to the nonsense word to 

‘iwizard’. https://selinker.livejournal.com/32929.html 

 

Another, older is case is "DorD", which is a copying error from one dictionary to another. It was 

mean to be D or (stylized) D, as two different symbols for "density". The printer shortened "D or 

D" to "Dord" as a synonym for "density" and that got copied over thoughtlessly. 

 

 

Another issue with digital tools is that they can’t all be depended upon to be available in their 

current forms forever. Microsoft is moving towards a SaaS (software as a service) model, where 

access to tools like Word with its grammar check are based on a subscription rather than a one-

time fee. This means in the future you may lose access to that tool for reasons beyond your 

control. Web-based tools like Hemmingway carry an even greater risk, because the server for 

Hemingway could be shut down without any warning and leave you without access. 

 

http://www.stats-et-al.com/
mailto:jackd@sfu.ca
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Also, you may need to send your writing or other material (e.g. figures, tables) to a remote 

server to be processed in order to use those tools. If your writing contains sensitive or 

confidential material, you may be breaking legal agreements with your data providers by using 

these tools. 

 

 

Here are some additional sources on the basics of writing if you find you're getting too many 

squiggly lines under your words in LibreOffice or Word: 

 

Sentence Fragments. http://owll.massey.ac.nz/academic-writing/sentence-fragments.php 

Writing in the Sciences. http://advice.writing.utoronto.ca/types-of-writing/science/ 

 

Examples of past and present tense: 

http://services.unimelb.edu.au/__data/assets/pdf_file/0009/471294/Using_tenses_in_scientifi

c_writing_Update_051112.pdf 

 

Theory surrounding tenses: https://www.scribbr.com/academic-writing/common-uses-tenses-

academic-writing/ 

 

Further notes on tenses: https://www.adelaide.edu.au/english-for-uni/tenses/ 

 

Additional tense exercises: https://webapps.towson.edu/ows/moduleSVAGR. 

http://www.stats-et-al.com/
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Htm 

 

 

Parallel Structure Exercises: 

https://www.evergreen.edu/sites/default/files/writingcenter/handouts/grammar/parallel.pdf 

 

 

And when you feel ready to take your writing to the next level, here is a style guides for writing 

research:  

 

A Manual for Writers of Research Papers, Theses, and Dissertations. Chicago Style for Students 

and Researchers. Written by Kate L. Turabian, Revised by Wayne C. Booth, Gregory G. Colomb, 

Joseph M. Williams, and the University of Chicago Press Editorial Staff. 

http://www.stats-et-al.com/
mailto:jackd@sfu.ca
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When to use "the" or "a" in scientific writing. 

(or "The", the definitive definite article article.) 

 

"The", while making up about 7% of all written and spoken English words, is among the hardest 

words to get right. The rules surrounding "the" are so difficult to define that comprehensive 

dictionaries can spend 5 of more pages trying. 

"The" and "a/an" are parts of speech called articles. "The" is English's definite article, which 

means it's used when there is a specific object being referred to, generally either because only 

one exists, or because one example of the item is more important than all the others. 

"A" and "an" are indefinite articles. They are used to refer to any one of multiple similar items. 

"An" is used when the next word starts a with a vowel sound (A,E,I,O,U, but also HA, HE, HI, HO, 

HU), and "a" is used for everything else. Special attention is needed when referring to letters. 

"The restaurant got a D grade" (D is pronounced "dee", which starts with a consonant) 

"The restaurant got an F grade" (F is pronounced "eff", which starts with a vowel) 

 

Setting the difference between "a" and "an" is straight forward, but what about "a" versus 

"the"? Consider: 

"Here is A glass of water" (This sentence implies there are multiple glasses of water, and this 

one is just only one.) 

"Here is THE glass of water." (This implies that there is only one relevant glass of water) 

"Here is THE glass of water you requested." (Does not imply glasses of water in general. It does 

imply that you requested only one glass.) 

 

 

General rule: When something is mentioned already, there is only one relevant instance of that 

thing, so "the" is used.   

 

I ran a (1) regression tree analysis to find which variables were important. The (2) analysis 

showed that "age" was the (3) most important variable. 

For (1), many regression tree analyses could be done and have been done, and this is just one 

of those many, so we use "a". 

http://www.stats-et-al.com/
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For (2), we're talking about the same analysis as in (1), but at this point it's been established 

that there is one relevant analysis, so we use "the". 

For (3), there is only one 'most important variable', so we use "the". 

 

 

General rule: "the" can refer to multiple objects, as long as it's all the objects in that collection. 

 

 

After generating a (1) random forest, we found the (2) most important variables. Age was an (3) 

important variable, but so was income. 

For (1), this random forest is just one of many that could be generated. 

For (2), although there are multiple variables being referenced, we are referring to all of them, 

so we use "the" to help show that there are no others. As a general rule 

For (3), age is only one of the multiple important variables, so we use "an". 

 

General rule: If you want to refer to multiple objects, but part of a collection, you can do so 

by prepending some indication that you're only looking at a part. 

 

Half of the (1) data points are positive, a few of the (2) points are outliers. 

For (1), "the data points" refers to all of the points, and "Half of" modifies this. 

For (2), "the points" is a shorter version of "the data points", and "a few of" modifies this. We 

have already established that they're data points, so we can shorten this to "points". 

 

Most of the (1) temperature values are negative, but a few of them (2) are above 30. 

For (1), there are multiple temperature values, "the temperature values" would refer to all of 

the values"; 'most of' modifies that. 

For (2), "them" is a shortcut to referring to "temperature values", which have already 

established as subject of the paragraph. 

 

http://www.stats-et-al.com/
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Some of the (1) time, I wonder about rounding error. Sometimes, I think they (2) are overlooked. 

For (1), "the time" is an abstraction, and it always needs a modification, even if that modifier is 

"all of". We could shorten "Some of the time" to "Sometimes" like we did in the second 

sentence. 

For (2), "they" is a shortcut to referring to "rounding error". "They" refers to a plural, and there 

is only one plural it could refer to. 

 

General rule: We can use "the" and "a" to imply things that would not otherwise be obvious in 

the writing. 

 

 The (1) woman who wrote this (2) R package is a (3) genius. 

For (1), "The woman" tells the reader that there is only one woman who wrote this R package, 

even if it hasn't yet been established who that is yet. 

For (2), "this R package" assumes that the reader knows what R package is being referred to. 

For (3), "a genius" implies that more than one genius exists, and the woman is one of them. 

 

In the (1) third step of the (2) optimization, the (3) parameters are updated to a (4) better fit to 

the (5) data. 

For (1), there may be multiple steps in the optimization, but only one of them is the third one. 

For (2), there may be many optimizations, but by the rest of the context, it's clear that one 

particular optimization is being described. We could also write "this optimization". 

For (3), "the parameters" refers to all the parameters being used. 

For (4), "a better fit" implies that there could be other better fits too. If it was the best fit, it has 

to be "the best fit" instead of "a best fit" because "best" implies only one. 

For (5), "the data" refers to all of the relevant data. 

 

 

General rule: If something is obviously unique, or if something is being referred to in the 

abstract, usually we don't need "the" or "a". 

 

http://www.stats-et-al.com/
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Linear regression (1) is an (2) unbiased method to fit data(3), therefore the (4) mean of the (5) 

residuals is zero. 

For (1), "Linear regression" is a name for a specific method, it's already clear that there is only 

one method called "linear regression" without using "the". 

For (2), there is more than one "unbiased method", so use "an". 

For (3), "data" is being referred abstractly. If we were referring to some specific set of data, we 

use either "a set of data" (because there are many sets, this is only one), or "the data" 

(because, while there is many points of data, we are referring to all them in a set). 

For (4), there is only one mean of these residuals. 

For (5), all of the results are being referred to. 

 

 

Google (1) used to recruit employees (2) by anonymously posting puzzles in public locations (3). 

For (1), "Google" is a proper name for a company, so we don't need to clarify that it's unique. 

For (2), it's already clear that "employees" is referring to Google's employees, so, while we 

could say "Google's employees" or "their employees", we don't need to. 

 

New York (1) is the city (2) that hosts IBM's main headquarters. 

For (1), "New York" (or "New York City") is a proper name of a city. Even if they are multiple 

places called New York, we wouldn't say "a New York", we would clarify with additional 

information like the US state (New York, New York). 

For (2), there is only one city that hosts IBM's main HQ. We write "the" because we're now 

adding new information beyond simply the name of the city. 

(A much cleaner way to write this whole sentence would be "New York hosts IBM's main 

headquarters") 

 

Some more specific examples and rules can be found in "The definite article" by EF Education 

First 

https://www.ef.com/wwen/english-resources/english-grammar/definite-article/ 

 

http://www.stats-et-al.com/
mailto:jackd@sfu.ca
https://www.ef.com/wwen/english-resources/english-grammar/definite-article/


Writing for Statistics and Data Science, Last Updated 2020, by Jack Davis www.stats-et-al.com , jackd@sfu.ca  
Free to distribute and adapt under Creative Commons Licence (CC BY 4.0) 

 

 

Mini exercise: Fix the following sentences. 

 

Q1: It's not possible to describe whole story 

Q2: Instead of training a simple model directly from training set, 

Q3: simple model outperforms the same model trained directly from training set. 

Q4: On each leaf node, samples are split into training set and testing set. 

Q5: Figure 1 shows that false positive rate is larger. 

Q6: We used the string-manipulation functions in stringr package. 

Q7: proof of this theorem is found in appendix. 

Q8: In next section, we discuss alternate to our method. 

Q9: By equation (1), together with above two implied integrals, we have a complete proof. 

Q10: As a result, new method selects very few explanatory variables, which causes poor model 

fits. 

Q11: ensemble approach is based on combination of many models. 

Q12: Kernel density estimation is based on mean density of smoothed individual observations. 

Q13: We assume that there is no missing data in each of datasets. 

Q14: Consider simplified problem, in which N=5. 

Q15: Consider simplest problem, in which N=1. 

Q16: Note that the minimum value for the test statistic is zero, and that upper bound does not 

exist. 

Q17: Thus, only marginal distribution is known. 

Q18: We obtain the following mixture of k densities as the aggregate density for k-th class 

under the following 

 

 

 

http://www.stats-et-al.com/
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A1: It's not possible to describe THE whole story 

A2: Instead of training a simple model directly from A training set, 

A3: THE simple model outperforms the same model trained directly from A training set. 

A4: On each leaf node, samples are split into A training set and A testing set. 

A5: Figure 1 shows that [THE] false positive rate is larger. 

A6: We used the string-manipulation functions in [THE] stringr package. 

A7: [A] proof of this theorem is found in [THE] appendix. 

A8: In [THE] next section, we discuss [AN] alternate to our method. 

A9: By equation (1), together with [THE] above two implied integrals, we have a complete 

proof. 

A10: As a result, [THE] new method selects very few explanatory variables, which causes poor 

model fits. 

A11: [THE] ensemble approach is based on [A] combination of many models. 

A12: Kernel density estimation is based on [THE] mean density of [THE] smoothed individual 

observations. 

A13: We assume that there is no missing data in each of [THE] datasets. 

A14: Consider [A] simplified problem, in which N=5. 

A15: Consider [THE] simplest problem, in which N=1. 

A16: Note that the minimum value for the test statistic is zero, and that [AN] upper bound does 

not exist. 

A17: Thus, only [THE] marginal distribution is known. 

A18: We obtain the following mixture of k densities as the aggregate density for [THE] k-th class 

under the following conditions: 

http://www.stats-et-al.com/
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Tone and Style 

 

Tone, in short, is the attitude of the writing. If you imagine someone speaking the written words, tone would be 

the emotion in the voice.  Rather than describe it in vague terms, here are writing tips that, if followed, should 

produce writing that has a professional tone. 

 

- Sentence length. Varying the length of your sentences can make writing more interesting to read without 

relying on dramatic language. Using all short sentences is jarring, like starting and stopping all the time in 

traffic. Using all long sentences is exhausting, because the reader needs to keep track of more words before 

'packaging up' a sentence and moving on to the next one. 

 

- Noun/Verb/Adjective choice. Long words can make you sound more sophisticated (more fancy), but the topics 

you're writing about will provide all the long words you need. The real challenge in scientific writing is to use 

words that are as simple and as short as possible without losing the core information you want to convey. 

 

- Pronoun choice, second person. Who is your audience? If you're writing a set of instructions, the audience is 

someone looking for you to tell them what to do. You can take advantage of that social contract to make your 

writing easier to read by using the second-person pronoun "you". That's right, you have permission to use 

"you" in academic writing. It doesn't work when you're describing something in an essay, but it works 

excellently when you're describing a process that the reader is going to try an emulate. (This set of notes is a 

good example of when to use the 'you') 

 

- Pronoun choice, third person. It's fine to refer to a specific person as 'he' or 'she' in writing. However, try to 

avoid using the gendered singular third-person pronouns 'he' or 'she' when talking about a hypothetical person. 

For example, if you are talking about the decision process that the average doctor might go through with a 

patient, it's best to keep the doctor genderless by referring to the doctor as 'the doctor', 'a doctor', 'they/them', 

or 'he or she'. In older English writing settings, 'they' is not accepted in the singular setting, but it is becoming 

more acceptable over time. If a proofreader has a problem with it, they can fix it. 

 

- Power dynamics. If you are writing to someone more powerful than you (or are assuming the reader is in 

powerful position in society), you can reflect that by being overly polite and using words like 'please', and 

'thank you' lots and addressing the reader with 'dear' instead of 'hello'. In North America, there is less 'power 

distance', which means, for example, that people are often more willing to be referred to by their first name, 

http://www.stats-et-al.com/
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even when in a position or relative power. 

 

- Err on the side of being more professional.  Even if you are comfortable addressing someone as an equal in 

your writing, it is best to minimize your use of contractions (e.g. "it's", "weren't", "you're"), and completely 

eliminate your use of slang (e.g. Use 'hello' instead of 'hey' or 'hi'. "going to" instead of "gonna".) 

 

- While you're still trying to develop your writing skills, it's okay to stick to a 'cold, scientific voice' that states 

only facts and has flat emotion. Over time and experience, you'll be able to put some more life into your 

writing, but to start, cold science is fine. 

 

- Very rarely use adjectives, except those that are needed to describe something in more exact detail.  Scientific 

writing should be about facts, not opinions. If your discovery is amazing or wild or bizarre or groundbreaking 

then let the results themselves show that, instead of your writing dressing it up. This may seem counter-

intuitive considering how extreme and exciting scientific breakthroughs sound in the media, but adding those 

descriptive adjectives is the job of the media. The original works being cited in those news reports very rarely 

describe their work in the same fashion as the news does. 

 

Consider this sentence in the first line of the paper that first described the double-helix structure of DNA. 

 

"This structure has novel features which are of considerable biological interest. " 

 

(Watson and Crick 1953). What they had discovered was truly marvellous and amazing, but they used only 

three mild adjectives to describe it: 'novel', meaning 'new', 'considerable' which means worth thinking about, 

and 'biological', which was necessary for exactness. 

 

A Structure for Deoxyribose Nucleic Acid 

J. D. Watson and F. H. C. Crick (1) 

 

April 25, 1953 (2), Nature (3), 171, 737-738  
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On the semantic stack,  

and the use of parentheses in writing. 

 

In academic writing, common advice is to avoid in parentheses ( these marks () ) writing at about all costs. 

Better advice is a little more complicated than that. 

 

Don't avoid them at all costs, but at some costs. One way to think of () as a stronger version of ,, when injected 

into a sentence. The punctuation isn't the issue, it's how avoiding it forces you to write linearly. Without (), you 

can only write about one topic at a time. 

 

Related to this is 'the stack'. English, such as it is, being a Germanic language, withholds the main verb of a 

sentence until late in the sentence. (See what I did there?) 

 

For the sentence to make sense, the reader needs to form a semantic 'stack' which only gets resolved when 

that main verb is encountered. When you add subordinate clauses (which parentheses make it oh, so easy to 

do) you make that stack taller than necessary. 

 

In casual writing, this stack (typically) isn't very tall, so you can use parentheses for a bit of flair at some 

cognitive cost. In technical and academic writing, the material is already complex and challenging enough, so 

that cost might not be in your cognitive budget. 

 

Related to this is the use of descriptive adjectives. In English, adjectives come before the noun. You don't know 

that the subject is a large, lovely, pretty, yellow, rubber balloon until the 6th non-syntax word in the stack. 

Subjectivity aside, that's cognitively expensive. 

 

Finally, humor often exploits the stack by minimizing the transition time between dire and absurd.  

 

"10 internet points to the first one to run into an animal hospital, in tears, carrying a rotisserie chicken" 
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This joke works because the 'punch', the rapid change in perspective, only happens when the stack is resolved 

in the last 1-2 words. 

 

 

Examples of the semantic stack 

 

What do you imagine in each situation: 

 

large, ???? || Probably nothing. A large what? Push "large" onto the stack. 

 

large, lovely, ???? || Still nothing. Push "lovely" onto the stack on top of "large". 

 

large, lovely, pretty, ????? || Still nothing concrete, but now you have remember these three properties while 

you continue reading. That takes mental effort. 

 

large, lovely, pretty, yellow, ???? || Four things to remember, but no concrete idea. Is it sun? 

 

large, lovely, pretty, yellow, rubber, ???? || Five things to remember now. Not the sun, though. 

 

large, lovely, pretty, yellow, rubber balloon || Balloon! Okay, we have a noun, let's start popping things off the 

stack to answer questions about this balloon. 

 

Going down the stack, these are the questions that are answered, in the order a reader typically answers them. 

 

"balloon" - A balloon 

"rubber" - The balloon is made of rubber. 

"yellow" - The balloon is the colour yellow. 
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"pretty" - The balloon is pleasant to look at. 

"lovely" - The balloon is pleasant to the author. 

"large" - The balloon takes a lot of space. 

 

Every time you read something in English, your mind goes through this process. This process is called parsing. 

When you had a subordinate clause, especially something in (parentheses), then the reader has to handle this 

process for the new part in parentheses first, WHILE ALSO KEEPING THE ORIGINAL SENTENCE IN MIND. It can 

be done, sure, but it can make the sentence harder to understand. 
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Same Research Two Audiences – How are these two different? 

Excerpt: Blog Post - Goalie Fatigue 

 

Do goalies fatigue? More specifically, does their performance worsen as their workload accumulates? 

By examining the play-by-play data of the NHL's real-time event tracker, I can find the outcome and 

details of any individual shot attempt, including the number of shots or shot attempts that a given goalie 

has withstood up to this point. I aggregated the results from these shots to estimate the save percentage 

of starting goalies against their 1st, 2nd, ... , up to 50th  shot of the game. 

 

For example, of the 7822 game-sides with that had a 10th shot on net against either team's starting 

goalie, 694 scored goals, so the estimated save percentage is 1 – (694/7822), or 0.9113. These simple 

estimates are shown in the solid black line of the first figure.  I also apply a smoothed fit, weighted by 

sample size, which is shown in the red dashed line. 

 

 

 

It appears that save percentage starts high, reaches a minimum between the 20th and 25th shots faced 

before improving slightly. Using only the number of previous shots as a guide, each of these later shots is 

20-30% more likely to score a goal than the first shot (9% chance instead of a 6.5-7% chance). A goalie's 
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endurance limitations is but one of many possible explanations for this phenomenon. 

 

The same pattern appears when considering  previous shot attempts faced, rather than just shots. The 

next figure shows the same analysis, but including missed and blocked shots in the 'previous shots' 

count. 

 

 

 

In the first 60 minutes, a starting goalie faces an average of about 28 or 29 shots, so anything beyond the 

30th shot may indicate poor defensive skaters, or lots of low-quality shots, or simply lots of penalties 

against that goalie's team. 

 

The next thing I looked at was the shot quality of the 1st, 2nd, ... , 50th shot each team makes. Although 

there are many factors that go into the quality of a shot, king amongst these is the distance to the net. 

This next figure shows the relationship between the save percentage and distance from the net to the 

shot.  The solid black line represents the simple estimator of save percentage of shots from a given 

distance, binned into distance groups of five feet. The dashed red line represents a smoothed, weighted 

fit. The chance of a shot becoming a goal diminishes linearly until about 60 feet from the net, after which 

distance matters much less*. 
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From this model, I find the predicted save percentage for each shot, based on its distance. Then I took 

the mean of the predicted save percentages for each shot number to get an estimate of the save 

percentage for each save number based solely on shot distance. If shot distance, a surrogate for shot 

quality, can explain the differences in save percentage by shot number, I would expect the estimate 

based on distance, the red line in this next figure, to follow the same pattern as the estimate based on 

shot number, the black line. Although the expected save chance is biased upwards, likely due to the 

pattern of the missingness, the disjoint between distance-based shot quality and the number of previous 

shots is clear. The flat red line implies that shot quality stays the same across shot number, at least when 

averaged across many games. 

 

Is this phenomenon universal to all starting NHL goalies, or are some able to hang onto their peak skill 

longer? 

We also stratified by global goalie skill and fit the curve to each tier. For the games observed, I found the 

number of saves and goals allowed for each starting goalie. I removed those goalies that faced fewer 

than 400 shots during the observed time, leaving 123 goalies. These 123 goalies were split into 3  tiers of 

equal size, according to their save percentages during the observed games. As before, I used a simple 

estimator and weighted smoothed fit of save percentage against the 1st, 2nd, ... , 50th shot. This time, 

analysis is done separately for each tier in order to estimate save percentage of the best third of goalies, 

the middle third, and worst third. 
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The results are shown in this last figure. The simple estimators of any given shot are a mess of overlaps, 

so they're faded to grey. Instead, consider the red curves for each tier. Aside from the differences after 

the 40th shot, which could easily be the result of instability due to data sparsity, all three regression-

based predictions follow the same fundamental pattern. Better goalies appear to reach their worst 

performance earlier, and the difference between their initial and worst performances appears smaller. 

This suggests that what separates elite goalies from the rest is not just their high level of performance, 

but the consistency of that high level through a game. 

 

*About 5% of the shot locations are missing from the data, and that a disproportionate number of 

missing locations were from shots that were likely near to the goal, such as wraparounds (the type of 

shot is still recorded, even when the location is missing). 

 

This post strongly inspired by Rob Vollman's Hockey Abstract, 2014 edition. Specifically question 1 in 

'Goaltending Q&A', 'how are goalies affected by workload'. 

 

Detecting the Effects of Goalie Fatigue 

 

The following is an example of a research paper before it has been sent to a publisher. There are some 
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writer's marks, accompanied by 'xxx', which shows things that would need to be completed before this 

was sent to an academic journal. These are kept in to highlight how writing looks as it is being done, 

instead of just the finished product. 

Section 1 -Introduction, Literature 

There has been substantial published analysis over the decision to 'pull the goalie' in ice hockey 

(Beaudoin and Swartz 2010), but not nearly as much regarding switching goalies. The goalie is 'pulled', or 

removed from the ice in favour of an additional skating player in two situations. Most commonly, the 

goalie is pulled in the final minute or two of regulation time, by the losing team in a attempt to increase 

the chance of scoring a tying goal. This tactic has been found (xxx cite) to increase the scoring ability of 

both teams, especially the winning team. However, unlike in soccer, goal aggregates are not used, so 

losing by 1 goal in regulation is effectively the same as losing by 50 goals. The other common situation 

for pulling the goalie is when a delayed penalty is signaled by the referee, meaning play will stop as soon 

as the offending team controls the puck. This allows the team that has the puck (and also whom will 

benefit from the impending penalty), to briefly play without concern for defending their own net. 

 

Switching goalies during a game is much rarer. A team is required to have two goalies prepared to play at 

the start of the game, but the great majority, 3383/3969, or 85%, of games in the 2013-4, 2014-5, and 

2015-6 seasons had only one player per team in net. In 573/3969, or 14% of games, one of the two 

team's goalies was changed, and in the remaining 12 games, both goalies were changed. Goalies are 

typically changed only when the starting goalie is injured during play, or has allowed many more goals 

than is typical. In contrast, skating players try to avoid being on the ice for more than 30-40 consecutive 

seconds of game time. 

 

Consider key defensive players in other sports. In MLB baseball, there is typically a starting pitcher who 

will pitch for 6 of the game's 9 innings before being replaced by a relieving pitcher for 2 innings, followed 

by a closing pitcher for 1 inning. There is evidence (cite tim and mike) to suggest that a pitcher's 

performance worsens as the number of pitches he has thrown in a game accumulates. In the current 

season, starting pitchers are typically replaced after throwing approximately 100 pitches. The pitcher's 

counterpart - the catcher, typically remains in play for an entire game, but is still substituted out for a 

variety of reasons including reasons related to the catcher's offensive ability. 

 

Hockey is a radically different game, but is it so different that making a plan to use both your available 

goalies in a game is unthinkable? Currently, no team in the NHL plays any of their regular season games 
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this way, even those that are hopelessly behind in the season and have nothing else to lose. There are 

some pre-season practice games where play time is divided up between goalies, but that is done to 

observe untested goalies rather than to maximize game performance. 

 

It's far beyond my expertise and authority to suggest that a starting-relieving goalie system would work, 

or what sort of system would be optimal. However, changing to a relieving goalie between the second 

and third periods would be among the simplest ways, logistically. 

 

Instead, I will examine a simpler, related problem: Do goalies fatigue? More specifically, does their 

performance worsen as their workload accumulates. Rob Vollman addressed in question in the 

Goaltending Q&A chapter of his 2014 hockey abstract with a subchapter titled "How are goalies affected 

by workload?" (Vollman 2014).  In this subchapter, Vollman cites multiple studies and personal analyses 

that show that goalies performances are either better or the same in games where they suffer a greater 

workload, in terms of shots and shot attempts faced. However, Vollman's studies looked at the total 

game performance of goalies based on the number of shots or shots attempts they had faced during 

that entire game. Our analysis uses data from individual shots, rather than the number of shots in a 

game. Section xxx presents an analysis in which we examined and modelled the save percentage of the 

average starting goalie as a function of the number of shots already faced that game (called shot number 

for brevity). Section xxx discusses the potential connection between shot quality and shot number. 

Section xxx extends the analysis of section xxx by including missed and blocked shots as well as shots in 

the shot number. Section xxx presents of application of out model to relieving goalies. Finally, section xxx 

summarizes this with a discussion. 

Section 2 - Methods 

The data we used was from the event tracking system stored at NHL.com. It was collected and compiled 

with nhlscrapr package for R [cite AC Thomas, Sam ], with a modifying patch to allow it to collect data 

after the 2014-5 season. In each game, every goal, faceoff, stoppage and penalty, most of the shots and 

shot attempts, and some of the line changes, giveaways, takeaways and hits are recorded. A typical game 

contains 400 events, and each event's information includes the game time in seconds, the skating 

players and goalies on the ice at the time, the relevant players if appropriate (e.g. the players that scored 

and assisted a goal, the player that received a penalty, the player that won the faceoff), and the location 

of the event if appropriate. All non-trivial line changes and most changes of possession (e.g. 'dumping 

the puck', which is neither a giveaway nor a takeaway) can be imputed, although their exact times are 

unknown. Any remaining missing events are assumed to be missing completely at random. The location 
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of some pertinent events is missing, and there is evidence that these are not missing completely at 

random; this is addressed later in this manuscript. 

 

By examining this play-by-play data, we can find the outcome and details of any individual shot attempt, 

including the number of shots or shot attempts that a given goalie has withstood up to this point. We 

aggregate the results from these shots to estimate the save percentage of starting goalies against their 

ith shot of the game, for values i = 1,...,50. For example, of the 7822 game-sides with that had a 10th 

shot on net against either team's starting goalie, 694 scored goals, so we simply estimate the save 

percentage as 1 – (694/7822), or 0.9113.  We also model the log-odds of a save, log(p-hat_i / (1-p-

hat_i)), where p-hat_i is the estimated save percentage against the ith shot, by fitting a cubic function of 

previous shots faced to the log-odds, weighted by the number of observations we have of that shot. 

Figure 1 has the save percentage for each of the first 50 shot numbers. The results of the simple 

estimators are shown as a solid black line, and the results of the logistic regression prediction are shown 

as a dashed red line. The instability of the simple estimate for shots i > 40 is due to data sparsity; the 

logistic regression weights its estimates by sample size, so it is robust to this instability. 

 
 

 

Sample sizes and standard errors of each estimator are given for i=5,10,...,50 in Table 1. 

 

[Table 1, N and standard error At every 5 shots for logistic and naive] 
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The model implies that the save percentage starts high, reaches a minimum between the 20th and 25th 

shots faced before improving slightly. Using only the number of previous shots as a guide, each of these 

later shots is roughly 30% more likely to score a goal than the first shot. A goalie's endurance limitations 

is but one of many possible explanations for this phenomenon. 

 

In the first 60 minutes, a starting goalie faces an average of about 28 or 29 shots, so having to face more 

than that could be an Observations beyond the 30th shot may be observations against teams that are 

typically taking very many shots, perhaps at the sacrifice of shot quality. Another possible explanation is 

that we're only seeing stronger goalies in these positions to face the 40th or higher shot; the weak ones 

may have been substituted before the 40th shot. However, as shown in Figure 2, teams typically switch 

goalies long before the 40th shot. 

 
 

 
 

Section 3 – Shot quality 

 

One factor we can use to adjust for shot quality is the coordinates of each shot. We can use logistric 

regression model to predict a shot's log-odds, and therefore its probability, of becoming a goal from a 

given Euclidean distance from the net. The regression model uses the distance and the square root of 

the distance as predictor variables. 
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Figure 3 shows the relationship between the save percentage and distance from the net of the shot.  The 

solid black line represents the simple estimator of save percentage of shots from a given distance, 

binned into distance groups of five feet. The dashed red line represents the predictions of the logistic 

regression. The chance of a shot becoming a goal diminishes linearly until about 60 feet from the net, 

after which distance matters much less. 

 

It should be noted that about 5% of the shot locations are missing from the data, and that a 

disproportionate number of missing locations were from shots that were likely near to the goal, such as 

wraparounds (the type of shot is still recorded, even when the location is missing). 

 

 
 

From this model, we find the predicted save percentage for each shot, based on its distance. Then we 

took the mean of the predicted save percentages for each shot number to get an estimate of the save 

percentage for each save number based solely on shot distance. If shot distance, a surrogate for shot 

quality, can explain the differences in save percentage by shot number, we would expect the estimate 

based on distance, the red line in Figure 4, to follow the same pattern as the estimate based on shot 

number, the black line in Figure 4. Comparing we can find the expected save chance based on the 

distances from the goal that those shots where taken. Although the expected save chance is biased 

upwards, likely due to the pattern of the missingness, the disjoint between distance-based shot quality 

and the number of previous shots is clear. We can eliminate the explanation that early shots are of lower 

quality than later shots. 
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Section 4 – Shot attempts 

 

One other factor to consider is the workload associated with defending against failed shot attempts, 

such as those that are blocked by a skating player first, or those that miss the net. Figure 5 shows the 

same observed and modelled save percentage, but as a function of accumulated shot attempts against, 

rather than actual shots against. The red dashed line is a weighted cubic model similar to that fitted to 

number of previous shots. The actual and fitted save percentages as a function of number of previous 

shot attempts appear to have similar behaviour to those of a function of previous shots, but with a 

horizontal scaling factor of about 1.6. 
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Section 5 – Replacement Goalies 

 

Two common arguments against replacing the goalie are that the starting goalie is typically the team's 

best goalie, and that it takes immediate practice time for a goalie to reach peak performance. This warm-

up time is available to the starting goalie in the minutes before the game, but it is not given to a relieving 

goalie because it would be a delay of game in progress. We see from Figures 1, 4, and 5 that the early 

shots are rarely successful; is this also true for the first few shots that a relieving goalie faces? To answer 

this, we attempt the same analysis of save percentage as a function of previous shots, but only 

considering the shots faced by the relieving goalie. We ignore all shots and goals that happened before 

the relieving goalie was put into the game, such that the first shot the relieving goalie faces is treated as 

i=1, even though it is not the first shot by that team in this game. Figure 6 shows the save percentage 

of  relief goalies for their first 25 shots, which is far as can be analyzed with any semblance of stability. It 

should be noted that the 3969 games used contained more than 220,000 eligible shots for starting 

goalies, but barely more than 7500 eligible shots for relieving goalies. What we see, as much as it can be 

believed, is that relieving goalies begin with a save percentage near 0.91, which is comparable to the 

average starting goalie after receiving 25 shots. After that, the save percentage quickly drops off. 
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Section 6 – Stratifying by skill 

Is this phenomenon universal to all starting NHL goalies, or are some able to hang onto their peak skill 

longer? 

 

We also stratified by global goalie skill and fit the curve to each stratum. For the games observed, we 

found the number of saves and goals allowed for each starting goalie. We removed those goalies that 

faced fewer than 400xxx shots during the observed time, leaving 123xxx goalies. These 123xxx goalies 

were split into 3 strata of equal size, according to their save percentages during the observed games. As 

before, we used a simple estimator and a logistic regression model to estimate the save percentage at 

each shot number i=1,...,50. However, we did this separately for each stratum, so that we have estimates 

of the save percentage of the best third of goalies, the middle third, and worst third. Save percentages of 

starting goalies with fewer than 400 shots faced were not estimated, so only 165,000xxx of the 220,000 

shots used in previous analyses were used here. There were 64,000, 58,000, and 43,000 shots observed 

in the top, middle, and bottom strata, respectively. 

 

Figure 7 shows the results of those estimators for each strata. Aside from the differences after the 40th 

shot, which could easily be the result of instability due to data sparsity, all three regression-based 

predictions follow the same pattern. Better goalies appear to reach their worst performance earlier, and 

the difference between their initial and worst performances appears smaller. This suggests that what 

separates elite goalies from the rest is not just their high level of performance, but the consistency of 

that high level through a game. 
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Section 7 - Discussion 

 

We would like to have analyzed the save percentage of relieving goalies as a function of the total shots 

or shot attempts received by the defending team as a whole, rather than just the relieving goalie. 

However, the data is simply too sparse to get any meaningful information. 

 

We also expect the quality and completeness of location data to improve as later seasons are included in 

the analysis. As of January 2015, when the National Hockey League implemented a new tracking system 

in every arena (cite! Xxx), and preliminary plots while performing other location-based hockey analyses 

(cite pace of play) showed marked changes in the location data before and after the implementation of 

this new system. 

 

One major confound not explored here is the period effect. The second period seems more goals (and 

shots on goal during the second period when the player benches are nearer to their opposing teams' 

goals than their own goals. This may suggest why teams underperform in the 20th-40th shots, as more 

of those will happen in the second period. Other factors that could be used to predict a shot's chance of 

going in, like time since the last defensive line change, consecutive time spent in an attacking zone, 

shooter, powerplay situation, and shot type (e.g. slap shot, one-timer, deflection, wraparound) are not 

explored in this manuscript. 
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Combining math and language 

 

Math is shorthand 

As abstract as it seems, all of mathematics can be described in words. In fact, when we write something 

in mathematical symbols, we're just using a shorthand for those words.  

 

This is easy to forget because mathematical symbols are manipulated completely differently than how 

we manipulate words.  

 

However, this also an important fact because when we need to use both together, like in a 

mathematical publication, we write the non-formula material as if the formula material is in words, not 

symbols. 

 

The simple guide for doing this is to treat every formula as if it is a clause in a (sometimes very long 

sentence). 

 

First, to envision this try to convert the following mathematical entities (equation, symbol, formula) into 

words. 

 Formula 1 

 

"Sigma of x-bar". 

"The (true / population / parameter) standard deviation of the sample mean" 

 

where sigma is the standard deviation, and x-bar is the sample mean. 
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 Formula 2 

"The limit as h goes to 0 of function f of x plus h minus function f of x, all divided by h." 

 

 

"Six point zero two times ten to the twenty-third power" 

 

 

 

Integrating Math - Formula 1 

 

What is this formula in words? 

Sigma of x-bar, 

 

 

Integrating Math and Language - Formula 2 

 

What is this formula in words? 

The limit as h goes to 0 of the function f of x plus h minus the function f 

of x, all divided by h.  

 

 

Integrating Math and Language - Formula 3 
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What is this formula in words? 

Six point zero two times ten to the twenty-third power. 

 

Now take your longhand versions (the ones you wrote for the three questions above) of the three 

formulas and insert them into the following sentences, respectively. 

 

1.In order to compute confidence intervals, we need to estimate Sigma of x-bar, where x-bar is 

the sample mean and sigma_[] is the standard error of []. 

 

 

2.To find the derivative of a function f, we need to find the limit as h goes to 0 of the 

function f of x plus h minus the function f of x, all divided by h, where x is 

any real number in the domain of f. 
 

3. The number of objects in a mole of anything is Avogadro’s number: six point zero two 

times ten to the twenty-third power , . 

 

If your long hand of the formulas is correct, you should be able to insert them into the sentences and 

have the sentences be grammatical. 

 

Usually, integrating math and language involves the inverse exercise, in which the formula is given and 

you need to come up with the surrounding sentences. This is a lot less effort than you might think when 

you break it down into three parts. 

 

Part 1: The introduction, 

Part 2: The formula, 

Part 3: The clarification. 
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The introduction, if it is a single equation, justifies the equation or explains what it is in a context beyond 

the equation itself. 

 

The clarification is very algorithmic; you describe and define each symbol that is not immediately 

obvious and has not been defined previously in your work. 

 

Furthermore, each of these parts is grammatically independent of the others. Have a look at the three 

parts for our previous examples. Try to take any combination of the sentence parts as shown in Table 1 

as a complete sentence; the result may not make mathematical sense, but it should still make 

grammatical sense. 

 

 

  

Table 1: Sentence Parts 

 

Introduction Equation Clarification 

In order to compute 

confidence intervals, we 

need to estimate 

 

, where x-bar is the sample mean 

and sigma_[] is the standard error 

of []. 

To find the derivative of a 

function f, we need to find 
 

, where x is any number in the 

domain of f. 

The number of objects in a 

mole of anything is  

, which is also called Avogadro's 

number. 

 

 

 

Consider why certain symbols like f and h in the sentence surrounding the limit are not defined. 

 

 

Also, consider why other parts like x-bar DO need to be defined even though it's commonly the sample 

mean. 
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Definitions 

Similarly to h are simple symbols that are used for index symbols such as 'i' and 'j' in Formula 4, which 

need no explanation unless some additional context needs to be ascribed to them. 

 

 Formula 4 

For example, no explanation for index symbols are needed in Formula 5, 

 Formula 5 

The infinite sum [Formula 5]  is divergent, but would evaluate to -1/12 if it were not divergent. 

 

In this following example, however, the index symbol does need an explanation because 'i' has a real-

world interpretation. Notice that the introduction includes an explanation of a symbol. This could just as 

easily go in the clarification after as 'where D is the annual dividend'. 

 

The theoretical value of a stock, or any other financial instrument, which pays dividend D each year is 

[Formula 6]  where r is the discount rate and i is the number of years in the future. Here, Index ‘i’ has a 

real-world, non-abstract meaning beyond just an index, so that additional information needs to be made 

explicit 

 

 

  

Formula 6 
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In this next example, both i and j are row and column index symbols, and these can be assumed without 

explanation. Notice however, that a condition for the equation is necessary in the explanation. 

 where i=j. 

Formula 7 

The trace of an nxn matrix, tr(A), is [Formula 7]  for summands where i = j. 

 

In fact, with a bit more information in the equation itself, we can reduce the clarification to just a 

period. 

The trace of an nxn matrix, tr(A), is  [Formula 8]. 

 Formula 8 

Multi-part Equations 

When you have several formulas in a row, such as when you're evaluating something over multiple steps 

or showing that one object is a special case of another object, then very few words (but not zero words) 

are necessary. 

 

Common connections between multiple formulaic steps are given in Table 2 

 

Table 2 

Connection Appropriate Situation 

, which simplifies to When the previous equation implies the next 

one. 
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; therefore When the previous equation implies the next 

one. Note how 'therefore' is preceded with a 

semicolon. "Therefore" can only start new 

sentences or independent clauses. 

, and When an equation from two or more equations 

ago implies the one coming up. 

, and also When an equation from two or more equations 

ago implies the one coming up. 

, by (xx) and (yy) When a combination of the previous equation 

and another (called equation xx), imply the next 

one. 

 

 

 

Examples in literature 

 

Excerpt 1: 8th edition of Calculus – Early Transcendentals, pages 342-350. 

 

Find at least three different ways in which math and natural language (English) are integrated in the 

selected pages from this textbook. 

 

Specifically, note how equations are given names (numerical labels) that allows them to be referred to 

later.  

 

Labels like these should also be layout independent, in that they should be “Equation 6” and not 

“the equation above” or “the first equation on page 345”, because as edits are made, these spatial 

relationships may change. Even “the previous equation” is discouraged. 

 

Excerpt 2: Regression Shrinkage and Selection via the Lasso Robert Tibshirani 
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Find at least three different ways in which Tibshirani's famous LASSO paper integrates math and natural 

language, and compare these methods to the others you've seen. 

 

Notice how unlike in the textbook excerpt, Tibshirani uses punctuation like commas and periods to 

make his equations part of complete sentences. This method is preferred for academic work. 

 

Excerpt 3: Asymptomatic Distribution of Goodness-of-Fit Tests in Logistic Regression Model, by Nuri H. 

Salem Badi 

 

Find, and suggest improvements, to at least three different ways in which Badi's OJS paper integrates 

math and natural language. The connections between equations are clear, but the poor grammar makes 

the paper harder to read than it should be. 
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Citing and Referencing Others’ Work 

First skim this collection of notes on the guide “Citing References in Scientific Research Papers “ 

by Timothy T. Allen, revised 2000, found at 

http://tim.thorpeallen.net/Courses/Reference/Citations.html 

then read the following commentary: 

 

On ‘showing your homework’: In essence, you’ve looked at the appropriate background for the 

thing you’re trying to demonstrate that… 

 

a) the work hasn’t been done before, and is novel, if it’s a new method. 

 

b) theoretical work you are relying upon has been established, if it’s an application. Good 

citation saves a lot of effort and words in demonstrating that something has been tested 

before. 

 

c) Ensuring potential readers that you have read or know about the big or important papers in 

this area. (For example, any paper about the LASSO method should cite the paper that first 

introduced the LASSO, by Tibshirani) 

 

On ‘common knowledge’: For example, you should mention where a fact about the normal 

distribution was seen even if you think “everyone” knows it. 

 

 

On the ‘Rodgers (1983)’ examples:      The (1983) is indication that this is a specific manuscript 

being cited instead of just someone’s opinion. 

 

The (Name, Year) format is the indication that this fact comes from an external source.) 
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It is uncommon for statistical and other scientific works to note the page number of a 

publication in the citation. This is not advised in the APA style guide. 

 

On referencing two or more authors in a single source: 

For three or more authors, ‘et al.’ is preferable, which is shortened Latin for ‘and others’. Note 

that the word ‘al.’ has an abbreviation period, but the word ‘et’ does not. 

 

On sourcing verbal communication: This is uncommon in statistics. 

 

On internet sources: This is not a  reliable source for citing internet sources, as it was written in 

2000, before many of today’s high-quality sources like Google Scholar and Wikipedia were 

available. 

 

For finding old pages, consider using the Wayback Machine at Archive.org/web   

 

Find the page as it looked as close to the accessed date  

as possible.  It’s your responsibility to include the date of access in any webpages you cite. 

 

On Formatting Reference Lists  (This is mostly or entirely handled by Bibtex 

now. See the notes on Latex and bibtex. 

Another useful resource to consider: 

First, a look at this resource (which BibTex will do for you, mostly) 

http://www.scientificstyleandformat.org/Tools/SSF-Citation-Quick-Guide.html 
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Example: Citations in a Service Research Paper 

 

This paper is a service paper that was co-authored by a statistician. Service work like this is 

common and lucrative for statisticians. Anything in bold italics is not part of the original paper, 

but a commentary how and why something was cited. Compare this to the commentary on the 

methods paper. 

 

Example 1 – Service Paper:  “The introduction from High prevalence of depression among 

adolescents in South Africa: Implications for HIV prevention programming for young people in 

HIV-endemic settings”* 

(Words in italics are from the paper, words in bold are commentary on the citations) 

 

Introduction 

 

Adolescents and young adults (AYAs) are now considered the fastest growing population at risk 

for HIV transmission and 42% of all new HIV infections worldwide occur among youth aged 15-

24  (UNAIDS, 2012a).  

 

In other words: UNAIDS is the group that considered young to be at risk of HIV, it’s their 

opinion. They were the ones that found the 42% figure. Also, the ‘year’ is 2012a because 

there is more than one work cited from UNAIDS in 2012 here. 

 

 

 

Unlike other age groups that have seen declining transmission rates. (UNAIDS 2012b) AYAs have 

not benefitted to the same degree from advances in testing, treatment and prevention 

strategies and continue to be heavily impacted by HIV, highlighting this age group as a key 

demographic for targeted and informed HIV prevention programming (UNAIDS, 2012b).    
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This sentence is long because we wanted to be clear that the whole sentence is attributed to 

UNAIDS. If it were two sentences, it would be best to have done the citation twice. 

 

For Example: Unlike other age groups… rates. (UNAIDS 2012b)  Treatment and prevention… . 

(UNAIDS 2012b) 

 

South Africa has the highest global HIV prevalence, affecting more than 6 million people 

(UNAIDS, 2011). (Fact, attribution) The prevalence of HIV among young people (aged 15-24 

years) in South Africa was estimated to be 22% (UNAIDS, 2012c) in 2010. (Fact, 

attribution)  There is a notable gendered dimension to the HIV epidemic, with incidence rates 

among adolescent women in South Africa three times greater than among adolescent men 

(Pettifor et al., 2005). (New attribution, note the et al. This was a work from 3 or more 

authors) Simultaneously, while this generation of South African adolescents are the first to enter 

adulthood in the post-apartheid era, full of new possibilities, they are coping with the inherited 

post-colonial legacy of high rates of poverty, violence, gender inequality, familial fragmentation 

and an educational and employment system that is challenging to negotiate (Klot & Nguyen, 

2011). (Long sentence. EVERYTHING IN IT is attributed)  These conditions may be colluding to 

present significant challenges in the fight against preventing new HIV infections among young 

South Africans.   (No citation, this is an original idea or statement, or doesn’t warrant a 

specific citation) 

 

It is estimated that approximately three quarters of mental health comorbidities that affect 

adults across the life course emerge during the age period of adolescence and young adulthood 

(Lund et al., 2009). In the US, it is estimated that about 11% of adolescents overall may be 

struggling with depression at any given time, with young women at increased risk (National 

Institute of Mental Health, 2014)… 

 

Here's the general pattern: This is a lot of different details about the problem being 

presented, and each of these details can be attributed to someone else. Often this is more 

about giving particular statements weight to show that weren’t just made up. 

http://www.stats-et-al.com/
mailto:jackd@sfu.ca
https://app-ca.tophat.com/e/525922#_ENREF_33
https://app-ca.tophat.com/e/525922#_ENREF_36
https://app-ca.tophat.com/e/525922#_ENREF_24
https://app-ca.tophat.com/e/525922#_ENREF_14
https://app-ca.tophat.com/e/525922#_ENREF_14
https://app-ca.tophat.com/e/525922#_ENREF_17
https://app-ca.tophat.com/e/525922#_ENREF_21
https://app-ca.tophat.com/e/525922#_ENREF_21


Writing for Statistics and Data Science, Last Updated 2020, by Jack Davis www.stats-et-al.com , jackd@sfu.ca  
Free to distribute and adapt under Creative Commons Licence (CC BY 4.0) 

 

You can also write an introduction first, and find citations to back in up after. If you can’t find 

a citation, maybe it isn’t true and you shouldn’t say it.  

 

This paper is in health sciences where there is a larger emphasis on citation than there is in 

mathematical statistics. The 70-80% of sentences being attributed is overkill, and t’s only for 

the introduction and part of the discussion anyways. 

 

This is an example of a “Citation farm” which is put in to cover every possibility. 

 

Citations are a lot more prevalent in the introduction because that’s where the context for 

your own work is. 

 

*The final accepted title of this paper was "High prevalence of depression symptomology 

among adolescents in Soweto, South Africa associated with being female and cofactors relating 

to HIV transmission" by Bernard Barhafumwa, Janan Dietrich, Kalysha Closson, Hasina Samji, 

Angela Cescon, Busisiwe Nkala, Jack Davis, Robert S. Hogg, Angela Kaida, Glenda Gray, Cari L. 

Miller 
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Example: Citations in Statistical Methods 

Paper 

 

This manuscript, “On the minimum coverage probability of model averaged tail area confidence 

intervals”, by Paul Kabaila, is a statistical methods paper that was authored by one person. The 

paper can be found in the Canadian Journal in Statistics at the webpage 

http://onlinelibrary.wiley.com/doi/10.1002/cjs.11349/full 

Here are some select examples of citations in this paper. 

 

Giving credit without incorporating it into the sentence by using (parentheses). 

… an estimate of the standard deviation of this estimator (Buckland et al., 1997)… 

... based on the full model (Kabaila & Leeb, 2006 and Wang & Zou, 2013). 

 

Giving credit by discussing directly what a paper did  

 However, Hjort & Claeskens (2003) showed that the distributional …. 

 Hjort & Claeskens (2003) then proposed a new frequentist model averaged  

 

Several references to the author's previous work to show that this is part of an ongoing body of 
work, and to increase one's citation count. 

…considered by Kabaila, Welsh, & Mainzer (2017). In Section 4 we show how the results of 
Kabaila, Welsh, & Abeysekera (2016) can be used to provide an easily computed upper bound 
on the minimum coverage probability of the MATA interval. This upper bound is analogous to 
the upper bounds of Kabaila & Leeb (2006) and Kabaila & Giri (2009) on the minimum coverage 
probability … 
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Referencing an older, already well-known concept by citing a source that describes it 
particularly well, like a definitive textbook. 

Casella and Berger is a standard textbook in statistics. It’s being cited for its definition of the 

infimum. This is a good alternative to citing Wikipedia, even if you used Wikipedia.  

 

Also, the infimum might be considered ‘common knowledge’, but it’s good to cite something 

just in case, especially when there is more than one definition) 

 

… defined to be the infimum of the coverage probability of a confidence interval (e.g., Casella & 
Berger, 2002). If the confidence coefficient of a confidence interval is far below its nominal 
coverage… 

 

 

The ‘data-based weighted average’ does not necessarily need a citation as it is just a 

mathematical definition. However, the statement about quantiles one paragraph later is not 

just a fact, but a previously written presentation of it, therefore it warrants the citation of 

Buckland et al. 

 

Some citations, like the one of Hjort & Claeskens, can come before the information from that 

source, but additional care is needed to show exactly what information is coming from an 

external source.   Also, it’s the WORK by Hjort & Claeskens being cited, not the researchers 

Hjort & Claeskens themselves. 

 

Note that “Fletcher & Turek (2011) and Turek & Fletcher (2012) “ is two different sources being 

cited for the same or similar information. 

 

The Akaike Information Criterion is old and ubiquitous (present everywhere), so you can get 

away with not citing it. Also, like other namesake concepts like the Poisson distribution or 

Mallows' Cp, the Akaike Information Criterion is like a citation in of itself. 
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On the paragraph starting with ‘in the present article’: This is a ‘citation farm’, a reference-

dense paragraph of many citations, covering many related ideas all at once.  This is an example 

of ‘showing your homework’ as mentioned in the notes in this chapter. 

 

Note that a few names keep appearing in citations over and over. In a theory paper, especially 

one in a very narrow field, it’s okay to cite works by the same person many times. It’s even okay 

to cite your own previous work in the field, and is common when you’re working on a theory 

that in being advanced over a long time. 

 

 

 

 

More citation details are found here (and modern citation managers like BibTex will do most 

but not all of this for you) 

http://www.scientificstyleandformat.org/Tools/SSF-Citation-Quick-Guide.html 
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Intellectual Property 

 
These notes are not intended to provide legal counsel. The author is not a lawyer. 
 
The following sources have proven useful in navigating copyright in protecting one’s own work, 
as well as properly using the work of others. 
 
Trademark vs Patents vs Copyright 
 
Trademark is for branding, images, and other works that are associated with a specific 
product or service. 
 
 - Logos and slogans. MUST be registered and used in a narrow frame. 
 - "Out for a Sip" (Coke used a rapper's registered catchphrase "Out for a Rip" on their 
bottles without the permission of the rapper) 
 - YOLO  (Wasn't trademarked, because the original rapper didn't register the TM until 
others were using it) 
 - Only expire if the trademark loses its connection to brand. 
 
 
Patents 
 
 - Are for processes (e.g. algorithms, chemical processes, SOFTWARE and AI) and 
inventions (e.g. machines, drugs). 
 - Very difficult to obtain because you need to prove something is novel during a long 
application process. 
 - You get patent rights during the time something is in the application process but not 
completed (this is called "patent pending") 

- Potentially very valuable, but also possibly VERY costly to maintain. 
 - Expire in 25? years 
 
Copyright is for creative works. 
 - Creative works like books, movies, songs and the characters in all of these. 
 - Also applies to non-fiction works like photographs. 
 - Specifically applies to the PRESENTATION of the non-fiction and not the facts 
themselves. 

 
 
What is copyright, how do you get it? See: 
https://www.writersunion.ca/content/copyright 
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In short, the moment you type or write something onto a permanent medium, you own the 
copyright to it. 
 
There are some exceptions surrounding times that you are paid to write something, in which 
the entity paying for the work owns the copyright. 
 
  
 
All of these are a "bundle of rights" like the right to reproduce (make copies), distribute or 
sell something, or the right to make derivative works (e.g. sequels). 
 
Expires after the author's death (plus X years) 
 
 
 
Anything that expires (Patents, Copyright) is considered part of the public domain, in which 
everyone has the rights. 
 
Common cases for statisticians where the employer owns the work include: 
 

• Commissioned / consulted to do some analysis. 
• Writing technical reports or manuals or whitepaper for a company. 
• If you are doing research for a university (as a MSc, PhD, USRA, Faculty… you own the 

work by default). 
• If you submit something to a journal 

o You own the version you sent in. 
o They own the version that gets published (copy-editing, typo fixes, typesetting). 

 
In cases like these, the company or client owns the work you did, and you do not. You do not 
have the legal right to re-distribute that work elsewhere without substantial 
changes.  (Especially if confidentiality was involved. However, methods and ideas inspired by 
such commissioned works are allowed. You own the rights to those. 
 
How Do You Get Copyright Protection for Your Work? 
See: https://www.writerswrite.com/journal/sep97/basic-copyright-concepts-for-writers-9973 
 
Regarding computer software: 
The code you write is completely distinct from anything you use to write it. 
 

• Anything written in MS Word is owned by you, not my Microsoft. 
• You own any SAS, JMP, SPSS code you write, not SAS or IBM. 

 

http://www.stats-et-al.com/
mailto:jackd@sfu.ca
https://www.writerswrite.com/journal/sep97/basic-copyright-concepts-for-writers-9973


Writing for Statistics and Data Science, Last Updated 2020, by Jack Davis www.stats-et-al.com , jackd@sfu.ca  
Free to distribute and adapt under Creative Commons Licence (CC BY 4.0) 

 

Regarding datasets: information secret to a business such as DATA SETS YOU ARE GIVEN are 
protected by either trade secret law or confidentiality. 
 
For additional copyright concepts, like the collection of rights that it implies, see: 
https://www.writerswrite.com/journal/sep97/basic-copyright-concepts-for-writers-part-ii-
99732 
 
Comment: On the rights to derivative work, see the article “Data and the Law: Beyond the 
Sweat of the Brow” for more details pertaining to statistics. 
 
On public performance rights: Lectures are considered public performances, but are protected 
by Fair Dealing in Canada. 
 
On Fair dealing, see:   
https://www.lib.sfu.ca/help/academic-integrity/copyright/fair-dealing 
 
And also see: 
http://www.sfu.ca/content/dam/sfu/policies/files/research_policies/30_series/R30.04Appendi
xA.pdf 
 
Note: A ‘periodical’ is a magazine, scientific journal, or newspaper. It is anything for which a 
new issue is published every fixed period. 
 
On Open access, see:  
https://sparcopen.org/open-access/ 
 
Additional note: Things that are not open access you may need to go through an entity like a 
university to reach. If you are no longer a student, you can get a community library card from 
one of your local institutions. 
 
Many works are given a creative commons licence by their authors, which automatically grant 
certain rights to the public. Which rights are granted depends on the licence that the author has 
chosen. Look for the creative commons ‘CC’ logo on works to see if you can copy or alter those 
works freely without having to seek permission. 
 
For details on Creative Commons, including full legal copies of the licences, see: 
https://wiki.creativecommons.org/images/3/35/Creativecommons-what-is-creative-
commons_eng.pdf 
 
Facts (and other works without authorship) cannot be copyrighted, for more info see: 
https://www.plagiarismtoday.com/2010/01/08/5-things-that-cant-be-copyrighted/ 
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And, if you are interested, also see: http://www.indialaw.in/blog/blog/law/analysis-of-
doctrines-sweat-of-brow-modicum-of-creativity-originality-in-copyright/ 
The definition of a ‘Modicum of Difference/Originality’ is “A small-to-moderate amount. 
Enough that it is not exactly the same thing at a glance. 
 
Defining ‘Modicum of Originality’: The level of required creativity is actually fairly low. A phone 
book may not be copyright protected, but a top ten list of the funniest names in the phone 
book might be. Also, other countries, including the UK and Australia, follow a “sweat of the 
brow” doctrine that says a collection of facts can be copyrighted if the collector underwent a 
great deal of effort to compile them (and didn’t merely copy from another source). 
 
 

Case of interest  
The monkey selfie and ‘the point of fixation’   
 
(If a tree takes a selfie and nobody is around to claim it, who owns the photo?)  
 
A professional photographer left the camera out at their camp, and the monkey in the photo 
came into the camp, unsupervised, and took pictures of itself with the camera. Then, several 
years of legal fights and public debate over the ownership of the photo followed. 
  
All of these legal fights and debates center around the idea of the "point of fixation", that a 
work is copyrighted at the moment that is "fixated" or made permanent. A written work is 
fixated as soon as the pen hits the paper or the keys on a keyboard are pressed. A song counts 
as a written work, it is fixated when the song is written, not when it is performed; public 
performance is one of the 'bundle of rights' that belongs to a copyright holder. 
 
(Unless a contract or previous agreement says otherwise) The copyright owner at the point of 
fixation is the one who actually does the fixating. So a photograph is fixated as soon as the 
button on the camera is pressed, and the owner of the resulting photo is the person that 
presses the button. Even if you borrow your friend's photo, even if it's to take a picture of your 
friend, you own that photo on their camera. 
 
Con 
 
Does the owner of the camera own the picture even though they did not take the picture? Does 
the monkey own the photo even though it is not a human? Does the photo belong to the public 
trust? 
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See: https://www.washingtonpost.com/news/volokh-conspiracy/wp/2017/09/17/no-monkey-
business-here-the-monkey-selfie-copyright-case-is-over-for-now/?utm_term=.d64e95c90041 
 

Case of interest  
The Algorithm that 'created all the music'  
 
(Can an algorithm by creative?) 
http://allthemusic.info/  
 
From: https://www.extremetech.com/extreme/306575-new-tool-generates-every-possible-
melody-for-public-domain-use 
 
"We tend to think of writing music as the creation of something new, but Riehl wondered if it’s 
more akin to selecting one of the finite number of melodies that have always existed."  
 
"Riehl and Rubin have released the melodies and the algorithm used to generate them under a 
Creative Commons Zero license. That means the paid have reserved no rights — you can 
download the 600GB archive and do whatever you want with it." 
 
Technically, they (the algorithm authors Riehl and Rubin) used an algorithm that produced 
every possible combination of 32 notes on a standard octave scale. Then, they took that set of 
melodies and published it, claiming copyright, and then releasing that copyright using "Creative 
Commons Zero", which is a version of creative commons that allows others to do anything they 
want with the work except claim copyright to it. In short, it's as close to being in the public 
domain as possible without the usual 75+ year waiting period. 
 
The intent of the 'All The Music' project is to prevent musicians from suing each other for 
copying the melody (the notes, as opposed to the words) of each other's songs. 
 
As of 2020, the extent to which 'All The Music LLC' can lay claim to these melodies is still up for 
debate. The melodies were generated from an algorithm designed to create all possible 
melodies, and as we saw from the 'monkey selfie' case, human intervention is usually 
considered to be a necessary part of the 'point of fixation'. Is designing the algorithm enough of 
a human intervention? If the 'All the Music' algorithm output isn't, what about other algorithms 
that modify or create data like autotune or drum machines? 
 
Consider also: "Can AI Work Receive a Copyright? Copyright Office Proposes Procedure Update. 
" http://www.project-disco.org/intellectual-property/031819-can-ai-work-receive-copyright-
copyright-office-proposes-procedure-update/ 
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Group Exercise: Debate over copyright 

Form a group of two, three, or four people and choose one of the following three topics. Then, 
write a 150-word case for each side of the argument (300 words total). As a group, you only 
need to hand in one assignment. 

Topic 1: Is the t-table found here http://ichthyosapiens.com/School/Statistics/ttable.jpg  
subject to copyright? (Or should it be? To what extent?) 
(alternate: https://www2.palomar.edu/users/rmorrissette/Lectures/Stats/ttests/TTable.jpg ) 

Consider: 

 - Credit is given to a previous author. 

 - The previous author gave permission to adapt and reproduce the table. 

 - The previous authors cited were not the original ones who developed the T-table, nor 
did they develop the T-distribution. 

 - Computing the values on this table took a lot of work at the time it was done. 

 - Such a table could be produced in R with about 10 minutes of programming today. 

 - There are some artistic or design-based choices on the table. 

 - There is no creative information on the table, only facts. 

 - These facts did take a lot of intellectual work to discover and develop into something 
useful. Should that intellectual work be rewarded, as per the stated intention of many 
intellectual property laws? 

 

 

Topic 2: Is sports data copyrightable? (Or should it be? To what extent?) 

Consider: 

 - Several leagues in North America include verbal warnings during their broadcasts that 
no reproduction of the events shown can be done without the league's written permission. 

 - There has been at least one court ruling that stated that these verbal warnings at the 
beginning of games are not legally binding. 
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 - The data is derived from facts, as they come from events that happened. 

 - A sporting event could be considered a creative performance, and therefore a creative 
work. 

 - The players who produced the data, as well as many people that collected the data 
were paid to do so. 

 - Some of the data could have been collected by fans watching the game and writing it 
down. 

 - Some of the data is considered confidential, or a trade secret and is not shared outside 
a team. 

 - The process that is used to collect a lot of the more subtle and more detailed data 
takes either specialized training, custom technology, or generally a lot of work and effort. 

 

 

Topic 3: Is randomly generated data copyrightable? 

 - Most randomly generated data is created, instead of being based on a fact. 

 - Some randomly generated data is derived from a physically random process like radio 
static, while others are generated from algorithms like the Mersenne Twister. 

- Something other than a human generated the data. 

 - A human made the machine that made the data, and a human told the machine to 
generate the data. 

 - There have been successful cases to copyright music based on the digits of pi. 

 - If someone generates a different, but statistically equivalent random data is generated 
using a different seed (e.g. using rnorm() in R with the same parameters as the original dataset, 
but with a different value in the set.seed() command), is that different enough to pass the 
'modicum of originality' test? 

 - Summaries of randomly generated data, such as summary statistics and plots like 
histograms include creative and design choices. 

http://www.stats-et-al.com/
mailto:jackd@sfu.ca


Writing for Statistics and Data Science, Last Updated 2020, by Jack Davis www.stats-et-al.com , jackd@sfu.ca  
Free to distribute and adapt under Creative Commons Licence (CC BY 4.0) 

Reporting Results 
 
Here we take the "Seven Principles" idea from Chapter 2 of Jane E. Miller's “The Chicago Guide to Writing about 
Multivariate Analysis” and apply them to all new examples with all new details. 
 
1. Set the context: Give the Who/What/When/Where/Why/How for your numbers. 
 
Example: Electronic sports have quickly come to rival other competitions like traditional sports leagues in their scale. In 
2019, players of Starcraft 2 worldwide earned more than $100 million USD in revenue. This revenue comes from 
payments from video advertisements, sponsors, direct fan contributions, and tournament winnings. 
 
 
Who: Players of Starcraft 2. 
What: Are earning more than $100 million USD in revenue per year. 
When: 2019. 
Where: All over the world.  
Why: Payments from video advertisements, sponsors, direct fan contributions, and tournament winnings. 
 
 
 
2. Choose appropriate examples: This is just an extension of 'consider your audience'. Keep your examples in things that 
people actually can relate to.  
 
A recent, relevant dataset is ideal. We're slowly moving away from the days where every class used the 'iris' dataset for 
correlation and 'mtcars' for categorical data. Iris is a decades-old set of flower measurements, and 'mtcars' is set of car 
specifications from a 1970's issue of Motoring Trends. 
 

3. Choose appropriate wording: Try to find a balance between being exact and being easy to understand. There may be a 
simpler, almost correct word that works much better than a complex, exactly correct word. Define things if you need to. 
 
4. Decide whether to present numbers in text, tables, or figures: Less than five numbers and you can fit them in a 
paragraph usually. 6-40 numbers work well in a table. 10 or more should be in a figure, especially if there's a trend to 
see. (Yes, there is an overlap from 10-40) 
 
5. Report and Interpret Numbers in the text: Explain why they are there and what they mean in concrete 'real world, 
plain language' terms. 
 
 
Very bad:  p < .05, so we reject the null. 
 
Why bad? Because the null hypothesis could be anything. 
 
 
Bad: p = .013, so we know mu is not 0 
 
Now we know what the null is mathematically, but not what it means in a real-world context. 
 
Good: We have evidence that there is some effect of the drug on blood pressure (p = .013, t-test=2.33, df=32). 
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Better because we know even before the values are given that they are going to relate to a drug's effect on blood 
pressure. 
 
6. Specify the SIZE and DIRECTION of associations. 
 

- There is a STRONG POSITIVE correlation between Ice cream sales and murder rates. 
 

- There is a STRONG CYCLICAL TREND between rain and temperature. 
 
7. Summarize patterns as... 
- Generalization   (strength and direction) 
- Specific examples ( here are some typical data points) 
- Notable exceptions ( here are some outliers) 
 
 
General: There is a STRONG CYCLICAL TREND between rain and temperature. 
 
Specific: In January, it rains an average of 24 days in the month, in July this is 5 days. 
 
Exceptions: In 1997, it rained 12 days in a row in July. In 2014, it rained 45 days without end in January-February. 
 

Example: Reporting Regression Results 

Consider the following computer output and plots.  
From this, we can compose a 250-400 word report explaining the output.  
Your target audience is someone with a university education, but not necessarily in statistics. 

Example: Logistic regression of cancer recurrence. 
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Residual vs. Leverage is good at finding unusual cases to talk about as exceptions. 
Other diagnostic plots can tell general patterns. 
 

First, make a checklist of questions and answer them. 

1. What is the purpose of the analysis? 
Specifically: What is the response variable 
(recurrence of cancer) 
 
, and what are we trying to do with it? 
(build a model to predict it) 
 
 In this example: Trying to classify recurrence or non-recurrence of cancer using the other variables available. Since this 
is a binary, we will use logistic regression. 
 
 
 
2. What is the relevant data available for this analysis? 
Specifically, how many cases do we have?  (256)  
 
What format are the variables in? (categorical)  
 
How many variables are there? List the important ten. 
 
What are the most common responses and what are their distributions? (see table) 
 
In this example: Recurrence within five years (categorical, binary, response), Age (categorized by decade), Pre or Post 
Menopause, etc. 
 
 
 
 
3. What sort of data preparation was done? 
Specifically, what was done to the data in order to make the analysis possible?  
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In this example: We removed cases for which some of the data was missing, and cases that were in rare categories, such 
as age < 20 and age > 70.   (Can’t see preparation in output, but worth mentioning if you did the analysis yourself) 
 
 
4. What is the model that was used? 
In this example: A logistic model of three variables. 
 
 
5. How did you come up with this model? 
In this example: With stepwise regression, working in both directions, optimising on AIC.  (NOTE: Can’t tell just from the 
R output. This is something you would want to report if you had done the analysis yourself) 
 
 
 
6. What are some key features of the model? 
Specifically: Draw by hand a mock-up of what a table would look like when describing the model. What are the 
significant variables? What does their effect size mean? Use the general-example-exception principle to tell a story 
about a typical case or a typical effect size. 
 
General: The odds of recurrence increase with the number of cancer nodes in the original cancer (compared to 1-2 nodes, 
the odds are 2.74 times as much if you have 3-5 nodes, and up to 6.43 times as much if you had 9 or more notes 
beforehand). The odds also increase with the stage of the original cancer (8% more if stage 2, 4.19 times as much if stage 
3) 
 
Specifics: [Make a fictional person who had irradiation, was stage 2, and had 5 nodes…]  Odds of recurrence = 0.78 → 
probability of recurrence = 0.36. [Or use a specific observation from the dataset (CONFIDENTIALITY).] 
 
Exception: We found a few people with 20+ nodes that have not had an occurrence in five years. 

 
 
7. How well does this model work? 
Specifically: Use the summary information and the diagnostic plots to explain how well the model assumptions fit and 
how well the model performs. 
 
In this example: Non-normality of responses. No outliers. Model is significant. 
 

Next, fill in the details. 

 

1. What is the purpose of the analysis? 
To predict if there’s a recurrence of cancer (e.g. in the next five years) Predicting a binary thing (logistic regression, 
classification)  
 
2. What is the relevant data available for this analysis? 
We have a dataset from UCI, of 10 variables of the breast cancer history of 256 women.  
 
These variables include 
‘Class’ a binary response variable of recurrence or return of cancer within 5 years, 
‘Age’ as a categorical variable (10-19, 20-29, 30-39, … , 90-99), 
menopausal status (binary), 
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tumor size in mm (categorical 0-4, 5-9, … , 50-54), 
number of tumor nodes (categorical 0-2, 3-5, 6-8, …), 
whether the nodes are capped (binary), 
degree of malignancy (categorical 1,2,3), 
breast (binary), 
quadrant (categorical, 5 categories), 
radiation therapy used (binary).  
 
3. What sort of data preparation was done? 
Before analysis, we removed cases with missing data, and those with rare categories (e.g. ages less than 20 or more than 
70, menopausal before 40) 
 
4. What is the model that was used? 
We attempted a full model, using every explanatory variable in the dataset. This model, however, was very difficult to 
interpret and of little use to clinics and hospitals. Only one parameter (malignancy 3 vs. malignancy 1) was statistically 
significant.  
 
Due to these difficulties we opted for a simpler model instead. Log-Odds (Class) as a function of (number of nodes), 
(malignancy), and (radiation usage). 
 
5. How did you come up with this model? 
We started with a full model of all 9 variables without any interactions, and we used stepwise variable selection 
optimised on the Akaike Information Criterion to come with a simpler model. 
 
6. What are some key features of the model?   
Residual deviance is 263 compared to a null deviance of 310, which equates roughly to an r-squared of 1 – (263/310) = 
0.15.  
 
So this model does not predict very well whether a recurrence happens or not. It should be noted that the full model only 
has an r-squared equivalent to 0.20. 
 
However, we do have some useful indicators: The number of nodes matters substantially, 
 
 
The odds of recurrence are 2.74 (CI: 2-4) and 2.90 (CI 2.1 – 4.2) times as high for women with 3-5 and 6-8 nodes 
respectively, when compared to those having 0-2 nodes, holding other variables constant. When there are 9 or more 
nodes, the odds of recurrence are 6.42 (CI 5-10) times as high. 
 
The odds are recurrence for malignancy 1 and 2 are about the same, but the odds are about 4 times as high for those 
who stage 3 cancer (malignancy 3).The odds of recurrence in radiation was used are unclear due a large standard error. 
 
7. How well does this model work? 
  A normal quantile-quantile plot reveals that there is a major break from normality in the residuals. We are not 
concerned about this because of the binary nature of the responses.  
\ 
Furthermore, we would expect leaps in the Q-Q plot because every variable we used is categorical, so a smooth 
progression is nearly impossible. 
 
A leverage plot does not reveal any outliers or overly leveraged points. There are two notable cases with leverage that 
are potentially influential on the model, however neither of these is deviant from the model as a whole. 
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To review, here are the questions that should be answered about any analysis: 

 

1. What is the purpose of the analysis? 

2. What is the relevant data available for this analysis? 

3. What sort of data preparation was done? 

4. What is the model that was used? 

5. How did you come up with this model? 

6. What are some key features of the model?   

7. How well does this model work? 
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Results Reporting Assignment: Polluted Giant Marmots 
Due by e-mail or canvas mail Tuesday, March 24 2020 
 
 
First, some practice. 
 
Here are the first few rows of data. 
 

 
 
Some variables are categorical. At least one of them is an ordered categorical. Sex and injured are both coded as a 
binary, but ‘injured’ is already a zero/one dummy variable. 
 
Here is an ANOVA table of some variables explaining the variation in pollutant. 
 

 
 
From this, we can see that pollution levels definitely differ between species, regions, age, and lesions, and may also 
change with teeth condition. Note that with the Df column, we can see that there are 5 species, 5 regions, and 4 teeth 
conditions considered in our dataset. Lesions is explaining twice as much variance as region or age, and five times as 
much variance as species. 
 
Here is a regression, which shows some of these variables in greater detail. 
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We see from the regression that the brown and striped species of marmot are significantly less polluted than the albino 
and black species. Pollution levels are higher in regions 3 and 5 than the other regions. Pollution levels increase with age 
and with the number of skin lesions. 
 
From the R-squared value of 0.9217, there is less than 8% of the variation in pollution levels left to explain.  
 
Here are the VIFs (Variance Inflation Factors) for these variables.  
 
A VIF (or GVIF) of 1 means this variable is completely independent of the other explanatory variables, which means it’s 
not confounded with other variables. (In other words, we can separate its effect from others clearly) 
 
This is an ideal. Realistically, we want variables with VIFs that are close to 1, and not greater than 5. 
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None of the model’s VIFs are greater than 5, so there is no reason to suspect collinearity between variables. 
 
 
Here is the (intentionally incomplete) data dictionary for this dataset. 
 

Variable Name Type Description 

Species Categorical, Unordered  

Region Categorical, Unordered One of five regions around Moscow where the 
subject is captured 

Pos_x Numerical, Continuous X-Position, recoded to (0,1000), of capture 

Pos_y Numerical, Continuous Y-Position, recoded to (0,1000), of capture 

Age   

Tooth Condition   

Long_cm Numerical, Continuous Length nose to tail in cm 

Wide_cm   

Sex   

Lesions Numerical, Count Number of skin lesions (cuts, open sores) found 
upon capture 

Injured   

Weight   

Antibody Numerical, Continuous Count of CD4 antibody in blood per Ml 

Pollutant   
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Now it’s your turn! 
 
 
Take the printed results of this data and do the following: 
 
1. Use the clues in the summary data to complete the data dictionary for the variables: 

- (if you are doing this on paper, you don’t have to rewrite the completed variables) 
o Species 
o Age 
o Wide_cm 
o Sex 
o Injured 
o Weight (in kg) 
o Pollutant (in mg/kg) 
o Tooth condition 

 

Variable Name Type Description 

Species   

Age   

Tooth Condition   

Wide_cm   

Sex   

Injured   

Weight   

Pollutant   
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2. Use the ANOVA table to determine which variables are useful in predicting Antibody level. Talk about the relative 
importance of these using the sum of squared errors. (If you're not familiar with ANOVA, use the writing in the example 
as a guide, as well as what you already know about p-values) 
 

 
 
 
3. Below is the regression summary output of the very same model (Antibody ~ Lesions + Sex + Age +Weight + 
Teeth_Condition) Use the regression table to make comparisons between categories and/or show the direction of the 
effect of different continuous variables. (For categories, keep in mind that everything is in comparison to the category 
that you DON’T see in the list) 
 

 
 

Appendix: Brief review of regression (This is just additional information about regression output. If you're familiar with 
multiple regression, this part won't help you) 
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Remember that regression analysis is used to produce an equation that will predict a dependent variable using one or 
more independent variables. This equation has the form 
 
    Y = b1X1 + b2X2 + ... + A  
 
where Y is the dependent variable you are trying to predict, X1, X2 and so on are the independent variables you are 
using to predict it, b1, b2 and so on are the coefficients or multipliers that describe the size of the effect the 
independent variables are having on your dependent variable Y, and A is the value Y is predicted to have when all the 
independent variables are equal to zero. 
 
In the Stata regression shown below, the prediction equation is price = -294.1955 (mpg) + 1767.292 (foreign) + 11905.42 
- telling you that price is predicted to increase 1767.292 when the foreign variable goes up by one, decrease by 294.1955 
when mpg goes up by one, and is predicted to be 11905.42 when both mpg and foreign are zero. 
 
 

 
 
 

Coming up with a prediction equation like this is only a useful exercise if the independent variables in your dataset have 
some correlation with your dependent variable. So in addition to the prediction components of your equation--the 
coefficients on your independent variables (betas) and the constant (alpha)--you need some measure to tell you how 
strongly each independent variable is associated with your dependent variable. 
 

When running your regression, you are trying to discover whether the coefficients on your independent variables are 
really different from 0 (so the independent variables are having a genuine effect on your dependent variable) or if 
alternatively any apparent differences from 0 are just due to random chance. The null (default) hypothesis is always that 
each independent variable is having absolutely no effect (has a coefficient of 0) and you are looking for a reason to 
reject this theory. 
P, t and standard error 
 

The t statistic is the coefficient divided by its standard error. The standard error is an estimate of the standard deviation 
of the coefficient, the amount it varies across cases. It can be thought of as a measure of the precision with which the 
regression coefficient is measured. If a coefficient is large compared to its standard error, then it is probably different 
from 0. 
 

How large is large? Your regression software compares the t statistic on your variable with values in the Student's t 
distribution to determine the P value, which is the number that you really need to be looking at. The Student's t 
distribution describes how the mean of a sample with a certain number of observations (your n) is expected to behave. 
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If 95% of the t distribution is closer to the mean than the t-value on the coefficient you are looking at, then you have a P 
value of 5%. This is also referred to a significance level of 5%. The P value is the probability of seeing a result as extreme 
as the one you are getting (a t value as large as yours) in a collection of random data in which the variable had no effect. 
A P of 5% or less is the generally accepted point at which to reject the null hypothesis. With a P value of 5% (or .05) there 
is only a 5% chance that results you are seeing would have come up in a random distribution, so you can say with a 95% 
probability of being correct that the variable is having some effect, assuming your model is specified correctly. 
 

The 95% confidence interval for your coefficients shown by many regression packages gives you the same information. 
You can be 95% confident that the real, underlying value of the coefficient that you are estimating falls somewhere in 
that 95% confidence interval, so if the interval does not contain 0, your P value will be .05 or less. 
 

Note that the size of the P value for a coefficient says nothing about the size of the effect that variable is having on your 
dependent variable - it is possible to have a highly significant result (very small P-value) for a miniscule effect. 
Coefficients 
 

In simple or multiple linear regression, the size of the coefficient for each independent variable gives you the size of the 
effect that variable is having on your dependent variable, and the sign on the coefficient (positive or negative) gives you 
the direction of the effect. In regression with a single independent variable, the coefficient tells you how much the 
dependent variable is expected to increase (if the coefficient is positive) or decrease (if the coefficient is negative) when 
that independent variable increases by one. In regression with multiple independent variables, the coefficient tells you 
how much the dependent variable is expected to increase when that independent variable increases by one, holding all 
the other independent variables constant. Remember to keep in mind the units which your variables are measured in. 
 

Note: in forms of regression other than linear regression, such as logistic or probit, the coefficients do not have this 
straightforward interpretation. Explaining how to deal with these is beyond the scope of an introductory guide. 
R-Squared and overall significance of the regression 
 

The R-squared of the regression is the fraction of the variation in your dependent variable that is accounted for (or 
predicted by) your independent variables. (In regression with a single independent variable, it is the same as the square 
of the correlation between your dependent and independent variable.) The R-squared is generally of secondary 
importance, unless your main concern is using the regression equation to make accurate predictions. The P value tells 
you how confident you can be that each individual variable has some correlation with the dependent variable, which is 
the important thing. 
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Another number to be aware of is the P value for the regression as a whole. Because your independent variables may be 
correlated, a condition known as multicollinearity, the coefficients on individual variables may be insignificant when the 
regression as a whole is significant. Intuitively, this is because highly correlated independent variables are explaining the 
same part of the variation in the dependent variable, so their explanatory power and the significance of their 
coefficients is "divided up" between them.  
 
 

For an additional example in Psychology 
Presenting the Results of a Multiple Regression Analysis, Karl L. Wuensch (2014) 
http://core.ecu.edu/psyc/wuenschk/MV/multReg/MultReg-WriteUp.docx 
 

For an additional example of a Logistic Regression: 
An Introduction to Logistic Regression Analysis and Reporting 
CHAO-YING JOANNE PENG, KUK LIDA LEE, GARY M. INGERSOLL 
Indiana University-Bloomington 
http://bit.csc.lsu.edu/~jianhua/emrah.pdf 
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Structures of different types of papers. 

Motivation 

Academic papers are intimidating to work on. Being familiar with the structures of 
the kinds of papers that statisticians and data scientists frequently contribute to can 
make working on one easier. 

On abstracts 

All papers, manuscripts, and reports should include an abstract / summary / executive 
summary. This abstract includes everything in the CORE of the paper, manuscript, report, 
including key results and surprises. It MUST BE SELF CONTAINED, because it could be spread or 
disseminated beyond the original paper. 

Application-focused papers 

These are papers that highlight a statistical method, but focus on its use in the context of a 
particular application. These papers typically use the 'essay with numbers' template.  

Here, we'll be using "A Simulator for Twenty20 Cricket" (Davis, Perera, and Swartz 2015) 
http://people.stat.sfu.ca/~tim/papers/t20sim.pdf as found in the Australian & New Zealand 
Journal of Statistics as our example.  

In an application paper, you will typically find the following sections: 

• An introduction, which motivates the application, and shows both what has been done 
to solve it in the past, and how the proposed method has been applied to comparable 
problems. In this case, the introduction also serves as the literature review, and contains 
the majority of the citations to other work. 

• A section of preliminary or establishing work, where mathematical definitions that will 
be used are contained. This section will describe what the raw data looks like, how 
much do we have. This section may include summary statistics without much depth. 
Describes some of the data cleaning or preparation. 

• A section on how the method is applied, or describing the method if it’s new. 
• At least one section on extensions to the core method. 
• A section of benchmark and diagnostic tests showing that the method is appropriate 

and comparing it to existing things if any. Such tests could include (Q-Q plots for 
distributions, Area-Under-Curve plots). 

• A section of discussion where the authors talk about the limitations of the application, 
and what could be done in the future. No new results are shown here, only speculations 
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and conclusions. Most of the citations that were not covered in the introduction will be 
covered here.  

• An appendix section where deeper mathematics are hidden. These aren’t in the main 
paper because these details would make the main paper harder to read.  

 

As with most mathematical science papers, you'll find a description of contents at the end of 
the introduction in our example. This description gives a good idea of example sections: 

"Section 2 is concerned with preliminaries related to the T20 simulator.  We first introduce the 
extensive dataset which is used throughout the paper.  Exploratory data analyses are carried 
out to motivate the subsequent modeling. The T20 simulator is then described in simple terms 
for first innings batting. Section 3 discusses the inputs to the simulator. ….  In section 4, the 
simulator is extended in various ways. ….  In section 5, we demonstrate the realism of the 
simulator via some goodness-of-fit diagnostics. … We conclude with a short discussion in section 
6." 

 

Special applied case - service paper 

Service papers are similar to applications papers, but there is little to no explanation of the 
methods used. Typically, standard methods are used that need no explanation beyond a 
reference or two. Much larger emphasis is put on the results, and the discussion section is 
much larger to discuss the implications of these results. Academic service papers will typically 
appear in journals of sciences outside statistics, like health science. Government or corporate 
reports will be done in equivalent departments and companies, such as Health Canada, or 
Fraser Health, respectively. 

In a service paper, the job of a statistician is usually to provide analysis (as always), populate/fill 
tables in the paper, and to check that the numbers are being used correctly. A statistician may 
proofread and suggest edits, but the bulk of the actual writing is typically left to the other 
collaborators. 

Note that in both of the following examples, multiple-authorship tools are being used such as 
track changes and comments. These are fantastically useful because it helps to see what is the 
most updated version of the paper and allows more than one person to work on it 
independently. There are also text-diff tools for comparing different versions as well as 
collaborative tools like Google Docs and version-control tools like GitHub (and other open-
source gits) and PasteBin. 
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Service papers are, by definition, for a wide variety of fields. Some of those fields have pre-
established formats that make the section-by-section description unnecessary. In both the 
example papers, the description of the content is there, but not by section. 

In this first example, " High prevalence of depression among adolescents in South Africa: 
Implications for HIV prevention programming for young people in HIV-endemic settings" 
(Barhafumwa et. al. 2013), which was intended for health science journals, the sections are 
"Introduction, Methods, Results, Discussion, Conclusion". There's no room for multiple sections 
for results and extensions, so everything has to be fit into that framework. If you're working on 
the sampling or survey design, you'll find yourself contributing to the methods. If you're 
responsible for analyzing and presenting the data, you'll be contributing to results. 

The introduction to this service paper carries a lot of the information about the paper because 
it's part of a much larger health program, and as such 6 of the paper's 19 pages are in the 
introduction. 

While the primary section structure is rigid, flexibility in content is found in the subsections. 
Within the methods section, there is "setting", "study participants", "data collection", 
"measures", "statistical analysis", and  "ethical considerations".  

In this second example, "A Timeout is a Timeout is a Timeout?" (Davis, Kniffin, and Hilbrich 
2020), which was intended for a sports business journal, the sections are "Introductions, 
Literature Review, Methods, Findings, and Discussion". 

The findings section is 13 of the paper's 23 pages, and it includes 6 tables and 8 figures. The 
introduction and literature review provide content and background, and are still substantial. 
Since the data was scraped and modified from NHL.com, there is very little to talk about here 
and the methods section is less than a page long, despite the scraping, programming, and data 
cleaning being more than half of the paper's total work. As in other disciplines, the discussion 
section is about the limitations of the work and speculation into future work. 

Theory-based methods paper 

A theory paper is like an application focused paper, except that the method takes center stage. 
The focus is much more on the mathematical derivations involved in the method rather than 
how it's used. However, often two applications are included: A made-up version of clean 
synthetic data, and a set of messy real-world data. 

In an application paper, you will typically find the following sections: 

• An Introduction which motivates the problem and gives some mathematical background 
but gives LITTLE TO NO LITERATURE REVIEW.  The size of the literature review depends 
on the newness or novelty of the method being proposed. 
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• A section on the mathematical mechanics of the method. Note that compared to an 
application-focused paper, the author is describing and defining the method RIGHT 
AWAY. 

• A section showcasing an application of the method to an ideal or ‘clean’ set of data. This 
data may be created from a simulation just for this method. Sometimes this idealized 
dataset has some feature that the proposed method handles particularly well that other 
comparable methods do not, which helps the author’s case for the need for their 
method. This and the next section will typically include diagnostic results. 

• A section showing the results of the method on more realistic or ‘messy’ data, 
preferably a data that is publicly available.  

• At least one section on extensions to the method, which may or may not be developed. 
• A section of discussion where the author talks about the limitations of their method, 

and what could be done in the future. Like in an application paper, this section should 
not include new results, but should include some citations. 

• An appendix, which often includes proofs of theorems posited in the main paper. As in 
an applied paper, the appendix allows the author to leave the proofs out of the main 
paper and make reading easier.  

  Example: Theorem 3 states that … ,the proof is in the appendix/supplemental material.   

Typical diagnostic results in a theoretical methods paper will compare simulation results to the 
claims made by the method. For example, a common diagnostic for methods that estimate 
error or provide confidence intervals is actual coverage vs. nominal coverage. In other words, 
‘how often does the parameter being estimated actually fall with the stated 95% confidence 
interval, is it at least 95%?’ 

Consider the famous paper "Regression Shrinkage and Selection via the Lasso" (Tibshirani, 
1996)  http://www.math.yorku.ca/~hkj/Teaching/6621Winter2013/Coverage/lasso.pdf as 
found the Journal of the Royal Statistical Society. 

Like statistics-based theory papers, these ones also regularly include a section-by-section 
breakdown of what to expect. In Tibshirani's paper, at the end of the introduction, we see: "In 
Section 2 we define the lasso and look at some special cases. A real data example is given in 
Section 3, while in Section 4 we discuss methods for estimation … We describe the lasso 
algorithm in Section 6. Simulation studies are described in Section 7. Sections 8 and 9 discuss 
extensions …. while Section 11 contains a summary and some discussion." 

Special theory case - computational paper 

The basic setup of a computational paper is like the application and theory-based methods 
paper. However, the focus is very heavily on the computational results like mean square error, 
convergence rate and computational time rather than the mathematical derivations. Similarly, 
often two applications are included: A made-up version of clean synthetic data, and a set of 
messy real-world data. 
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In essence, a computational paper is a theory paper, but the method being shown is mostly a 
computer program. There are a lot fewer rigid, formal proofs. There’s a lot more demonstration 
or proof-by-simulation. 

The Appendix / Supplementary Material will typically include computer code or pseudocode. 

For example, the paper "Approximate Bayesian Computation" (Sunnaker et al. 2013), 
http://journals.plos.org/ploscompbiol/article?id=10.1371/journal.pcbi.1002803 

found in the journal PLoS Computational Biology, has lengthy explanations of different features, 
potential problems, and examples for their method, as well as a working computer code 
implementation. This paper has the feel of a lengthy tutorial for using the system that the 
authors have invented, rather than a rigorous theoretical proof that it is optimal under certain 
conditions. 

Meta-Study 

Meta-Studies are those that summarize multiple other published studies that test similar 
hypotheses. Like application-focused papers, meta-study or meta-analysis papers are set up 
using the 'essay with numbers' template. A statistician's job in such a paper can vary from just 
doing the analysis and making the graphics, to writing the entire paper. 

The methods section of a meta-study should always talk about the methods used to find the 
papers or studies that are included in the meta, and the methods for deciding what studies 
belong in the meta.  

Beyond that, each study is treated as its own weighted observation of particular variable. For 
example, there might be dozens of papers on the effect of smoking during pregnancy on birth 
weight. Each of those studies will have been done with different contexts, conditions, and 
populations, but they should all give an estimate of some common parameter: how much birth 
weight is reduced by smoking. A weighted average of these estimates becomes the meta-
estimate; the method of assigning weights is what makes these papers statistically interesting 
to contribute to.   

For those interested in undertaking such a paper, I highly recommend reading ‘Meta-Analysis: A 
Comparison of Approaches by Ralph Schulze’, at about 200 pages, was easy to read for a 
graduate level textbook and managed to be rigorous without overwhelming the reader with 
formulae. 

Most of the book is dedicated to the mathematical methods of finding collective estimates of a 
value or set of values from related independent studies. The latter half of the book is dedicated 
to describing these methods and on a large Monte-Carlo based comparison of the methods 
under a range of conditions. Conditions include different sample sizes per study, different 
number of studies, and different correlation coefficients of interest.  
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The "Essay With Numbers" format. 

 

A complete essay includes:  
 

1. A topic of which the essay is about.  
2. A thesis, which is a claim you make at the beginning and back up later with…  
3. Descriptions and extra information to clarify your point, which motivates your…  
4. Supporting evidence, which draws on work from external sources, lending weight to 

your…  
5. Conclusion and summary of the essay.  

 
 
A statistical analysis includes:  

1. Some data upon which the analysis is performed.  
2. A hypothesis, which is a claim you are checking to see if you can make.  
3. Descriptive statistics, which support your ability to make assumptions and do a…  
4. Hypothesis test, which draws on math from external sources and lets you provide a…  
5. Conclusion and explanation of the results.  

 
 
In greater detail:  

1. The purpose of essays and analyses is to improve understanding of their topic or data 
respectively. They both should save the reader the trouble of having to dig through the 
raw information to find the important parts.  

 

2. Hypo-thesis means ‘less than thesis’. A hypothesis is a claim we could be making; a 
thesis is one we are making. It’s less than a full thesis until we test it.  
 
In an essay, we want the thesis statement to be packed into a single sentence or phrase. 
That statement should be explicit/clear but short. A thesis statement has formality to it. 
It should be easy to spot. A hypothesis is also very short and exact; it has rules. A 
hypothesis of no difference, or null hypothesis, is almost always in the form “this equals 
that” or “all of these are equal”, but with certain Greek letters.  
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3. The term ‘descriptive stats’ is being stretched to include all key information about the 
data. For example “Is it in categories, if so do those categories have a specific order like 
disagree-neutral-agree? Are there any pieces of data that are much different from the 
rest?” You need facts like these to understand what the data is, and to know what to do 
with the data to test your hypothesis.  
 
Descriptive statistics is an ideal starting point for learning stats, because the information 
is self contained and people usually have some exposure to it already. We can say “the 
average height of a Canadian adult male is 175cm” and be understood even without 
training in stats.  

4. Hypothesis tests (or statistical tests) are used to determine if the data matches the 
hypothesis. In a statistical analysis we might say “according to Fisher’s Exact Test these 
two things are not independent”, Fisher’s Exact Test is the name of the test, and we’re 
referring to it much like we would refer to external source like “According to Fisher, 
Romeo ‘doesn’t really like Juliet’ (page 213)”. In both cases, the external reference is 
used to make the claim more legitimate.  
 
If the data doesn’t match the hypothesis, we reject that hypothesis. However, like in 
most sciences, we can almost never prove a hypothesis correct, but only disprove or fail 
to disprove it. For example, if your hypothesis was that unicorns don’t exist, it could be 
disproved by finding one, but not proven the hypothesis by failing to find a unicorn.  

5. An essay’s conclusion should reword the thesis statement and summarize the essay 
body around it. The conclusion of a statistical analysis should state whether the 
hypothesis is to be rejected and include any concerns or observations relating to that 
decision.  
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Corporate, Industrial, and Government Documentation 
 

Whitepapers 
 
 
Whitepapers are halfway between academic research papers and corporate 
advertising. They are often used to show off research that you company is doing 
and establish expertise.  
 
 
- Also used as an outlet for research that may not be directly product related 
- Not subject to the academic peer review process 
- Not so specific to a product that it should be a support document. The idea is 
still the key. 
 
From: 
https://contently.com/strategist/2012/02/10/how-to-write-a-white-paper/ 
 
"White papers are great tools for generating credibility. Customers respond better 
to informative write-ups than they do to blatant ads. The trick is to make sure your 
white paper is organized and well thought out so that you will create a natural 
and genuine interest in your services." 
 
 
 

 
Examples of whitepapers. 
 
All of Google's 
https://research.google.com/pubs/papers.html 
 
All of IBM's 
https://www-03.ibm.com/support/techdocs/atsmastr.nsf/Web/WhitePapers 
 
The original Bitcoin document: https://bitcoin.org/bitcoin.pdf 
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“What is a White Paper”  
(Re-written from: https://www.thatwhitepaperguy.com/white-paper-faq-frequently-
asked-questions/#what_is )  
 
"Are there any industry standards for these documents? 
 
No, but.. 
 
The typical white paper looks better than a technical manual, but not as slick as a 
brochure or ad. But some white papers are as colorful as a cereal box. 
 
The typical white paper is distributed as a PDF on the web. But some are still 
printed out for sales calls, press kits and trade shows." 
 
 
White papers are educational  and useful, instead of just being a sales document 
Used before a sale to sell someone a product, service, idea, or company. They 
include introductions or executive summaries, otherwise known as an abstract. 
 
Manuals, tutorials, and cheat sheets are not white papers because they are only 
useful after a sale is made. These are still extremely important, and companies 
like SAS have entire conferences around them (look up SAS-SUGI conferences) 
 
  

White papers vs blog posts. 
 
White papers are usually PDF downloads of thousands of words and can take 6 
weeks to produce, and have a specific, narrow scope, much like a research paper. 
Blog posts are typically shorter and can be about anything. 
 
From "What is a White Paper" again, 
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"In a way, blog posts are a good place to test out your ideas, as they come 
together. You can gather comments and feedback, and see how your online 
audience connects with your ideas. 
 
Then you can solidify and back up your ideas in a white paper where you can pour 
more time and effort into the research, writing, design, and promotion." 
 
 
 

Government Reports 
 
See Stats Canada for their library of reports at 
 
http://www.statcan.gc.ca/eng/start 
 
Stats Canada does regular reports on key parameters with the country. They also 
publish many topic-specific reports that are accessible by the public. 
 
Labour Force Survey Feb 2018 (Regular, every month) 
http://www.statcan.gc.ca/daily-quotidien/180309/dq180309a-
eng.htm?HPA=1&indid=3587-2&indgeo=0 
 
Enterprize Size Class Transitions in Canada (Narrow Topic) 
http://www.statcan.gc.ca/pub/18-001-x/18-001-x2018001-eng.pdf 
 
 
 
This paper is structured as follows.  
Section 2 focuses on the data sources for the study.  
Section 3 shows the number of enterprises by size class in 2008 and 2014.  
Section 4 describes the directions taken by enterprises of 2008 in 2014.  
Section 5 analyses the transition matrix regardless of the sector and Section 6 
presents the transition matrices for the service and the manufacturing sectors.  
Finally, Section 7 concludes the paper and suggests potential avenues for future 
research 
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They also publish surveys and questionnaires that they have sent out in the past. 
 
http://www23.statcan.gc.ca/imdb-bmdi/pub/indexth-eng.htm 
 
All the publication on something as narrow as Asphalt Roofing 
http://www23.statcan.gc.ca/imdb/p2SV.pl?Function=getSurvey&SDDS=2123 
 
 
In the United States, there is both the Census Bureau (which almost exclusively 
hires citizens), and Westat, which does similar work, but is not a government 
branch. 
 
 

Support Documentation 
 
Support Documentation is a large part of what makes paid software like SAS and 
JMP work the money. The SAS Institute puts out MASSIVE amounts of material for 
these programs. This is everything from explanations of specific commands to 
200-page presentations on how to get the most out of a certain SAS package. 
 
Outside of government, SAS is the largest employer of statisticians in North 
America, and a large portion of those people are dedicated to making 
documentation. 
 
https://support.sas.com/documentation/ 
 
 
R packages also come with documentation, but the standards are much more lax. 
It's a good way to get practice and noteriety though. 
 
Speaking of which... 
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Blogging, Self-Promotion 
 
Do it for fun and profit! 
 
The profit isn't going to come directly from ads or sales like it could from a more 
commercial, general audience blog. Instead, the entire blog is an advertisement 
for your skills and services. It's a way to passively promote yourself, and a way to 
refer to or look at old projects when you're not at your home computer. 
 
It's very good writing practice. After a while, you'll find yourself writing better 
posts with less effort, and you can always go back and hide your oldest posts if 
you think they're no longer optimally showing the world your skills. 
 
"Although you can get ad revenue from blogging, the volume of people going to a 
stats blog usually isn't worth much. The value you get is from showing off your 
expertise to the world." – Éric Grenier http://www.threehundredeight.com/ 
 
Prime Examples: 
 
Eric Cai, the Chemical Statistician 
http://www.statsblogs.com/author/eric-cai-the-chemical-statistician/ 
 
Andrew Gelman 
http://andrewgelman.com/ 
 
 
R-Bloggers 
https://www.r-bloggers.com/ 
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Verbal Presentations 
 
These notes are about presentations. Not just presentations in front a class or for job interviews, but for 
full lectures as well. 
 
This time, we're going to start with the examples, and then go to the general principles, instead of the 
other way around. 
 
Here are two of the best presentation I've ever seen: 
 
First, Hans Rosling's "200 Countries, 200 Years, 4 Minutes" from the film The Joy of Stats 
https://www.youtube.com/watch?v=jbkSRLYSojo 
 
The entire video is about 5 minutes (despite the name), and shows how the health (mean life expectancy 
at birth) and wealth (mean income in purchasing power parity to modern USD) have changed from 1812 
to 2012. Although the technical production values are very high, a simpler cheaper version of this 
presentation could be (and has been) done before to almost the same effect. 
 
An updated version of the data is available for you to play with at Gapminder World, at 
www.gapminder.org  
 
The target audience for this presentation is the general public, so the results are the real star here, and 
the methods are barely mentioned; the dataset size is given at the end, and that's about it.  
 
Why do I like this presentation so much? 
- A topic with wide appeal. 
- Tells a clear story. 
- Energetic, enthusiastic presentation. 
- Has a central thesis or one big idea: Despite local or short-term setbacks, the world is getting better for 
humanity everywhere over the long run. 
- Uses the general / specific / exception framework 
 General: Countries are moving upwards in health and wealth. 
 Specific: Different parts of China are at different levels of development. 
 Exceptions: The Great War, the HIV epidemic. 
 
 
Next, Jon Bois's "Barry Bonds without a bat." 
https://www.youtube.com/watch?v=JwMfT2cZGHg 
 
 
The target audience for this presentation is a part of the general public with at least a little bit of interest 
or background in sports analytics, but no expertise is assumed. The result is merely an estimate for an 
absurd hypothetical case. The results are always important but in a case like this, the methods that justify 
those results deserve much more attention.  
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A few other highlights. 
 
- The potential audience is widened by providing background information in a way that is approachable 
to many people without being boring to an expert. 
- The presenter is clearly interested in the topic without being over-the-top energetic, which is good 
because listening to that level of energy for 12 minutes would be exhausting. 
- The pacing is appropriate given the amount of information presented that would be new to the target 
audience. 
 
(Also, look for examples of the general / specific / exception framework. There are several, like the OBP of 
players over history, and the breakdown on individual at-bats) 
 
 
Now let's talk general principles for giving verbal presentations: 
 
Read the five tips at this link, and then read the commentary below 
http://getalifephd.blogspot.ca/2011/04/how-to-give-fabulous-academic.html 
 

Missing Tip #0, the audience is not your enemy. 
 
- Public speaking is SCARY… at first. There are a lot of people looking at you, and those people could, 
collectively, probably beat you in a fight. However, collectively, they have no reason to fight you. Speaking 
in public may be scary, but only exposure will free you of that fear. Besides, have you ever been talking at 
a party or a dinner table and had more than two people listening to you? If so, congratulations! You've 
spoken in public before. 
 
- Don't try to hide your nervousness, take advantage of it. Pace or walk around if it helps you focus. Bring 
a pen to fidget with. Bring a laser pointer to shine at what you're talking about.  Bring a drink of water to 
go to when you need a second to clean your throat and gather your thoughts. Take a moment if you're 
stumbling over your words – EVERYONE stumbles over their words. The master has failed more times 
than the apprentice has ever tried. 
 
- There are lots of venues that will give you an opportunity to get more experience at public speaking. For 
general material, there is Toastmasters. For domain specific material (e.g. machine learning), there are 
Meetup groups that regularly include presentations. 
 
 
Further Reading: Even a Geek can Speak, by Joey Asher. 

 
On Tip #1. (Use PowerPoint Wisely) 

 
First, PowerPoint isn't the only available tool. In fact, I would pick it as my third choice at best because it 
seems to run into portability and version-specific issues. We will talk about printing word documents as 
PDFs and the use of the 'beamer' package in LaTeX. 
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Next, as for having too much information on the slide: 
 
People have limited mental bandwidth, especially for doing the same task in two ways, such as listening 
and reading at the same time. Keep that in mind for your slides: For a presentation, the text works well as 
a skeleton for the rest of the talk. People typically present by talking at a rate of about 80-100 words per 
minute, there is no way a 15-minute talk should have 1200-1500 written words, but that's often what 
you'll end up saying. 
 
When it comes to lectures, all bets are off. People don't go to lectures to be entertained, at least not 
more than the first couple of times. They go because they think it will improve their grades so they can 
reap the expected benefits of these grades later. 
 
That means you can abuse your audience's patience a lot more. 
 
You can also throw out a lot of the rules about limiting the amount of information on a slide. Not because 
you audience can't leave, but because they're expected to write down the material or otherwise access it 
after the lecture is over. The tradeoff is that typos, especially mathematical ones, can haunt you for 
weeks or months in the form of clarification requests. 
 
For a presentation, however, typically the audience will see what you show them only the one time. That 
means it's useless if give them complicated information. 
 
 

On Tip #2 – There is a formula to academic presentations 
 
The big advantage of sticking to a formula is that you allow the listener to 'fill in the blanks', so to speak. If 
they know that the analysis is going to come after the methods, then you can use that expectation to skip 
some of the effort and time spent on transitioning to it. 
 
In short, using a formula is lazy, and lazy is good. 
 

 
On Tip #3 – The audience wants to hear about your research 
 
No they don't. They don't want to hear about your wrangling with incomprehensible math, or about the 
papers and books that you read. They don't want to hear about the hundreds of rounds of code 
debugging and rewriting. They want to hear about the RESULTS of your work. 
 
To highlight the difference between the actual research and what people want to see in a short 
presentation, consider this complaint I had from a student in introductory astronomy. 
 
“It's all numbers and formula and memorization! This isn't what I thought astronomy would be about at 
all” 
 
The student was expecting the course to be more like 'star appreciation' or something, where they would 
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look at cool explosions in space and renditions of distant worlds, or YouTube visualizations about black 
holes. 
 
Your presentations should typically be a lot more like what the student was expecting and a lot less like 
the actual process of science. If your topic is particularly new or specific, you may find yourself spending 
as much as 80% of your time introducing the topic and the barest representation of the material 
surrounding it. 
 
One big mistake that's specific to the mathematical sciences is to include mathematical equations and 
expressions in presentations. If it's a lecture, that's perfectly acceptable. In fact, it's often preferable to 
derive equations in class as a vehicle to give lots of exposition. 
 

On Tip #4. Practice, Practice, Practice 

 
Common wisdom states that it is impossible to practice too much. I disagree.  
 
Just like every other live performance, like a midterm of final exam, it's important to be in a good state of 
health at the time of the evaluation. 
 
Don't pull an all-nighter for a presentation. If you are nervous speaking in public, this may seem like a 
difficult thing to pull off but try to relax rather than practicing over and over. 
 
Don't try to memorize your presentation. You don't need to, you have the prompts and the guide for your 
presentation with you in your slides (sometimes called a slide deck). If you try to memorize, it COULD 
work, but if something unexpected happens, like forgetting to talk about a point, running out of time, or 
an unexpected question from the audience, then your memorization could break. Besides, normally you 
will be presenting on something that you know about already, so being able improvise or ad-lib the 
details. 
 
- One guide I've heard is to spend one minute of work on a presentation for each minute that someone 
will be seeing it. If it's a presentation for 20 people and it's 10 minutes long, that means you should spend 
200 minutes developing the presentation. You'll have to come up with your own guide through practice. 
 
As you get more experience presenting, especially more experience presenting the same topic multiple 
times, you will be able to reuse resources and shorten your preparation time. Don't let that preparation 
time drop to zero. There are often dates, places, and other time-sensitive references that need to be 
updated each time, and you should at the very least read your own slides soon before presenting them. 
 

On Tip #5. Keep to your time limit. 
 
This is one of those obvious, and ultimately useless things like 'don't be a bad presenter', but somehow it 
needs mentioning anyway. Unless your talk is a particularly long one (which won't be likely for your first 
few presentations), it's going to be one of several talks in a session. As such, everyone is fighting for time, 
and there will often be a designated timekeeper to enforce that limit. 
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First, as part of your practice, time yourself. Go through the presentation alone and see how long it takes. 
If you stumble somewhere, keep going and don't stop the clock. After all, if you stumble in the real thing, 
time will not stop for you. Even if it could, would you really waste you one chance at stopping time on 
THAT? 
 
- Next, give your presentation some time flexibility. Designate certain slides or topics as 'non-critical' or 
'as time permits'. These are things that you can cover if you have the time, but that you also have the 
option to skip over if you find yourself behind. This works in the other direction too; if you find yourself 
talking too quickly and end up with many minutes to spare, you will have something relevant to expand 
upon. These extra slides may also come in useful to address questions. 
 
Being short on time won't always be in your control; sometimes a previous speaker will run long, and 
leave you with a shorter slot than you had planned for. 
 

On time use in lectures 
 
In the case of lectures, keeping to a time limit is less important because there are frequently multiple 
points where a lecture can be ended only to be picked up again on the next day. 
 
Novice lecturers frequently run through their material faster than expected and are left with nothing 
prepared 30 minutes into a 50-minute lecture. This can happen if you talk too quickly, find that a certain 
point isn't as critical as expected, or by overestimating the time necessary for student questions. The best 
solution is to have a 'buffer' ready of material from the lecture to come AFTER the one you're currently 
giving, as you can segue into this new material, frequently. However, if this ever happens and you aren't 
prepared, it's better to let students leave early rather than try to keep them in their seats with material 
that you're making up on the spot. 
 
These naturally occurring break points between topics and examples are good opportunities to try to 
reset the 'attention span clock' of your students, which is typically around 10 minutes (according to brain 
expert Brian Medina). If you can, change the style of presentation every 10 minutes. That means planning 
to switch between slides and a document camera or whiteboard, or inserting a video you want to include 
in the middle of a lecture rather than at the beginning. If these methods aren't available, I personally like 
to add a picture of a cute animal with a bad pun into the transition between 10-15 minute segments. It's 
like a micro-break, and it will improve long term retention enough to more than make up for the lost 
time. 
 
 
See also "10 Tips for Academic Talks" by Matt Might 

http://matt.might.net/articles/academic-presentation-tips/ 
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The Beamer package 

If your work is already in LaTeX, you can make powerpoint-style presentations using LaTeX with the 

beamer package, which produces a PDF file where the pages look like powerpoint-style slides. As with 

other LaTeX objects, changes can be done by changing settings in the beginning of the document, and 

organization like page, section, and figure numbers are automatic. See the following for more: 

 

https://www.overleaf.com/learn/latex/Beamer_Presentations:_A_Tutorial_for_Begin-
ners_(Part_1)%E2%80%94Getting_Started 
 

https://www.overleaf.com/learn/latex/Beamer 

 

If you want to further pursue presenting and public communication of statistics and related fields, I 

recommend joining The Science Writers and Communicators of Canada, which you can find at 

www.sciencewriters.ca  
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Presentation Posters 

 

What is an academic poster, and why would I make one? 

  

Posters are usually presented at academic conferences and are available over a few days. They 

are a good way to get used to presenting things at academic conference because: 

 

- It is usually much easier to get a spot for a poster than a spot for a talk. 

- Either there are more spots, less competition, or both. 

- It is lower stakes than publishing an academic paper.  

- There is no months or years-long turnaround.  

- There is little to no peer review process. 

- Posters are shorter 

- If you want to change or update it later, you can do that after the conference. 

- Presenting a poster is easier than doing a live presentation. 

- You only need to do present to 1-2 people at a time. 

- No strict time controls. 

     

- You get to network with people and see other posters at the same time. 

- You still get to see the rest of the conference. 
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When are posters useful? 

• Poster competitions like the SSC and the JSM case studies let you Analyze a difficult 

dataset and present your findings alongside other senior undergrads and grad students.  

• Poster sessions at conferences like CAHR (Canadian Association of HIV Research) where 

presentation space is limited, or where some research doesn’t fit a verbal presentation. 

• Trade show describing or promoting a method or product. 

• As a basis for an infographic. 

• As a quick way to get publication credit for research. 

 

What are the target audiences?  

What’s a poster presentation like? 

• Even then, they might ask only a few surface questions (What’s this about? What 

does this picture mean? Is that your model?), and very few if any will read the whole 

poster during this time.  

• It's going to be the same questions over and over, but if you're worried about getting 

unusual questions, you can have a few 30-60 second speeches which answer the 

questions that you WANT people to ask. There may be follow up questions to these, but 

at least you'll have set the direction of the questions. These mini-speeches should be 

more verbal-friendly versions of your abstract. 

• As many as 30 people might come by to see your poster in an hour, don't worry about 

messing up your answers or your mini-speech, especially at the beginning of the session. 

There are plenty of chances to get it right. 

• The goal here is to network, so have business cards or other handouts (abstracts of your 

paper, etc.) ready so people can ask more questions later. 

• At an academic conference, there are usually sessions of 1 or 2 hours for a set of 

posters. At some conferences, the poster is up that day, for others, it's up for the entire 
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conference, depending on space. Often, this session is done during times between 

presentations, like the lunch break. This is done to maximize traffic and networking 

opportunities. 

•  At trade shows, there is typically someone by a poster all the time to answer questions. 

Posters are typically even shorter or simpler, and the focus is more on handouts. Trade 

shows also tend to have more 'flash and dazzle' to them: if there's a way to demonstrate 

the research with a video or a prototype, this will often be included. 

•  At academic conferences, posters are typically left up, but unattended, for the duration 

of the conference. This is when people will spend time to read the poster in detail 

instead of just looking at the pictures and title. 

 

 

 

(More details on the experience, also include cases where the poster session is the lunch break 

between talks, so as to maximize traffic and mingling) 

 

 

Working from a template: 

http://edmedia.tlc.sfu.ca/research-poster-templates/ 

https://iits.dentistry.utoronto.ca/academic-sciences-poster-templates 

https://www.genigraphics.com/templates 

Let’s look at the North American standard of the templates from edmedia.tlc.sfu.ca . Like many 

templates, Sections can be removed, copied, resized or rearranged. 
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General writing tips 

• Pictures are GREAT. Make the focus 2-4 figures. 

• Tables are GOOD. You can replace a figure or two with a table. 

• Words are… OK.  Less than 500 words ideally, not including tables. 

• Use LARGE FONT SIZES for the main portion. Think 28 or 36 point font. Exceptions 

include acknowledgements of grants and references, which can be a 12-18 point font at 

the end. (these are things that are either required on a poster, or will only be of interest 

to someone reading the entire poster) 
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• Either bullet points or complete paragraphs are fine. Whichever gets your point across 

better, but be consistent about using one or the other. 

• Treat your poster like an abstract, but with a few key details added.            

• Mathematical rigour does not need to be demonstrated. Unless a proof is absolutely 

essential to making your point leave it out. 

• Some mathematics is okay, but don't include formulae just to impress people, only 

include math for things you're expect to refer to. Everything else like proofs can be left 

to a hand-out. 

• The one exception is the model specification, which is critical enough to be included. For 

example, if your analysis centers around a linear model, your poster should 

include a formula in a format y = b1x1 + b2x2 + e somewhere. If the model is of a 

different format that can be explained in closed form, include that instead. Not 

every variable needs to be included, especially if there are many of them. 

Including the most important or interesting 5-10 variables could be included in a 

table of their names, coefficients, importance and/or uncertainty. 

 

From my experience, it has been easiest to write a technical report, blog post, or rough draft of 

a paper as the base material for a poster. This includes any important figures or tables I might 

want to include. Then, from that, I take parts of the report and put them into the table. 

 

• The typesetting (placement of elements) only has to be dealt with once, rather every 

time a new element is added or changed. 

• You have a start on the latex version of something bigger, like a poster. 

• If a template doesn’t work out, it’s easy to migrate the work to a new template. 

• Writing in a large powerpoint slide is harder than writing in a word processor, and you 

have to fight with a lot of finicky mouse actions. 
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Writing the Words in Posters 

 

Example 1: Social Science Poster 

 

Writing in posters looks like writing in academic papers of the same discipline. The poster "HERD: Inuit 

Voices on Caribou", by David Borish et al. has 500-600 words and represents a 28-page paper with about 

10 times as many words. Rather than trying to fit all the paper's information into a poster, the 

information density is kept the same and much less information in conveyed. 

 

Link to the poster 

https://static1.squarespace.com/static/5be6fcdb3917ee8cff202190/t/5df1203f87a8d214b886a0c9/157

6083524120/BORISH_DAVID_ArcticNet+ASM2019.pdf 

 

Link to the paper 

https://muse.jhu.edu/article/753060 

 

Here's a few excerpts from the poster. These represent two sections, which are each about 5 pages in 

the paper. Note that the poster still manages readable, complete sentences despite the tight constraints 

on space.  

 

Inuit Leadership 

Supporting the advancement of Inuit leadership, governance and adherence to Inuit research 

processes [1], this project is led by Inuit from the Nunatsiavut region and the NunatuKavut 

region. A Steering Committee is guiding this project, with members from the Nunatsiavut 

Government, NunatuKavut Community Council, Torngat Secretariat, and academic researchers. 

 

Context 

http://www.stats-et-al.com/
mailto:jackd@sfu.ca
https://static1.squarespace.com/static/5be6fcdb3917ee8cff202190/t/5df1203f87a8d214b886a0c9/1576083524120/BORISH_DAVID_ArcticNet+ASM2019.pdf
https://static1.squarespace.com/static/5be6fcdb3917ee8cff202190/t/5df1203f87a8d214b886a0c9/1576083524120/BORISH_DAVID_ArcticNet+ASM2019.pdf
https://muse.jhu.edu/article/753060


Writing for Statistics and Data Science, Last Updated 2020, by Jack Davis www.stats-et-al.com , jackd@sfu.ca  
Free to distribute and adapt under Creative Commons Licence (CC BY 4.0) 

 

In Labrador, Canada, Inuit from the Nunatsiavut and NunatuKavut regions have sustained a 

deep reliance with caribou for generations[2]. This relationship has been challenged in recent 

years, as caribou herds have experienced precipitous population declines, including a 99% 

decline of the George River Caribou Herd since 2001, which resulted in a total hunting ban in 

2013[3]. 

 

Example 2: Mathematics Poster 

Here's a poster from a mathematics conference. Notice that this one uses bullet points for text, 

but it uses them for everything, which creates a consistent style. Motif-Based Clustering of 

Directed Networks by Thomas P. Reith and Laurie J. Heyer is about as long as the Borish et al. 

paper, but the setup is radically different. 

https://www.maa.org/sites/default/files/doc/images/ReithComputationalMathematics.pdf 

This one doesn't have as much 'flash' as the Caribou poster, but it also has a lot more diagrams 

to take up space.  

On the negative side: It probably has more information than is necessary for a poster session, 

and the text size is too small in the "Subgraph Isomorphism" and the "Clustering E. Coli" 

sections as a result. 

On the positive side: The diagrams have colour and actually use colour to convey categories of 

nodes (e.g. sender, receiver, middleman), and the background has colour without being 

distracting. The poster is almost free of mathematical symbols while still conveying something 

very mathematically deep.  

 

Consider these excerpts for an idea of the poster's style – this is a perfectly good style for any 

quantitative science poster. 
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Clustering Criteria 

• Given a motif, we consider nodes that play the same role in different occurrences of the motif 

across the network to be more similar  

• Nodes that never play the same role are less similar  

• To quantify this similarity, we count the number of times each node of the network plays each 

specific role in the given motif. 

 

Algorithm Steps 

1. Create an m x n matrix R, where m is the number of nodes in the network, n is the number of 

roles in the motif, and each entry Rij is the number of times that node i plays role j.  

2. .If multiple role matrices are created based on different motifs and concatenated, the 

network can be clustered based on multiple motifs. 

3. Apply agglomerative hierarchical clustering to the rows of R. Distance metrics and linkage 

criteria are user-defined. 

 

 

 

Layout matters, a lot! 

 

We’re used to pages and screens, or things the size of pages. These things are the size they are, 

and used in the formats they are, because that’s how humans read. 
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Posters are a lot bigger than that, so accommodations need to be made. Many newspapers are 

bigger than typical pages too - how does a newspaper fix this unnatural reading problem? With 

columns! 

 

Figures 1-3 are posters that were done the hard way in Microsoft Powerpoint as a very large 

slide. Figure 4 was done in LaTeX using a premade template from UBC. 

 

Figure 1 has too many words, and this could be fixed by using a bullet-point system throughout 

instead of complete paragraphs for everything except the methods section. The figures and 

tables could use more colour. 

 

 

Figure 2 has two large tables of coefficients from cox proportional hazards models. If only a few 

interesting variables were put into those tables instead of all of them, there would be more 

room to explain the actual unique part of the method, or just make the text larger. Also, this 
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poster desperately needs more colour – the tables could be colour-coded with a green 

background for significant positive effects and a yellow background for insignificant effects. 

 

 

Figure 3 suffers from a lot of the problems of the poster in Figure 2 – too many words, not 

enough colours. It also has a section on the "Generalized Lambda Distribution" that, while 
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suitable as a side-section in a paper, can be dropped from the poster because it's not absolutely 

necessary. Also, the black lettering for the title is hard to read against the red background, and 

it it doesn't match the white-on-red theme of the SFU logo. 

 

 

Figure 4 is a poster for an SSC Case Study competition. All the colours and most of the layout 

was handled by a latex template supplied by the sponsor university. In a case study 

competition, every group analyzes the same data and describes it; so every group's 

introduction and conclusion are likely to be quite similar. Therefore, the method description 

takes more space here than it would in a normal poster session. 
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For all the criticism, the posters in all these figures got a lot right. 

 

- Put the title, names, and main group (e.g. school or company) logos go at the top. This can 

span the entire length of the poster, whereas nothing else in the poster usually will. 

- Break the material into as many small sections as necessary. 

- Use columns to limit the amount the eye must move left or right. 

- Use graphs, tables, titles, and formulae (in that order of priority) to break up large blocks of 

text. 
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Colour wins every time.  

Even if colour has nothing to do with your work, find a way to incorporate at least a little colour 

in. Using the school or company colours is a good starting point, and it can often fit in the 

whitespace between sections, or in the top bar. 

 

Text absolutely must be high-contrast, which means that the words a very 

different colour than the background they are against. Black-words-on-white is 

the standard. White-on-black is workable. Blue-and-orange is very popular in 

movie posters, but might be seen as childish.  

 

You may also consider high-contrast solarized colour schemes. Solarized colour 

schemes are sets of colours are that are designed to be easy on the eyes for 

screens while also having a high contrast with each other, which makes reading 

both easy and enjoyable. An example solarized scheme is shown below. 
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For borders and 'whitespace' between sections, consider the official colours of 

your school. You may even be able to coordinate with some classmates going to 

the same conference to get a 'team' look going. 

 

 

If you need to put text on an image with many colours, remember: White text 

with a black outline can be read in front of any colour. The proof is in this rainbow 

picture below.  

 

 

 

 

Note that the bottom parts of posters are likely to be way below a natural eye level too. Some 

people are going to have to crouch down to read them correctly. Consider putting the most 

http://www.stats-et-al.com/
mailto:jackd@sfu.ca


Writing for Statistics and Data Science, Last Updated 2020, by Jack Davis www.stats-et-al.com , jackd@sfu.ca  
Free to distribute and adapt under Creative Commons Licence (CC BY 4.0) 

 

important sections in the top half of what you’re doing. The bottom is a good place for 

necessary logos of sponsors, and citations and references. 

 

For more discussion 

https://colinpurrington.com/tips/poster-design 

 

See also 

http://mhc.ab.libguides.com/posters 

 

A few comments on digital image formats. 

JPG is optimized for minimizing filesize of photos. It is especially bad at dealing with sharp 

contrasts like those from graph lines and text. It's a lossy compression algorithm, which means 

that parts of the image are never recoverable once something is compressed into a .jpg format. 

JPG is ideal for quick-loading webpages, and it was dominant in the dial-up-modem era. 

 

PNG is lossless, and it is designed with scientific graphs in mind. Save images as something 

lossless like a PNG whenever you can. 
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Source (along with lots of other really good material and examples) 

http://hsp.berkeley.edu/sites/default/files/ScientificPosters.pdf 

 

Both JPG and PNG are Raster-based, meaning that the information is stored as pixels/little 

squares. PDF files are vector-based meaning that the information is stored as equations 

(specifically, Besier curves). They're harder to work with, but they stay sharp no matter how 

zoomed-in they get. 

 

When saving an image from R, the default DPI (dots-per-inch, a measure of print resolution) is 

72. We can change that with functions like png() 

The function 
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png( FILENAME, WIDTH, HEIGHT, UNITS, RES) 

Tells R to write the next image to FILENAME (instead of the screen). Instead of fitting the image 

to the window size, it makes it WIDTH and HEIGHT, with resolution RES measured in dots/pixels 

per UNIT. 

 

png('D:/Projects 2019/Figure NEW.png', width = 10.5, height = 

7.5, units = 'in', res = 300) 

Makes a 10.5 by 7.5 inch image at 300 dots per inch. (The size of an A4 page with room for 

margins). Dots per inch (DPI) is resolution on paper, and 300 DPI is the most that many printers 

can handle. 

 

dev.off()   #Closes the connection to the file and returns graphing to normal.  

 

Example: 

# data 

numbers =   c(63,77,74,306,192,107,123,99,76,69,48,18) 

bp_out = matrix(numbers, nrow=3, ncol=4) 

 

# graph 

barplot(bp_out, beside=TRUE, xlab="Time of Timeout", ylab="Number of 

Games", las=1, ylim=c(0,400), legend.text=c("No Challenge","Initial 

Challenge","Penalized Challenge"), args.legend=list(x="topleft")) 

abline(h=c((0:5)*100)) 
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# graph, but saved as high-res image 

png('D:/Projects 2019/Figure NEW.png', width = 10.5, height = 7.5, 

units = 'in', res = 300) 

barplot(bp_out, beside=TRUE, xlab="Time of Timeout", ylab="Number of 

Games", las=1, ylim=c(0,400), legend.text=c("No Challenge","Initial 

Challenge","Penalized Challenge"), args.legend=list(x="topleft")) 

abline(h=c((0:5)*100)) 

dev.off() 

 

The functions barplot() and abline() are designed to be used with the base-R pen-

on-paper model of making graphs. For other graphing paradigms like the grammar-of-graphics 

one that the ggplot2 package is based on, these function won't work. 

 

However, functions like png() and dev.off()are more fundamental. png()tells R to 

make ANYTHING that would appear in the graphics window to be made into a .png file instead. 

The png()function should work with any R package or graphing system that doesn't involve 

animation. 

 

Printing and handing 

•  Printing large posters is EXPENSIVE, $50-200. 

• To save money, try to adhere to a standard size, and call ahead to find out what that is. 

•  Get a cardboard or hard plastic poster tube, it’s worth the peace of mind. 
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• Print before you fly. Poster tubes are typically allowed in plane cabins and finding a 

printer in a rush in an unfamiliar city is horrible. 

• Save the file as a PDF and send that to the printer. This will make sure it looks the way 

you expect. 

Digital integration possibilities 

• QR Codes 

• Pamphlets, business cards, or other handouts. 

•  Animation (if you have a digital poster) 

o  Why be satisfied with static images? Use the animation package in R to make 

gifs of your graphs. 

• One slide per section (Digital poster) 

o  In a digital poster, you can make multiple slides of a presentation, and have 

each slide explain a section in greater detail. 

 

Using Latex for posters 

Powerpoint ( Or Libreoffice Impress) is still a regularly used method of creating academic 

posters, even in the mathematical sciences. LaTeX is capable of it, but a lot of LaTeX’s 

advantage comes from its ease at scaling to documents with many pages. A poster is typically 

one large page (or several similar large pages) 

 

However, 

 

Latex allows for a lot more customization and for easier integration of mathematical symbols. 

Also, you can quickly insert realistic looking filler text called Lorem Ipsum with the \lipsum 

command. 

https://www.latextemplates.com/cat/conference-posters 
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- Use something like the texrendr website to write mathematics in latex and see what it looks 

like instantly, without having to re-render the entire poster, 

 

- Use the actual latex code for any mathematics, not an image of the formula. That way you 

have the code for later and it will still look sharp in the poster at any size. 

 

- Use the xtable package in R to turn any R table into a latex table. 

 

- Overleaf has a lot that you can mess with in your browser 

https://www.overleaf.com/gallery/tagged/poster 

 

- The Jacobs Landscape Poster is a favourite because of its lack of visual noise. 

Good example vs bad example:  https://guides.nyu.edu/posters 

Additional tips:  https://nau.edu/undergraduate-research/poster-presentation-tips/ 
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Background 
Snowball samples (sometimes called by the more general term respondent driven 
samples) are used to sample hard-to-reach networked populations, such as injection 
drug users or other at-risk people.  They are commonly used in the social sciences, 
and are a large source of non internet-based social network data.  
 
The intent of snowball samples is to efficiently collect information about individuals, 
rather than make inferences about the network. Sampling ends when the intended 
sample size has been collected, which can sometimes leaves the exploration of a 
network component artificially incomplete. In some cases, links that lead to subjects 
already in the sample are discarded because they serve no recruitment utility. The 
remaining data shows only a subtree each sampled network component. 
 
See Figure 2 for an example snowball sample that only retains recruitment links. 
  

Building a Parameter Mapping using Approximate Bayesian Computation on Network Samples 
Jack Davis and Dr. Steve Thompson, Simon Fraser University, BC, Canada. jackd@sfu.ca, thompson@sfu.ca 

 References 
1. A. McCormick et al. (2014) Development, Calibration and Performance of an HIV Transmission Model Incorporating 

Natural History and Behavioral Patterns: Application in South Africa. PLOS ONE 9, 5:e98272 
2. S. Helleringer and H-P. Kohler (2007) Sexual network structure and the spread of HIV in Africa: evidence from Likoma 
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3. P. Hoff, A. Raftery and M. Handcock (2002) Latent Space Approaches to Social Network Analysis J. of the Amer. Stat. 
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Method 
We are interested in inferring useful parameters of the network, such as degree 
distribution, rather than the specific structure of the network. We estimate these 
parameters with the following strategy: 
 
1. From a sample of interest, compute a set of network statistics s' 
 
2. Define a parameter space P, typically a set of independent ranges for each 
parameter.  
 
3. Simulate many populations with random parameters within P, and take a snowball 
sample from each one. 
 
4. For each simulated sample, compute network statistics. Each set of computed 
statistics is consider a point in a statistic space S. 
 
5. From the simulations' parameters and the statistics  derived from their samples, use 
a kernel density estimator to derive a model of the probability density of points in the 
joint space (P,S). 
 
6. Use the model to estimate probabilities for a grid of points in (P,s'), the projection of 
(P,S) onto P at the point of the statistics s' from part 1. Smooth by kriging. 
 
7.  Estimate regions of high density and associated local maxima of density to derive 
estimates of p', the population parameters for a sample with statistics s'. 
 
 

 
 
 
 
 
 
 
 
 
 

Figure 2: An example of a snowball sample in a social network. 
 
Left: A population with N=20 nodes and 23 links. 
Center: The sampled n=11 nodes and observed links are highlighted. 
Right: The remaining data from the snowball sample.  
 
Note that all the nodes from the middle pane are retained, but any links that were 
not used for recruitment have been discarded. 
 
 

Example Results 
Table 1 and Figure 4 describe six simulated cases of such snowball sampling data, and 
show density plots of from their parameter estimates, respectively. Table 1 gives the 
exact values of the two parameters for population average degree (which defines the 
number of links) and promiscuity range (which defines how distributed those links are 
across the nodes).  
 
From left to right in the panels, the size of the snowball samples increases from 150 to 
300 to 600.   Each row in the figure represents a distinct pair of values for promiscuity 
and population average degree.  
 
For both cases, as the sample size increases, the size of the region containing the bulk 
of the probability mass decreases. The true value of the population degree is 
estimated well in both cases. The statistics used, however, are not strongly associated 
with promiscuity range, thus the probability density is uninformative for this 
parameter. 

 
 
 
 
 
 
 
 
 
 

Figure 1: Flowchart of process of Approximate Bayesian 
Computation-based analysis of a network sample. 

Figure 4: Probability density maps of two simulated case 
populations by three sample sizes.  See Table 1 for details.  
 Sampling Order-based Metrics 

Conventional network metrics have limited utility when only a subtree of a network is 
observed. For example, sample link density will not exceed 1 link per node when the 
sample is forced into a tree or trees, regardless of the link density of the population. 
 
The order in which subjects were sampled is often available through interview times 
or incrementing ID numbers. This allows for metrics like d(response used)/dt, the 
change in recruitment response rates throughout a sample.  
 
In well-connected populations, the proportion of links from subjects that are used 
decreases as a sample progresses because many of those late links lead to subjects 
that are already in the sample. 
 
The panels of Figure 3 show how sample link density and d(response used)/dt, 
respectively, change as the average responding degree in a population increases. Each 
metric responds to the parameter in cases where the other does not. These two 
metrics can be used together to estimate average responding degree across a wider 
range of values than either metric alone. 

 
 
 
 
 
 
 
 
 
 

Figure 3: Two network metrics vs. Population mean degree (responses). 
Left: A conventional metric, sample mean degree (responses used). 
Right: A sampling order-based metric, d(responses used) / dt. 

Panel 
Sample / 

Population Size 
Promiscuity Range 

Parameter 
Population Mean 

Degree (Responding) 
Sample Mean  
Degree (Used) 

d(response 
used)/dt 

1A 150 / 2557 

1.18 0.80 

0.43 -0.029 

1B 300 / 2557 0.42 0.024 

1C 600 / 2557 0.37 -0.142 

2A 150 / 4148 

3.57 1.61 

1.92 -0.331 

2B 300 / 4148 1.96 -0.241 

2C 600 / 4148 1.98 -0.127 

Table 1: Sample size and observed statistics, sample size, and set parameters. 
 
 



Background 
Heterozygosity for the CCR5Δ32 mutation (CCR5wt/Δ32) is observed at 10-15% frequency in Caucasian 
individuals and is associated with slower HIV disease progression compared to wild type (CCR5wt/wt).   
 

However, the influence of the CCR5wt/Δ32 genotype on risk of HIV infection remains unclear, in part 
due to lack of seroconverter cohorts with well-documented risk behaviour. Here, we assess the impact 
of the CCR5wt/Δ32 genotype on risk of HIV infection among 318 participants of the Vancouver 
Injection Drug Users Study (VIDUS I) [1], who self-identified as Caucasian.   
 

 
 
 
 
 
 
 
 
 
 
Methods 
Sequence-based CCR5Δ32 genotyping was undertaken for 74 HIV seroconverters and 244 high-risk 
seronegative (HRSN) individuals who reported repeated borrowing of used syringes but remained HIV-
negative during follow-up.  All participants self-identified as Caucasian. The total follow-up time was 
2168.3 person-years, 1810.7 of which occurred before infection.  
 

A Cox Proportional Hazards model was constructed to compare the relative time from cohort entry 
until infection in CCR5wt/Δ32 vs. wt/wt individuals. A novel measure of HIV infection risk, quantified in 
“exposure units”, was defined as the estimated mean frequency of syringe borrowing in the last six 
months multiplied by the mean HIV prevalence among injection drug users in BC during that period 
[2], summed over the duration of follow-up for each participant (Figure 1).  

 
 
 
 
 
 
 
 
 
 
 
 

Impact of the heterozygous CCR5wt/Δ32 genotype on HIV-1 acquisition risk among Injection Drug Users 

Jack Davis1, Ryan Danroth1, Annick Simo2, Anh Le1, Caitlin Johnston1,2, M-J Milloy2, Thomas Kerr2, Evan Wood2, Zabrina Brumme1,2 and the Vancouver Injection Drug Users Study (VIDUS)   
1. Simon Fraser University, Burnaby, BC, Canada.      2. British Columbia Centre for Excellence in HIV/AIDS, Vancouver, BC, Canada. 

 

The hypothetical patient shown would have entered the cohort in 1989 and reported borrowing syringes at the 
first follow up visit in 1990. He borrowed syringes (an imputed) 3.8 times in the first follow-up, then 1.8 times 
each at several follow-ups after. In 1995, he tested positive for HIV. Hazard units are not calculated after 
seroconversion.  The hazard assigned to each needle sharing event increases as the published HIV prevalence 
among IDU increases, hence the large difference between the first two exposure unit spikes in the right-hand 
panel. The number of borrowing events was often reported as a range, from which imputed a value with a 
maximum likelihood method and conditional means.  Note that the patient and dates are for illustrative 
purposes only; the VIDUS-I study began recruitment in 1996. 

Figure 2: HIV ‘Exposure Unit’-adjusted seroconversion rates by CCR5 Genotype and Cocaine Use 

Results 
Table 1: Baseline Characteristics 

Characteristics 
(reference group in 
parentheses) 

Univariable Multivariable 

Proportional 
Hazard 95% CI p-value 

Proportional 
Hazard 95% CI 

 
p-value 

CCR5wt/Δ32  (vs wt/wt) 0.697 0.367 – 1.323 0.270 0.639 0.337– 1.214 0.172 

Male (vs female) 0.820 0.508 – 1.322 0.415 --- --- --- 

Ever used cocaine daily (vs. 
never) 

3.039 1.317 – 7.011 0.009 2.957 1.277 – 6.850 0.011 

Ever injected daily (vs never) 
1.217 0.383 – 3.868 0.739 --- --- --- 

Ever been to jail (vs never) 
0.793 0.394 – 1.596 0.515 --- --- --- 

Ever used methadone (vs never) 
0.653 0.410 – 1.040 0.072 --- --- --- 

Ever contracted HCV (vs never) 0.379 0.119 – 1.204 0.100 --- --- --- 

Age at cohort entry  
(per year increment)  

1.009 0.985 – 1.032 0.474 --- --- --- 

Age at first injection 
 (per year increment) 

1.031 1.002 – 1.061 0.036 1.028 0.998 – 1.059 0.069 

Table 2: Cox Proportional Hazard Model 

*Only HCV infection, borrowing events, and exposure units prior to HIV infection are counted 
**p-value refers to Welch T-Test, not assuming pooled variance 

Conclusion 

In an analysis incorporating a novel measure of HIV infection risk (based on reported frequency of syringe 
borrowing events multiplied by HIV prevalence in among BC IDU over the same time period), results 
support a marginal, albeit not statistically significant, protective effect of the CCR5wt/Δ32 genotype on risk 
of HIV acquisition among persons with self-reported Caucasian ethnicity. 

Figure 1: Example Exposure Unit Calculation in a hypothetical participant  

Kaplan-Meier estimates illustrating HIV ‘Exposure Unit’- adjusted HIV seroconversion rates among 
CCR5wt/Δ32 (blue line) and CCR5wt/wt (red line) participants [left panel].  For comparison, Kaplan-Meier 
estimates illustrating HIV ‘Exposure Unit’- adjusted HIV seroconversion rates among daily cocaine users 
(purple line) and non-daily cocaine users  (green line) are shown [right panel]. Tick marks on the lines 
represent the exposure levels of people that did not seroconvert, in other words, censored observations.  

Characteristic 
Seroconverters 

(N=74) 

HIV exposed  
seronegative  

(N=244) 

Odds Ratio 
(Sero:HESN) 

95% Confidence 
Interval 

p-value 

CCR5wt/Δ32 [n (%)] 11 (15%) 53 (22%) 0.629 0.310 – 1.279 0.200 

Male [n (%)] 
48 (65%) 170 (70%) 0.804 0.464 – 1.393 0.436 

Ever used cocaine  [n (%)] 
68 (92%) 169 (73%) 4.292 1.775 – 10.377 0.001 

Ever injected daily [n (%)] 71 (96%) 219 (94%) 1.513 0.423 – 5.416 0.525 

Ever been to jail [n (%)] 65 (88%) 217 (89%) 0.899 0.402 – 2.007 0.794 

Ever used methadone [n (%)] 42 (57%) 157 (64%) 0.727 0.428 – 1.235 0.238 

Ever contracted HCV* [n (%)] 74 (100%) 221 (91%) Infinity --- --- 

Age at cohort entry (years) 
median [IQR] 

36 [28-42] 36 [25-41] --- --- 0.460** 

Age at first injection (years) 
median [IQR] 

17.5 [14-24] 16 [14-20] --- --- 0.049** 

Total syringe borrowing events 
Median [IQR]* 

0 [0-23] 31 [12-72] --- --- <0.001** 

Total HIV ‘Exposure Units’ 
Median [IQR]* 

0 [0 - 341.2] 461 [174-1083] --- --- <0.001** 

References 

Multivariable proportional hazards are multiplicative; a wt/Δ32 individual with a history of daily cocaine use 
has a relative hazard of 0.639  X  2.957 = 1.890 compared to a wt/wt individual without daily cocaine use of 
the same age at first injection. Results were consistent when analyses were restricted to individuals who 
reported used syringe borrowing in at least four bi-annual surveys, and when exposure was measured in 
terms of number of days reporting a borrowing event (rather than exposure units) [data not shown]. 
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Background 
Numeric data is sometimes recorded as ordinal data, and some information is lost. Also, ordination limits available analysis 
options. For example, a Cox proportional hazard model requires the observation times to be fixed values. 
 
Methods to impute values from intervals exist, but many assume the intervals are independent [1,6]. When data is ordinated, 
the intervals of pairs of data points are either equal or mutually exclusive, and so are dependent. Existing methods for ordinal 
categories currently assume equally spaced categories [5].  The proposed method imputes ordinal data to fixed values without 
assuming intervals are evenly spaced. 
 

Imputing from ordinal data in unevenly spaced category bounds 
Jack Davis:  Simon Fraser University, Burnaby, BC, Canada.  jackd@sfu.ca 

Table 1: Observed and Estimated Conditional Means of Ozone Levels – Evenly Spaced Bins 

Step 3: For each ordinal category, compute the mean value from that distribution, conditional on it being in that category. Each 
ordinal value is imputed to the appropriate conditional mean. 

Distribution Fit Conditional Means by Bin 
Parameters 

Negative 
Log -
Likelihood Category 

0-30 30-60 60-90 90-120 120-150 

Frequency 55 30 20 8 2 --- --- --- --- --- 

True Conditional 
Mean 

16.53 40.93 74.65 104.00 128.50 --- --- --- --- 145.29 

Gamma 14.80 43.41 73.12 103.04 133.00 Shape 1.273 Scale 34.44 146.23 

Negative Binomial 23.71 43.31 68.71 97.08 126.32 Size 10 Prob 0.1841 200.71 

Normal 14.08 43.60 73.12 102.65 132.19 Mean -41.48 SD 67.65 145.79 

Log-Normal 16.72 42.87 73.14 103.40 133.60 Meanlog 3.54 SDlog 0.95 146.96 

Generalized Lambda 
Distribution 

13.06 42.55 71.71 100.06 126.32 3.51e-4 6.42e-3 1.67e-9 3.51e-1 145.62 

 References 
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3. Karian, Z.A., Dudewicz E.J. (2011). Handbook of Fitting Statistical Distributions with R. CRC Press. 
4. R Development Core Team (2012). R: A language and environment for statistical computing. R Foundation for Statistical Computing, Vienna, Austria. 
5. Wang, B. (2012). bda: Density Estimation for Binned/Weighted Data. Comprehensive R Archive Network. 
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Method 
Step 1: Assume the data fits a distribution, such as Normal(μ,σ2), Poisson(λ), or any other distribution from the exponential 
family, with unknown parameters. 
 
 Step 2: Select parameters that maximize the log-likelihood from a multinomial distribution given the distribution. Distributions 
are modified and inflated to fit the support of the data.  
 
 
 

 
 
 
 
 
 
 
 
 
 

Future Work 
Other methods, such as polynomial fitting [7] or mixture models [5] may also produce models that fit the observed data very well 
or perfectly. An over fitted model may be able to produce nearly any conditional mean within a category, so validation across 
multiple methods is important. 
 
Variance estimates of conditional means are not complete. Note that in ordinal form, each datum carries less information about 
parameters than  its numerical equivalent, so the usual variance estimates of exponential family distributions don’t necessarily 
apply. 
 
This method is being applied to a currently unpublished time-to-infection survival analysis in which the time units were recorded as 
ordinal values. With the imputed values, models like Cox proportional hazard can used, but with added variance. 

Generalized Lambda Distribution 
Since the distribution is assumed, there is a risk of misspecification. To make the method more robust, the generalized lambda 
distribution (GLD) can be used. The GLD is a four parameter distribution which can closely approximate many distributions from 
the exponential family [3]. If any exponential family distribution fits the data well, a GLD can also fit the data well. Below is the 
RST parameterization of the GLD. 
 
The feasible space of GLD is broken into eight non-convex sections , which makes optimization difficult. The parameter estimation 
method in [3] depends on a specific percentiles being known. An annealing based search for a solution that fits arbitrary 
percentiles (i.e. the empirical ones from the ordinal data), using the estimates from [3] as a starting point. This technique is 
computationally intensive; I hope to replace it with an analytic technique soon. 

 
 
 
 
 

Demonstration 
The method is tested using the ozone variable from the ‘airquality‘ data set [2] in the ‘datasets’ package that comes standard 
with installations of R [4]. This data is numeric, so we can find the observed conditional means and try to recreate those 
values from the ordinations of that data. Two sets of category bounds are selected, one of equal spacing and one of 
increasing spacing, and the sample conditional mean is selected for each one. 

Distribution Fit Conditional Means by Bin 
Parameters 

Negative 
Log -
Likelihood Category 

0-10 10-30 30-60 60-120 120-240 

Frequency 10 45 30 28 2 --- --- --- --- --- 

True Conditional 
Mean 

6.70 18.71 40.93 83.04 128.50 --- --- --- --- 154.62 

Gamma 6.16 19.97 43.18 80.57 145.09 Shape 1.797 Scale 23.27 157.19 

Negative Binomial 7.85 23.47 42.23 68.74 125.99 Size 10 Prob 0.1976 222.21 

Normal 5.02 19.86 43.85 80.44 135.94 Mean 10.38 SD 47.08 159.21 

Log-Normal 7.21 19.67 42.56 81.83 157.58 Meanlog 3.462 Sdlog 0.8255 158.22 

Generalized Lambda 
Distribution 

8.27 18.45 41.26 74.71 131.55 6.630 3.49e-3 1.41e-7 1.34e-1 156.04 

Table 2: Observed and Estimated Conditional Means of Ozone Levels – Exponentially Spaced Bins 

For even intervals, most distributions estimate similar conditional means. The negative binomial is markedly the farthest from the true 
conditional mean in categories that represent 72% of the data, but it also has the worst log-likelihood by far which indicates a problem.  
 
For exponential intervals, results are unclear. GLD had the best fit to the categories, performs the best in the two largest categories but 
badly misses the true conditional mean In two categories representing 33% of the data. Misspecification remains a problem.   
 
Also, the normal distribution fits well even though its support does not match the dataset’s support at all. This reflects the modification 
and inflation in Step 2. Only the right tail, from the 0.73 to 0.997 quantiles are used in this case. 



A Linear Mixed Effects Model of the Metabolism of
Bradykinin in the Presence of ACE Inhibitors

Michael Davis and Emelie Gustafsson
University of British Columbia Okanagan

Introduction

Angioedema is a serious potential side-effect of angiotensin
I-converting enzyme (ACE) inhibitors. While ACE in-
hibitors are common for treating high blood pressure by
preventing narrowing of the blood vessels, it is believed
that Bradykinin and des-Arg9-bradykinin (ARG), which
both naturally dilate the blood vessels, work alongside the
ACE inhibitor to cause severe swelling of the skin and
mucosal tissues. Three groups of subjects are investi-
gated; those treated with ACE inhibitors that have not
experienced angioedema in the past (AO-), those treated
with ACE inhibitors but have experienced angioedema in
the past (AO+), as well as a control group. Since the
time steps do not line up for the two groups we model
Bradykinin and ARG separately. We model an average
curve for each of the groups to find the time of the max-
imum concentration as well as the time of half the con-
centrations on either side of the peak. A comparison of
these values will allow us to characterize the metabolism
of Bradykinin or ARG in each of the three groups.

Exploratory Analysis

• It is of interest to describe the metabolism of Bradykinin
or ARG over time given the group, gender and initial val-
ues of carboxypeptidase N (CPN), ACE and aminopep-
tidase P (APP) of an individual subject.

•We will investigate the maximum concentration and the
duration of the high concentrations of Bradykinin (or
ARG) in each group.

•Exploratory models indicate that gender is not a sig-
nificant factor in determining the concentration of
Bradykinin (or ARG).
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The Model

•We consider fitting the log-concentration of Bradykinin
(or ARG) over time using a mixed effects model with
Gaussian errors.

•The curve of the concentration over time follows an ap-
proximate Gamma curve, and to linearize its kernel,
time (t) and log-time are included as fixed effects in
the model.

•We treat the subject as a random effect and we assume
constant variance with respect to time.

•The group, and the initial measurements of ACE, CPN
and APP are treated as fixed effects.

•We also include group by time, APP by time, ACE by
time and APP by log-time fixed interaction effects.

•We standardize the model by adjusting for initial values
of Bradykinin (or ARG) (base).

log(conc)ij = log(base)i+µ+βtti+βltlog(ti)+βggroupj

+βaceACEi + βappAPPi + βcpnCPNi + βgtgroupj ∗ ti

+βapptAPPi ∗ ti+ βacetACEi ∗ ti+ βappltAPPi ∗ log(ti)

+γi + ǫij

Where i is the subject index and j is the group index.

ǫij ∼ N(0, σ2
ǫ)

and γi ∼ N(0, σ2
γD)

Where D is the covariance of the random part of the
model.

• In order to get a representative curve we take the geo-
metric mean of the distribution of concentrations at each
time step. We can do this because the distributions of
log-concentrations at each time step are approximately
normally distributed.
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Diagnostics
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•The residuals indicate non-constant variance with re-
spect to time. The Q-Q plots show non-normality.

• It should be possible to improve the fit by accounting for
the temporal correlation. We suspect the improvements
would be minimal.

Results

•Using the curve fitted to each group we are able to esti-
mate the time at which the maximum concentration is
reached, as well as the time until half of the maximum
concentration is reached before and after the peak.

•The estimated times are the means at the specified con-
centration of the distribution of times for each subject.

•The variances of the times are derived using the asymp-
totic normal approximation for each subject. The 95%
confidence bounds are shown.

des-Arg9-bradykinin

AO- Estimate Lower Upper

Conc1/2 Time 1.767 0 4.198
Peak Time 11.369 8.937 13.801
Conc1/2 Time 26.369 23.937 28.801
Peak Conc 9196 6880 12290

AO+ Estimate Lower Upper

Conc1/2 Time 1.821 0 4.766
Peak Time 15.323 12.378 18.267
Conc1/2 Time 52.562 49.617 55.507
Peak Conc 16737 9934 28200

Control Estimate Lower Upper

Conc1/2 Time 2.670 1.167 4.172
Peak Time 14.546 13.044 16.049
Conc1/2 Time 44.210 42.707 45.712
Peak Conc 12098 8480 17259

Results continued

•The peak times are approximately equal for AO+ and
the control group, while AO- reaches its peak concen-
tration at least three minutes earlier.

•However, the peak concentration of AO+ is almost 50%
higher than the control and nearly twice that of AO-.

Bradykinin

AO- Estimate Lower Upper

Conc1/2 Time 0.795 0.548 1.043
Peak Time 4.674 4.426 4.921
Conc1/2 Time 14.382 14.135 14.630
Peak Conc 41416 20701 82856

AO+ Estimate Lower Upper

Conc1/2 Time 0.773 0.395 1.151
Peak Time 5.070 4.692 5.448
Conc1/2 Time 16.318 15.940 16.696
Peak Conc 41076 22346 75505

Control Estimate Lower Upper

Conc1/2 Time 0.612 0.421 0.803
Peak Time 4.531 4.340 4.722
Conc1/2 Time 15.333 15.142 15.524
Peak Conc 47128 27250 81508

•Bradykinin behaves approximately the same for all three
groups. The only remarkable difference is that the peak
concentration for the control group is higher than AO-
and AO+ which have similar peak concentrations.

Summary

•Our analysis shows that any significant differences
in metabolism between groups are seen in des-Arg9-
bradykinin rather than Bradykinin.

• Subjects that have been treated with ACE inhibitors
and have experienced angioedema in the past (AO+)
reach the highest concentrations of des-Arg9-bradykinin.

•The AO+ subjects stay in the upper range of concen-
trations the longest out of the three groups, nearly twice
as long as the AO- group and ten minutes longer than
the control group.

•Not surprisingly, it also takes the longest for the des-
Arg9-bradykinin to dissipate to half of the maximum
concentration in the AO+ group.

• If high concentrations of des-Arg9-bradykinin and
Bradykinin are attributing to angioedema, our analysis
suggests that those patients that had angioedema before
are at a higher risk of experiencing it again than those
subjects that have not had angioedema before.
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Surveying 

The difference between surveying and sampling. 

 

The study of sampling, (like you might see in a sampling theory course) is about which members of a 

population are measured as part of a sample, and what is needed mathematically in order to estimate 

parameters from the population based on those measurements. 

 

There are a LOT of deviations from the simple random sample model, which is why there are entire courses 

and textbooks on it. 

 

 

The study of surveying is about the methods by which those measurements are taken, once a member of the 

population is selected.  

 

A perfect survey is one that gets 100% response rate, and elicits accurate responses.  

A more realistic ideal is a survey with a response rate independent of the people taking the survey, and with 

questions that respondents understand and won't lie about. 

 

This is a lot harder than it sounds, and lot of it comes down to writing. 

 

The act of sending out a survey to a sample of people is called a poll, and the companies that conduct them 

are called pollsters. 

 

Motivation: Election polling 

 

In the 'era of big data', lots of data is collected automatically (e.g. traffic volume tracked from location services 

on people's phones, sentiment and keyword analysis derived from the Twitter API). 

 

However, there's still room for deliberate, detailed collection, especially when the human element is involved. 

ESPECIALLY when elections are involved. 
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Polling companies don't make (much) money from election polls, and they're expensive to do right. They do 

them as a form of business-to-business advertising, to show other companies that they are able to go out and 

measure public opinion. The real money is in market research about products / services, but that doesn't 

provide publicity. 

 

Fivethirtyeight (538) is a data science website that tracks various political polls from various pollsters. It even 

rates them: 

https://projects.fivethirtyeight.com/pollster-ratings/ 

 

What gives a pollster a lower rating, especially an F? Manipulation. One example of this is 'herding', where 

several polls on a topic tend to be unnaturally close to each other (they group together like a herd of animals). 

https://fivethirtyeight.com/features/heres-proof-some-pollsters-are-putting-a-thumb-on-the-scale/ 

 

The link shows the convergence of many different polls from different polling companies to a normal 

distribution with a mean of "Ernst +2", and a standard deviation of 1.75, implying that the true value was very 

close to a preference for candidate Ernst by 2 percentage points. The statistic from the samples was "Ernst 

+2", but the parameter from the election was "Ernst +8.5", more than three standard deviations of a single 

poll above the mean. This is even more unusual if you assume that each poll is from an independent sample. 

 

However, these polls were likely subject to herding, so future polling results were manipulated to be more in 

line with known results from polls in the past. In short, they weren't independent. As a result, more recent 

polls converged to a mean close to those first few polls, rather than to the population mean.  

 

 

Let's look the methods statement for one pollster that 538 rates as A+. 

http://maristpoll.marist.edu/methods/ 

 

From their statement: "Samples are designed to represent the adult population, aged 18 and older. Surveys are 

conducted at the national, statewide and citywide level. In-house, using Survey Sampling International, a 

geographically stratified, random-digit-dialing (RDD) sample of landline telephone households in the targeted 

calling area is selected." (Marist, 2020) 

 

http://www.stats-et-al.com/
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We know what their population is (the phone numbers in Survey Sampling International), and we know how 

they are sampling from the population. We know it's a stratified sample designed to get a balanced 

representation of people. We also know that they hire their own in-house people to ask questions rather than 

contracting that out or outsourcing it. There is that issue about only using landline telephones. That gets 

addressed later in the statement: 

 

"To increase coverage, The Marist Poll includes the dialing of mobile phone numbers. Currently, more than half 

of our national sample is obtained from this frame. Proportions may be adjusted in state and city projects 

based on cell-phone-only populations from the most current National Health Interview Survey (NHIS) Wireless 

Substitution Estimates. Mobile phone numbers are randomly drawn and provided by Survey Sampling 

International." (Marist, 2020) 

 

We know how much of the sample is done on mobile numbers ('more than half' may seem small, but many 

older voters still use a landline telephone as their primary line). This data is also provided by Survey Sampling 

International. 

The big point here is that every step of the sampling process is documented, just like it would be in a lab 

report for a physics or chemistry experiment. Every step can be checked or reproduced later by anyone. When 

conducting a poll, describing your methods in this level of detail will make it easier for others to trust your 

results, and save you a lot of work and trouble whenever you want to repeat the survey later with a different 

population. 

 

Marist also includes a free online course on how to write survey questions. 

https://academy.maristpoll.marist.edu/courses/writing-the-question 

  

If you want to start working with a polling company, the USA happens to be one of the most active and public 

regions for polling, but it's proportionally active in Canada too. Here are a list of Polling companies in Canada 

and the USA: http://www.lispop.ca/content/list-pollsters as of 2020, the Canadian companies on this list are: 

Ekos, Angus Reid, Abacus, Environics, Leger, Ipsos, Nanos Research,  Forum Research, SOM, Campaign 

Research, Pollara, Mainstreet Research, Strategic Counsel, and the Mustel Research Group. 

 

There's a lot of companies involved in polling, and there's a lot of statistics-specific writing involved. Let's look 

a few surface issues. 
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Selected Topics on Survey Writing 

 The effect of wording 

Consider the following two questions asked in surveys by Quinnipiac University and Gallup, respectively. 
 
 
1) "Do you think the United States is doing enough to address climate change, doing too much, or do you think 
more needs to be done to address climate change?" (Quinnipiac University Poll) 
 
2) "Do you think the U.S. government is doing too much, too little, or about the right amount in terms of 
protecting the environment?" (Gallup Poll) 
 

 
 
On the surface of these look like the same question but there are a few subtle differences. 
 
Question (1) asks if the entire United States is doing enough. Question (2) specifically asks if “the U.S. 
government” is doing enough. 
 
Question (1) also asks about specifically about climate change whereas (2) asks about the entire environment. 
 
The order of the prompted responses in (1) is “enough”, “too much”, and “needs more”. The order of 
responses in (2) is “too much”,  “too little” and “about right”. 
 
These differences may seem very minor or subtle but they can affect the rate of responses to such surveys as 
well as the responses themselves. 
 
The website pollingreport.com reports that the survey questions (1) and (2) were asked until 1291 and 1041 
responses were collected, respectively. Their 95% margins of error were 4 and 3.3% respectively, which makes 
the contrast margin of error about 5.1%. 
 
These questions were both asked of the American public in March 2018, so the population is essentially the 
same. However (1),  
 
the Quinnipiac University question found 22% answered ‘doing enough’, while in  
 
(2), the Gallup poll question, 28% answered ‘about right’.  
 
That's a difference larger than margin of error just from minor differences in polling choices like wording and 
sampling. Furthermore 5% of the respondents to (1) answered as unsure, whereas only 1% of the respondents 
to (2) did. 
 
Neither of the survey questions is bad or notably better than each other, and still we see differences like this. 
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 These differences can happen for surveys that have been developed and executed even at a professional level 
by impartial, unbiased polling groups. 
 
 

Leading Questions 

 

"Do you really think small, yappy dogs make good pets?" 

 

(Leading respondent to say "no") 

 

"How has (insert politician) failed, IF AT ALL, when it comes to the economy?" 

(Leading respondent to come up with a failure) 

 

What's wrong with these questions?  

 

The question itself contains information that tells the respondent the sort of answer that the questioner is 
looking for.  

 

It is stated in such as way as to push to respondent towards that answer. 

 

 

This is commonly used in unethical sales pitches. 

 

"You want to protect your family in the event of an accident, don't you?" (Part of a sales pitch for insurance, 
but presented in the form of a question in order to get the respondent to get used to agreeing with the 
salesperson.) 
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This is also used in ethical exam questions. 

 

The question  

"What is wrong with the following residual plot?"  

contains the implication that something is wrong with the residual plot, which convey information to the test 
taker that there is something they should be looking for in the residual plot. 

 

Note that this could also be phrased as  

"What, if anything, is wrong with the following residual plot?" 

 

 to make explicit the possibility that there could be nothing wrong with the plot. 

 

Usually when asking a survey question, the questioner is not interested in eliciting a particular response or 
opinion from the respondent. Instead, they are interested in accurately measuring variables about that 
respondent. A leading survey question can introduce biases into estimates of the variables being measured. 

 

For more leading questions, see: 

https://www.mediacollege.com/journalism/interviews/leading-questions.html 

 

Loaded Question (questions that make assumptions or try to 'trick' the respondent) 

 

Example: "Have you stopped beating your wife yet?" 

This question has no (obvious) good answer,  

 - To answer 'yes' implies you were beating her in the first place. 
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 - To answer 'no' implies you still are beating her. 

 

(This is actually a special case of a loaded question called a Kafka Trap) 

 

Absolute Questions 

Bad: "Do you brush your teeth every single day?" 

(hard to literally answer 'yes') 

(provides little information and creates confusion) 

 

Good: "How often did you brush in the last 14 days?" 

- 0-3 Days 

- 4-7 Days 

- 8-10 

- 11-13 Days 

- All 14 days 

(people can honestly / literally answer 'all 14 days') 

(provides a lot more information about frequency in general) 

 

 

The issue with a question like this is its absolute nature. Nearly everyone has missed at least one day of 
brushing their own teeth, or, to take the question very literally, everyone has because infants have their teeth 
brushed for them. 

The questioner probably was more interested in whether the respondent  

 

Also good: brushes their teeth most days,  
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Also good: or that they brush their teeth as part of their regular daily routine.  

(Short, removes the absolute nature. Allows for rare exceptions) 

 

Both of which are better, but still not perfect because of their vagueness. 

A better question would be  

 

"how many days in the last week did you brush your teeth?" 

 

. A question like this allows the respondent to take the question literally and still answer in a way that provides 
valuable information. As a bonus, it allows anyone analyzing the survey responses later to differentiate 
between people that miss brushing once per week and people who never brush. 

 

For similar sources of bias in questions, see https://surveytown.com/10-examples-of-biased-survey-questions/  

 

 

Sensitive information 

 
(There is often / usually a bias in this data, and you might never be able to find the true value / amount of 
bias) 
 
One way to collect proportion information about something embarrassing or illegal is to allow respondents to 
mask their answers through a more benign condition. 
 
As an example consider the following question: 
 
Flip a coin and answer this which of the following describes your situation best? 
 
A) My coin landed heads. 
B) My coin landed Tails or I have used illegal drugs this year or both. 
 
This sort of setup is useful when the variable of interest is the prevalence or proportion of the sensitive 
condition. If the true proportion of the condition, for example drug use, is P, then the expected proportion 
that would and answer “yes or drugs” would be E =  (1 + P)/2 
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We can estimate P by inverting this formula to P = 2E - 1 
 
The main appeal of this method is that respondents can collectively reveal a proportion of something without 
anyone responded admitting to a behavior. 
 
However since you cannot know which respondents this have the sensitive condition further analysis like chi-
squared test are difficult or impossible. 
 
From a survey wording standpoint this method also introduces an increased potential for confusion or distrust 
compared to a simple question. 

 
Another drawback compared to asking something directly is that the margin of error is doubled. If the true 
proportion P is small it is even plausible that the estimate of P would be less than 0. 
 

The heaping phenomenon 

 
Consider the following pair of graphs from the 2011 census on literacy in India. 
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In the histogram of age counts there are spikes in reported age frequencies every 5 years.  Why might this be? 
The size and regularity of the spike is far beyond what random variation historic events or demographic trends 
would suggest. 
 
A key detail is that these ages are reported ages instead of actual ages. Poor conditions mean many older 
Indians are unsure of their exact age in years so they report on a proximate age. Some of the ages will tend 
towards the nearest multiple of 5 because of the phenomenon called heaping. 
 
Also consider the graph of literacy rates (Y) over age (X). The downward spikes are a result of the same 
heaping phenomenon as it interacts with another variable. Respondents that heap their age to the nearest 
five years are also less likely to be literate. Although age heaping is an extreme example, any open question 
that is asked is subject to heaping. 
 
Heaping happens to any number that is not known exactly.  
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For example, the answer to an open answer survey question on annual income is likely to be heaped to the 
nearest $5,000 or $10,000.  
 
Similarly, the amount someone is willing to pay for an item is likely to be heaped to the nearest dollar or price 
point.  
 
This is why such questions are often asked as ordinal ranges instead of open-ended questions. 
 

Pre-made psychometric scales 

There has been a great deal of work already done on psychometric scales, and many of these scales have been 
published and validated for you to use for your own server. These skills include the ECQ2 (emotional control 
questionnaire), the PNS (Personal Need for Structure survey), the NPI (Nacrissistic Personality Inventory), and 
the VLQ (Valued Living Questionnaire). These are all found the Acceptance and Commitment Therapy 
measures package by Dr. Joseph Ciarrochi  and Linda Bilich, along with notes on each measure’s validity. 
 
https://www.uow.edu.au/content/groups/public/@web/@health/documents/doc/uow025487.pdf 
 
There are several types of validity and ways to measure them. Test-retest validity describes the level of 
consistency between test scores if the same test is taken by the same person at different times. There is also 
internal validity, which describes surveys for which each question is measuring the same underlying 
psychometric property, one way to measure internal validity is Cronbach's Alpha. 
 
Also, it’s very hard to tell a survey is actually measuring the psychometric property that it’s intended to. Scores 
on tests for depression, for instance, can be vastly different for different tests on the same person. 
 

Writing Better Surveys 
 
The goal of a successful survey to measure some latent variables with a minimum of bias and 
missing data. 
 
 
 
1. Make sure your questions are answerable.  (CLARITY) 
 
Anticipate cases where questions may not be answerable.  
 

For example, a question about family medical history should include an 'unknown' response for 

adoptees and others who wouldn't know.  
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If someone has difficulty answering a survey question, that frustration lingers and they may guess a response, 
guess future responses, or quit entirely.  
 
Adding a not-applicable or open ended 'other' question, or a means to skip a question are all ways to mitigate 
this problem. 
 

 
 
2. Avoid logical negatives like 'not', 'against', or 'isn't' when possible.  (CLARITY) 
 

Not impossible   Double Negative 
"Possible"  Simpler, exactly the same info 
 
 
Some readers will fail to see the word 'not', and some will get confused by the logic and will answer a question 
contrary to their intended answer. If logical negatives are unavoidable, highlight them in BOLD, LARGE AND 
CAPITAL. 

 
 
3. Minimize knowledge assumptions.   (CLARITY) 
 
CSI – Crime Scene Investigator 
CSI – Canadian Securities Institute 
 
Not everyone knows what initialisms like FBI or NHL stand for. Not everyone knows what the word 'initialism' 
means.  
 
Lower the language barrier by using as simple language as possible without losing meaning.  
 

Use full names like National Hockey League (NHL), or define them regularly if the terms are used very often. 

 

 
 
4. If a section of your survey, such as demographic questions, is not obviously related to the context of the rest 
of the survey, preface that section with a reason why are you asking them.  
 
Respondents may otherwise resent being asked questions they perceive as irrelevant. 
 

 
 
5. Each question comes at a cost.  
Don't include questions haphazardly or allow other researchers to piggyback questions onto your survey. 
Every increase in survey length increases the risk of missed or invalid answers. Engagement will drop off over 
time. 
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6. Be specific about your questions, don't leave them open to interpretation.  
 
Minimize words with context-specific definitions like 'framework', and avoid slang and non-standard language. 
 
(If you have to a context-specific word, you can clarify by adding info: e.g. "In the context of education, what 
do you think about the framework of Stat 300W")  
 
Provide definitions for anything that could be ambiguous.  
 
This includes time frames and frequencies.  
 
For example, instead of 'very long' or 'often',  
use '3 months' or 'five or more times per day'. 
 
7. Base questions on specific time frames like  
 
 
 
'In the past week how many hours have you...',  
 
as opposed to imagined time frames like  
 
'In a typical week how many hours have you...'.  
 
 
 
 
(You say "typical", they hear "ideal") 
 
 
 
The random noise involved in people doing that activity more or less than typical should balance out in your 
sample.  
 
Time frames should be long enough to include relevant events and short enough to recall. 
 
 
8. For sensitive questions (drug use, trauma, illegal activity),  
 
Case study: Alcohol consumption in Ontario 
 
1) When surveying people, StatCan found that average (mean) household consumes 6 alcoholic drinks / week. 
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2) When surveying alcohol suppliers (there are only 5 such main suppliers in Ontario), they found the mean 
consumption was 12 alcohol drinks / week. 
 
 
How do we deal with this, and try to minimize the effect? 
 
start with the negative or less socially desirable answers first and move towards the milder ones.  (This is 
called 'anchoring') 
 
That gives respondents a comparative frame of reference that makes their own response seem less 
undesirable. 
 
 
9. Pilot your questions on potential respondents.  
 
If the survey is for an undergrad course, have some undergrads answer and critique the survey before a full 
release. Re-evaluate any questions that get skipped in the pilot.  
 
Remember, if you could predict the responses you will get from a survey, you wouldn't need to do the survey 
at all. 
 

 
 
10.  
Hypothesize first,  
then determine the analysis and data format you'll need,  
and THEN write or find your questions.  
(Each question should have a purpose) 
 
e.g.  
a) Ho: Mean sleep is the same before/after daylight savings 
b) This needs a comparison of means. e.g. t-test, wilcox 
c) Ask a question that gives you a numerical answer. (hours of sleep, quality of sleep, level of rest 0-10) 
 
 
11. Some numerical responses, like age and income, are likely to be rounded.  
 
Some surveys ask such questions as categories instead of open-response numbers, but information is lost this 
way. (binned data) 
 
How much is X? 
 
Is X in… 
20-24.99 
25-29.99 
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30-34.99 
 
There are statistical methods to mitigate both problems, but only if you acknowledge the problems first. 
 

 
 
 
12. Match your numerical categories to the respondent population.  
 
For example, if you are asking the age of respondents in a university class, use categories like 18 or younger, 
19-20, 21-22, 23-25, 25-28, 29 or older.  
 
These categories would not be appropriate for a general population survey. 
 
General population age ranges: 
 
18 or younger, 19-35, 36-50, 51+ 
 
13. For pick-one category responses, including numerical categories, make sure no categories overlap (i.e. 
mutually exclusive), and that all possible values are covered (i.e. exhaustive.) 
 
 

 
 
14. When measuring a complex psychometric variable, (e.g. depression), try to find a set of questions that 
have already been tested for reliability on a comparable population (e.g. CES-D). Otherwise, consult a 
psychometrics specialist.  
 
 
Reliability refers to the degree to responses to a set of questions 'move together', or are measuring the same 
thing. Reliability can be computed after the survey is done. 
 
 
 

 
 
15. Ordinal answers in which a neutral answer is possible should include AT LEAST one. This prevents neutral 
people from guessing. However, not every ordinal answer will have a meaningful neutral response. 
 
(added note: “Neutral” could mean:  
“I have an opinion on this, but it’s balanced.”.  It could also mean:  
“I don’t care”.   
Or:  
“I don’t know anything about this.”) 
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16. Answers that are degrees between opposites should be balanced. For each possible response, its opposite 
should also be included. For example,  
 
 
strongly agree /  
somewhat agree /  
no opinion /  
somewhat disagree /  
strongly disagree  
 
is a balanced scale. (e.g. a LIKERT scale) 
 
There are many well-used examples of Likert scales that you can adapt to your own surveys. Here is a 
collection of some: https://www.questionpro.com/blog/likert-scale-examples/ 
and 

https://www.extension.iastate.edu/Documents/ANR/LikertScaleExamplesforSurveys.pdf 
 
 
17. Limit mental overheard - the amount of information that people need to keep in mind at the same time in 
order to answer your question. Try to limit the list of possible responses to 5-7 items.  
 
When this isn't possible, don't ask people to interact with every item.  
 
People aren't going to be able to rank 10 different objects 1st through 10th meaningfully,  
 
but they will be able to list the top or bottom 2-3. An ordered-response question rarely needs more than 5 
levels from agree to disagree. 
 
 
 
 
18. Layout matters. Make every response field unambiguously next to its most relevant text. 
 
 For an ordinal response question, make sure that ordering structure is apparent by lining up all the answers 
along one line or column of the page. 
 
 
 

 
 
19. Randomize response order where appropriate. All else being equal, earlier responses in a list are chosen 
more often, especially when there are many items.  
 
To smooth out this bias, scramble the order of responses differently for each survey. This is only appropriate 
when responses are not ordinal.  
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Example of an appropriate question: 'Which of the following topics in this course did you find the hardest?' 
 
 
 
 
20. A missing value for a variable does not invalidate a survey. Even if the variable is used in an analysis, the 
value can substituted with a set of plausible values by a method called imputation. A missing value is not as 
bad as a guessed value, because then the uncertainty can be identified. 
 
 

 
 
Main Source: Fink, Arlene (1995). "How to Ask Survey Questions" - The Survey Kit Vol. 2, Sage Publications. 
 

Exercise: Time Frames of Questions 
 
Even if a human respondent is trying their best to be honest, memory is limited. Rare or noteworthy events 
may be able to be recalled for years, but more mundane things won't be. 
Discuss the benefits and drawbacks (the good and bad aspects) of the following three survey questions. 

Version 1:  In the last week, how many movies did you see in a theater? 

- TOO SHORT (large relative variation, many zeroes) 

Version 2:  In the last year, how many movies did you see in a theater? 

- BALANCED 

Version 3: In the last ten years, how many movies did you see in a theater? 

 

- TOO LONG (memory and guessing issues) 

Exercise: Writing with Exactness 
Part 1 of 2: Consider 
Why, when a survey question about weekly habits is asked, is the wording “in the last week” and not “in a 
typical week”? 
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If a question asks something like “in a typical week, how many alcoholic drinks have you consumed?” 
 
- Respondents are invited will tend to over-average and discount rare events. 
 
- Respondents are invited to idealize their week, which may increase the potential for social desirability bias. 

 
- Every respondent will draw their week from a different time frame (imagined or real) as their typical week. 
However, “in the last week” 
 
Part 2 of 2: Create 
Put yourself in the shoes of... 
...wait, let me restart, that was an idiom. (Avoid those) 
Consider the perspective of a stakeholder in a survey. A stakeholder could be anyone involved in the survey or 
directly benefiting from what it reveals, such as a respondent, the surveying firm or company, or the client 
that paid for the survey. Discuss amongst your group the different consequences of choose to ask about a 
respondent's place of residence in one of two ways: 

Version 1: Where is your main place of residence?  

(Move around a lot? Work away from home? Most of your time vs where you consider home?) 

Version 2:  What was your place of residence on July 14, 2017? 

No ambiguity regarding ‘place of residence’. 
Date-specific differences arise. Holidays, weekends, first or last day of the month moving? 
 

Further Comments: 
- ‘Residence’ might not be read as what you had intended. 
- People on vacation are not staying where they would usually live. 
- Possibility of date-specific events (‘homeless week’) Christmas vacation. First/Last day of the month. 
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Exercise: Fixing Survey Questions 
 
Take each of these survey questions and write your own version that is better. 

 
Example 1) 
Bad: Have you done anything terrible? 

 
Better: Do you sometimes feel as if you have done something terrible? 
 
Better: Do you sometimes feel as if you have done something terrible? Examples include things your family 
would be embarrassed about, or that would get you in trouble with the law. (Reminder: This survey is 
anonymous, and this is only about what you feel.) 
 

 
Note: The 'bad' example will be unlikely to be answered honestly because of social desirability. The question 
itself is judgement, and people instinctively don't like to say they are bad people. 
 
Example 2) 
 
Bad: Do people need more classes about math and statistics? 
 
Better: (Split into two questions) 
 
Do people need more classes about math? 

 
Do people need more classes about statistics? 

 
Note: The 'bad' example is a double-barreled question, which means that two things are being asked at once. 
What should someone answer if they feel people need more math but less statistics? 

Exercise: 

(Provide improved versions of the questions below, you don't need to say WHY they are better) 
 
 
a) Do you smoke and drink? 
Do you smoke? 
Do you drink? 
 
 
b) Should health-conscious people take extra vitamins? 
 
c) Which of the following describes your feelings the best. 
- I support the government's efforts to protect the environment. 
- The environment is not important to me. 
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d) How many days in the past week have you exercised? 
 
e) Do you always eat a healthy lunch? (Yes/No) 
 
f) How many times in the last year did you not enjoy a movie? 
 
g) Why have you gone to the doctor in the last six months? 
 
h) More people have seen the movie Citizen Kane than any other film in history.  Have you seen this movie? 

 
 

Sources used for inspiration:  
 
Improving survey questions : design and evaluation by Floyd J. Fowler, Jr. (1995) 
 
http://people.wku.edu/holli.drummond/first%20page/classes/strategies%20of%20social%20research/exampl
e%20of%20bad%20survey%20questions.pdf 
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Technical Writing - Manuals and Instructions 

 

First read this article "7 Tips For Writing and Effective Instruction Manual" by Alyssa Gregory and then 

check the comments below. https://www.sitepoint.com/7-tips-for-writing-an-effective-instruction-

manual/ 

 

"Get out of your own head" means "consider your audience", as in try to think of things from their 

perspective. 

 

Regarding the "objective" or end goal. This is what the user (reader) hopes to achieve from reading 

your manual. 

 

A few good ways to outline your manual is with the skeleton method demonstrated in the essay 

project notes, or with a flow chart.  

 

A general term for manual, instructions, troubleshooting is technical writing. If you want to know 

more about technical writing beyond these notes, try Michael Bremer's books "The User Manual 

Manual" and "UnTechnical Writing". 

 

A good set of language-minimal examples is found in IKEA's assembly instruction database, found 

here: https://www.ikea.com/ca/en/customer-service/services/assembly/assembly-instructions-

pub043fd761  

 

Another that uses visuals effectively is Hello Fresh's meal prep plans: 

https://www.hellofresh.ca/recipes/ 

 

Also See: https://www.wikihow.com/Write-Clear-Instructions 

And: "Five Tips for Writing a User Manual" by Susan Bodnik http://online-learning.com/five-tips-

writing-user-manual/ 

Bodnik's points are complementary to Gregory's. Let's go through some of them. 

 

First, No one wants to read your user manual. That doesn't mean your writing is bad, it means 
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manuals are not things people read for fun. In short, users do not want extra details, theory, or back 

story. 

 

An ideal manual provides users with quick answers to the questions about a particular object, like an 

R function or method, SAS proc or method.  

 

Second, use active voice. Always answer the question "What am I supposed to do?" 

 

So a sentence like "This program requires the following software." doesn't work because it's talking 

about the supplies. It's NOT talking about the user and what they need to do. 

 

A better version is "To run this program, you need to install R, Rstudio, and the packages MASS, car, 

and ggplot". This sentence is talking about the user; it's talking about YOU and about what YOU need 

to do. 

 

 

Third, use numbered lists. 

 

That is, separate everything into Step 1, Step 2, … , Step N, and label everything as such.  

 

These make it clear that readers should FINISH a step before they start the next one. 

This also allows you to make assumptions. (Step 1: Open R. Step 2: [you can now assume R is open]\ 

 

Numbered lists also allow you to make references to other steps.  

As an example backwards reference: "Step 38: "Repeat the save/load thing you did in Step 5" 

As an example forwards reference: "Step 2: "Download and install GGplot. This will be useful when we 

get to Step 11." 
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Statistics-specific Example: Here are instructions for someone wishing to do a one-way ANOVA, 

including diagnostics and post-hoc analysis. Here we assume that the user has access to software like 

R, and has experience with it. Also assume that they don't know which statistics tests and plots are 

useful. 

 

Write instructions for someone wishing to make a linear regression model and make some additional 

predictions from that model. Assume that the user has access to software like R, and has experience 

with it. Also assume that they don't know which statistics tests and plots are useful. 

 

Yours should be about 200 words. The following example 425 words, but shows a lot of what you 

could run into. 

 

 

START HERE 

STEP 1. Check if your data is of the proper type.  

The response/dependent variable should be a numerical quantity, and the explanatory/independent 

variable should be a categorical or grouping variable. If one of these isn't true, then ANOVA is not the 

analysis you want. 

If the data has the proper types, continue to Step 2. Otherwise, stop here. 

 

STEP 2.  Check the extent of any missing data, if any. If there is some, you may want to remove cases 

with any missing data, or you may want to impute before continuing. Note that reliable imputation of 

the group or category may be impossible. Similar considerations may be needed for very small 

groups. 

 

STEP 3. Check the residuals of the model from lm() for normality. Do this either by histogram, Q-

Qplot, or a formal hypothesis test like Shapiro-Wilks or Anderson-Darling. If there is strong evidence 

of non-normality, follow the non-parametric route. Otherwise, follow the parametric route. 

 

 

Parametric route 

STEP 4. Use the lm() command to build a model of 'response/dependent ~ explanatory/indepedent', 

and save that model. Use the anova() command on the saved model to get an anova table. 

http://www.stats-et-al.com/
mailto:jackd@sfu.ca


Writing for Statistics and Data Science, Last Updated 2020, by Jack Davis www.stats-et-al.com , jackd@sfu.ca  
Free to distribute and adapt under Creative Commons Licence (CC BY 4.0) 

 

(For more coding information on the anova() command, type ?anova into R) 

 

STEP 5. The p-value on the right of the ANOVA table is result of testing the hypothesis that all of the 

group means are equal. If this is small (smaller than some arbitrarily pre-selected alpha, such as 0.05), 

then continue to the post-hoc test in step 6. 

If the p-value is not small, stop. 

 

STEP 6. Perform a Tukey test with the TukeyHSD() command.  

The differences in each pair of means will be shown in the output. The p-values for group differences 

are automatically adjusted to the number of groups and pairwise comparisons you have. The null 

hypotheses being tested in each case is if those two group means in the pair are equal. Any small p-

values suggest 'honestly significant' differences between the means. 

If these p-values are small, you have significant differences between the groups means. Stop. 

Otherwise, you do not. Stop. 

 

Non-Parametric route 

STEP 4. Perform a Kruskal-Wallis test (a non-parametric ANOVA) on the data by using the 

kruskal.test() on 'response ~ explanatory' model. The null hypothesis being tested here is if the mean 

RANK of each group is the same.  

 

5. The p-value given with the Krusal-Walls test indicates if there are any significant differences in the 

RANK mean of the groups.   If this is small (smaller than some arbitrarily pre-selected alpha, such as 

0.05), then continue to the post-hoc test in step 6. 

 

6. Perform a Wilcoxon test on each pair of means and acquire a p-value for each. Compute an 

adjusted alpha from you initial family-wide alpha and a multiple testing adjustment such as the 

Bonferroni, Sidak correction. Alternatively, perform a non-parametric post-hoc test such as Conover-

Inman. 
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Exercise: Explain a statistical method. 
 

Take some small adjustment or addition to an existing, well known statistical method, 

and write a 100-300 word explanation of how to perform it. You do not need to include any mathematical 
formulae, but if you do, be sure to follow the math-language integration guidelines from previous chapters. 
 
Possible methods to explain: 

 
• The Bonferroni adjustment for multiple testing. 
• The Sidak adjustment for multiple testing. 
• Fisher's Exact Test for chi-squared tests. 
• Continuity correction for binomial approximation. 
• The 'plus-four' method for small sample proportion tests. 
• The 'plus-one' adjustment for capture-recapture estimation. 
• The linear-by-linear version of the chi-squared test for ordinal data. 
• The PRESS statistic for regression, adjusting for cross-validation. 
• Adjusted R-squared for regression. 
• Overdispersion in binomial regression. 

 

Be sure to include: 

• What is it an extension or an adjustment of 
• An example with results with and without the adjustment 
• Some context as to when the adjustment is appropriate 

 

Example: Yates' continuity correction 
 
The Chi-squared distribution is continuous. It is meant to apply to continuous data, not counts of things. We 
apply it because when counts are large enough, they behave like continuous things. 

 
Consider dry grains of sand or rice. When you have thousands of them, they flow like a liquid. Each individual 
object is too small a part of the whole to matter. 
 

Yates' correction is sometimes applied to 2x2 count data like this to make it better reflect the continuous 
nature of the chi-squared distribution. 
 

Specifically, it's used to keep the effect of any single object being counted from affecting the chi-squared 
statistic too much. 
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If we apply Yates' correction to this data, the chi-squared contributions will each be a little smaller. 
 

Essentially, it will take 0.5 away from each difference between expected and observed, before it is squared.* 
 

 

 

*There are rare cases where O and E are less than 0.5 apart before correction, we ignore these cases here. 
 

Chi-squared (classic) = 3.203 
Chi-squared (Yates) = 2.181 
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R Software Documentation 

 

Motivation: 

A massive part of statistical software development is the documentation. Good documentation 

is more than just a help file, it serves as commentary on how the software works, includes use 

cases, and cites any relevant sources. 

One cool thing about R documentation is that it uses a system that allows it to be put into a 

variety of different formats while only needing to be written once. 

Getting Started: 

Templates for datasets and functions are available in Rstudio under New File → R 

Documentation 
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Once you have a template, and it is saved somewhere, you can preview it. 
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Now how do we actually write the duc... documentation? 

Documenting Datasets 

First, let’s look the documentation for datasets, because it’s simpler than that of functions. 

Below is an example for the synthetic data on baby duck behaviour. 

 

\name{ducks} 

 

\docType{data} 
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\alias{ducks} 

\alias{babyducks} 

 

\title{Baby Duck Dataset} 

 

 

\description{ 

 This synthetic dataset describes a total of 160 baby ducks in a total 

25 nests.  

 

Variables include nest ID (factor), nest size (count), sex (factor), 

Weight in grams (numeric), brightness in an arbitrary reflective index 

(numeric), noise events per hour (numeric), and bravery in mean 

millimetres from mother (numeric). 

} 

 

 

\usage{ducks} 

\format{A data frame of 160 cases on 7 variables.} 

\source{Synthetic} 

\references{ 

  Davis, J. (2019) \emph{Writing for Statisticians}. 

  New York: Wiley. 

} 

\keyword{datasets} 

Let’s break this down field by field. 

\name{ducks} defines the base name of the .Rd file. There can be only one name and it has to 
be plain text. 

\docType{data} Tells R to expect the fields specific to a dataset. (The default docType, function, 
does not need this to be defined. Defining an entire package DOES need the docType field) 

\alias{ducks} and \alias{babyducks} define the searchable topics that this documentation file 
entails. You can have more than one of these. 

\title{Baby Duck Dataset} defines what shows up at the top of the page 

\description{} This is the full, detailed, description of the dataset. This can include some limited 
LaTeX code like \emph{} 

\usage{ducks} This is where the detailed intended use of the function or dataset goes. This is 
not the same as example code. For functions, this is much more detailed. For datasets it is 
always just the name of the dataset. 

\format{} Is a dataset-specific field that defines the format (e.g. vector, matrix, time object, 
data frame), as well as the size of the data. 
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\source{} The physical source of the data if it’s real. This data set is made up, the source is 
merely ‘synthetic’. 

\references{} The bibliographic source of the data, if there is one. Note the \emph{} LaTeX code 
for emphasis. 

\keyword{datasets} For meta-data purposes. This is always ‘datasets’ for datasets, but is more 
detailed in functions. 

 

Documenting Functions 
Now, let’s consider the documentation for functions. Here’s the documentation for a couple of 

related functions I used for extracting continuous data information from binned data. 

 

\name{get.KL.div} 

\alias{get.KL.div.exp} 

\alias{get.KL.div.lognorm} 

\alias{get.KL.div.gamma} 

 

\title{Compute Kullbeck-Leibler Divergence from Binned Data} 

 

\description{ 

  Takes the parameters of a continuous distribution, such as the 

exponential, or the log-normal, and a binned distribution, and 

estimates the Kullbeck-Liebler Divergence between the two 

distributions. 

} 

 

 

\usage{ 

get.KL.div.exp(x,cutoffs,group_prob) 

get.KL.div.lognorm(x,cutoffs,group_prob) 

get.KL.div.gamma(x,cutoffs,group_prob) 

} 

 

\arguments{ 

 

 

  \item{x}{a vector of the parameter values of the continuous 

distribution, in the order that appear in their respective pdist() 

functions.} 

 

 

  \item{cutoffs}{A vector of length (b+1) boundaries that define the b 

bins.} 
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  \item{group_prob}{A vector of length b defining the proportion of 

observations in each bin.} 

 

 

} 

\examples{ 

 

require(stats) 

 

\dontrun{ 

 

# Input some observe frequencies and bins. 

group_freq <- c(114,76,58,51,140,107,77,124,42) 

cutoffs <- c(0,25,50,75,100,250,500,1000,5000,20000) 

group_prob <- group_freq / sum(group_freq) 

 

### Get initial estimates for exponential distribution 

midpoints = 1/2 * (cutoffs[-1] + cutoffs[-length(cutoffs)]) 

init_par_exp <- sum(midpoints * group_prob) 

init_par_exp 

 

## Find the KL Divergence at the initial estimates 

get.KL.div.exp(init_par_exp, cutoffs, group_prob) 

 

## Find optimal parameter values 

## Which will have the lowest KL Divergence 

result_exp <- optim(par = init_par_exp,  

  fn = get.KL.div.exp,  

  method = "Brent", lower=1, upper=10000, 

  cutoffs=cutoffs, group_prob=group_prob) 

     

result$par ## This is the parameter for the distribution 

result$value ## This is the KL Divergence at the best fit 

} 

} 

 

 

\keyword{bins} 

\keyword{distributions} 

\keyword{distribution} 

 

Let’s break this down field by field. 

\name{get.KL.div} defines the base name of the .Rd file. 

\alias{} defines the searchable topics, in this case the three related functions. 
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\title{} self-explanatory. 

\description{} Describes what the function(s) does/do in human-readable terms. 

\usage{} The intended use of the function(s). If there were defaults to any of the arguments, 
they would be specified as ‘argument = default’ (example: x=5). If there was a limited set of 
options, they would be shown in the argument list as ‘argument = c(“Option 1”,”Option 
2”,”Option 3”)’ (example: distribution = c(“Exponential”,”Log-Normal”,”Gamma”)), where the 
first option listed is the default. 

\arguments{} Describes in human-readable terms what each of the arguments does. Note that 
they are put into a list format with the \item{argument} commands. 

\examples{} Gives at least one self-contained example of how the function is used, if such an 
example is appropriate. Note that the raw data used by the function is defined in the example. 
In this example, most of the code is also put in a \dontrun{} wrapper which allows the code to 
be displayed in the documentation and readily copy-pasted, but prevents the code from 
running if someone were to call it with the example() function. 

\keyword{bins} This describes the general category for this function. Keywords are not 
required for functions, and more than one keyword is allowed. 

For much more information on writing R documentation, please see the original CRAN guide: 

Full details at: https://cran.r-project.org/doc/manuals/r-release/R-exts.html#Writing-R-

documentation-files 

 

 

Saving your Results 

Rstudio can make previews, but it’s a little harder save the R document files into anything you 

can view outside of R. (You can call them in R with the ?[name] command, but they need to be 

installed to the right location first) 

To turn your .Rd file into something you can share, run code like this example code. 

This will tell the system “run Rd conversion, convert to HTML, as a file Testing1.html, using the 

file testing1.Rd”. The .Rd file needs to be in the directory that you have set with setwd() (or set 

manually with point and click)Both the .Rd file you use and the .html file you output  

system("R CMD Rdconv --type=html --output=duckyducky.html duckyducky.R
d") 
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To see the details of what the R system command “Rdconv” can do, run ‘help’. 

system("R CMD Rdconv --help") 

 

Here, it shows the other options for ‘type’, such as txt for plain ASCII text, LaTeX output (for 

including formulae), and example if you just want the examples from your documentation. 

There is one other format, PDF, which is generated using Rd2pdf instead of Rdconv. Rd2pdf also 

takes in multiple Rd files at once because it’s designed to provide documentation for an entire 

package.  

See this R webpage for more information. 

https://stat.ethz.ch/R-manual/R-devel/library/base/html/RdUtils.html 

 

Style guidelines 

There are further style and compatibility guidelines here:  https://developer.r-

project.org/Rds.html 

But a few that you be especially aware of are… 

- Titles should be plain text, without markup (formatting code like bold) 

- Every argument that the function (or functions) use should be described in the 

argument list, including the … for any functions that will be passed on it other functions 

inside the function you’re documenting. 

- Use British spelling. (things that end in -ize or -our) 

- Avoid ampersands ( & ) unless quoting. 

- Don’t use tabs to indent ( for compatibility across different systems) 

- Use \dQuote instead of quotation marks (to prevent R parsing errors) 

- Make your examples as self-contained as possible. Don’t depend on internet access or 

certain operating systems. 

- Use TRUE and FALSE, not T and F 

- Use <- , not = 
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Essay Project (and the Skeleton Method) 

Write an 800-1400-word essay in LaTeX, with a BibTeX bibliography on a 
statistical topic.  

Ideally, make it something that you could build upon later to show off your 
expertise to the job market in a blog or on a git, or on ArXiV as a research paper.  

If you're writing a paper on a statistical method, package, piece of software, idea, 
or technique, then include 

1. a general overview of the idea 
  
2. a literature review talking about where this idea came from  

(e.g. if you're talking about the LASSO, talk about ridge regression, or talk about variable 
selection)  

(e.g. if you're talking about copulas, talk about conditional distributions and correlation)  
(e.g. if you're talking about causality, talk about randomized testing) 
 

3. a central part of that idea (e.g. if you're talking about causality, talk about the Bradford-Hill 
criteria) 
 
4. a situation where the idea might be useful (e.g. if you're talking about spatial sampling, 
mention wildlife tracking) 
 
5. At least 4 cited sources 

If you're writing a paper on controversies / comparisons, then include  

1. an introduction of both concepts or sides (e.g. frequentism is the idea that…  Bayesian 
statistics are based on the idea that…),  

2. a thesis statement (main idea) that you're presenting (e.g. one is better, both are good, there 
are similar except for these key differences) 

3. 2-4 supporting parts of your thesis statement (e.g. situations where one approach or the 
other fails. e.g. A philosophical idea defending an approach) 

4. At least 4 cited sources. (e.g. According to ____ , [supporting point]. [additional details or 
commentary]. 
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Suggested topics 

• Show off what a particular stats method (e.g. LASSO, Ridge Regression, classification 

trees) can do. 

• Explain the difficulties of working with a certain type of data (e.g. natural language, 

binned data, survival / censored data, sampling data with incomplete reporting), and 

some ways that this can be handled. 

• Take a side, or compare Bayesian vs Frequentist methods. 

• Take a side, or compare parametric vs non parametric methods. 

•  Compare the advantages / problems of simulations vs real data. 

•  How important is parsimony vs accuracy? (Overfitting, applicability, testability) 

• How valuable is null hypothesis testing, what does it mask? 

• Is magnitude-based testing (MBT) a viable alternative to null hypothesis testing? 

• Should p-values be the gold standard? 

• How feasible are causality studies? 

• Are multiple testing adjustments a valid remedy for multiple hypotheses? 

• Is imputation a valid remedy for missing data? 

• Are the flexibility of ultra-complex methods like neural networks worth the fact that 

they can't be explained or described reasonably? 

• Why do we use the mean as the basis for everything instead of the median? 

• Discuss publication bias and how asymmetric tests like funnel plots can expose it. 

• Discuss the pros and cons of bar graphs and pie graphs. 
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The Skeleton Method 
Papers are big and intimidating to write, and imagining everything involving in the writing of 
one is pretty much impossible, at least for modern papers. Instead, it's much easier to think 
about and write small parts of a paper at a time, and then do any necessary synthesis at the 
end. 
That's where the skeleton method comes in. 
 

 

First, write the skeleton of your paper. That is, list the sections you want to 
include, and a general question for each section: 

Example: A Simulator for Twenty20 Cricket (Davis, Perera, and Swartz) 

 
1. Introduction 
    What is the problem at hand and the context and motivation for solving? 

 
2. Preliminaries / Background 
    Describe the data you have and its features? 
What relevant work has been done in the past? 
What definitions or terminology are necessary for the reader? 

 
3. Parameter Estimation (General base of the method) 
    How do we estimate how good each player is? 

 
4. Extending the Simulator (One extension..) 
    What else could we do with this simulator, but for the sake of simplicity, we opted not to? 
 

 
5. Adequacy of the Simulator (Diagnostics / testing / follow-up) 
    How do we know the simulator is describing the game that we say it is? 

 
6. Discussion (or conclusion, future work, limitations) 
    What else could we do with this simulator? What does it imply? Where could we go from 
here? 

 

Next, write a few short sentences that could answer these questions. 

1. Introduction 
    What is the problem at hand and the context and motivation for solving? 
- Cricket is a growing worldwide game. 
    - But it's underanalyzed compared to baseball. 
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    - Let's apply baseball style analytics to cricket. 
 

 
2. Preliminaries 
    Describe the data you have and its features? 
    - Data comes from ESPN CricInfo. 
    - We have the outcome and commentary of every ball thrown. 
    - This data comes as text and we format them. 

 
3. Parameter Estimation 
    How do we estimate how good each player is? 
    - We break down each player by the distribution of their outcomes. 
    - We make adjustments for the game situation in which each outcome happened. 
    - Game-situation adjustments are calculated in an appendix. 

 
4. Extending the Simulator 
    What else could we do with this simulator, but for the sake of simplicity, we opted not to? 
    - Consider the second inning. 
    - Account for home team advantage 
    - Account for multiple leagues 

 
5. Adequacy of the Simulator 
    How do we know the simulator is describing the game that we say it is? 
    - Does it produce a distribution of scores similar to that of actual games. 
    - Does it reach those scores in the same fashion as actual games do? 
    - Does it make reasonable predictions or estimates of well-known players? 

 
6. Discussion 
    What else could we do with this simulator? What does it imply? 
    - We did what we said we would in the introduction. 
    - We could do things like rate players. 
    - We could (did) gamble using this. 
 
 

 

Step 3: Develop each meaty bit on its own. 

Finally, answer each of the sub-part questions with anything from one paragraph to two 
pages. 
Take each part you added in step 2 and develop it into a rough draft.  
START WITH THE EASIEST PARTS TO GET MOMENTUM. 
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You may find that other parts are larger than expected, and that others are unnecessary. 
 
2. Preliminaries 
Describe the data you have and its features. 
- Data comes from ESPN CricInfo. 
          - (How did you find the pages?)   With some Rcurl code 
 
 

 
          - (How did you know they were the right pages?) text matching (via regex) to detect 
          - (What kinds of pages did you want?) Commentaries and summaries from ODI and T20I 
          - (How many? When?) About 1000 games, from 2009-2015, gathered 2015-2016 
          - (What variables did you get from these pages?) Teams involved, match number, players 
          - (Any challenges?) Automatic navigation is challenging are requires some supervision. 
          - (Any other challenges?) Matching the summary data to the game commentaries 
          - (Any others?) A lot of players are referred to by nicknames, or have the same last name 
          - (Any notable features?) The commentaries are always written in the same 
format.  <EXAMPLE or TABLE of format> 

 

Example skeleton: Bootstrapping 
1. Introduction 

• - What is bootstrapping? 
o (Bootstrapping is… a method for getting more out of small datasets) 

• - How is it used? 
o (By resampling) What is resampling? (answer) 

• - Why is it used? 
•           - Sometimes samples are too small to get a good estimate of something. 
•        - Examples involving small degrees of freedom, saturation 

 
2. Preliminaries 

• - When was it developed? 
• - Where is it popular these days? 

 
 
3. Main Topic 1 – Basic Idea 

• - Mathematical description 
•           - Resampling (With vs. without replacement) 
•           - Assumptions. (Actually very few)… 
•           - Monte Carlo approximation 
•           - Combinatorial exact description. 
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4. Main Topic 2 – Extension or related idea 

• - Jackknife (what is the jackknife? How is it different from the bootstrap?) 
• - Non-Parametric??? 

 
5. Discussion 

• What does the future hold for this method? 
• What are some limitations? 
• Summary of the 'take-home message' 

 

Example Skeleton: 'Parametric vs Non-Parametric' 
• What makes a test parametric vs nonparametric? (The assumption of a distribution) 
• The argument that parametric tests are more powerful. (That is, they will produce 

smaller p-values than an equivalent non parametric test on the same data and null 
hypothesis) 

• Some common non-parametrics. 
• Wilcox rank-sum (vs t test) 
• Spearman correlation (vs pearson) 
• Fisher’s exact test (vs chi squared) 
• Permutation test 
• Moran’s I for autocorrelation 
• Median test 
• Diagnostics for whether a distribution is appropriate, like Shapiro Wilks for normality, or 

Anderson darling. 
• Conclude with a call to action that publications should not rely so heavily on parametric 

tests. 

 

Example Skeleton: 'Introduction to MCMC' 
• What is Monte Carlo “Run the basic parts of the simulation over and over” 
• What is a Markov Chain “A set of probabilities that depends upon the last outcome of 

sequence of values”. (Example: Stock price. The price of a stock tomorrow depends on 
two things. 

• 1. The stock price today. 
• 2. A random element. (A set of probabilities) 
•     Parallelization, multiple computers working on different copies of the same thing. 

OR… Multiple complex situations from the same starting point. 
•     (Example: Sports game. Always starts with the same set of players, same score 0-0 

and the same field conditions. A set of random events follows). 
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•  Advantage of MCMC is that you can get empirical confidence intervals for things that 
you don’t have a nice formulas for. 

• MCMC can handle very complex systems like network exploration by only knowing a few 
simple rules. 

Example Skeleton: 'Parsimony vs. Accuracy' 
• How important is having a simple, easy to understand and use model vs. having one that 

fits the data very well. 
• Easy to see why accuracy is good (better model fit is better), however there is a trade 

off. 
• You can always do a SATURATED model. (100 response values, use 100 predictor 

variables), but a saturated model does not do anything for new values. It could fit the 
first 100 values perfectly, but it will totally fail to fit the 101st value. 

• Less extreme is the OVERFITTED model, a model that uses more predictors than are 
meaningful. It will fit the data you have well, but it will work poorly for new information. 

• What are the advantages / disadvantages of trees over standard regression?What does 
an overfitted polynomial model look like? 

•  
• How do you know if you have overfit? 
• Cross-validation. (Split your data up into two parts, the ‘training’ set, and the ‘test’ set. 

Build the model using ONLY the training set, then predict values in the TEST set. 
•  
• K-fold Cross validation. 
• Evaluate models in ways that balance parsimony (simpleness) and accuracy. 
• Just accuracy: R-squared. Sum of squared error. 
• Both: Adj. R-squared (R-squared, with a PENALTY).  AIC,BIC/SBC (Information Criteria). 

Cross-validated R-squared. 

Example Skeleton: 'Regression Trees, Random Forests' 
Intro - Comparison to something familiar, linear regression. 

• Like linear regression model, a tree takes a set of predictor x values and produces a 
single response y. 

• Unlike linear regression, a tree can only produce a from a specific set of values 

 

What does a tree look like? 
• What is a regression tree? (example diagrams) 
•  A set of cutoffs of values of x variables, as determined by an algorithm aiming to 

optimise some measure like AIC. 
•  Not every x variable needs to be used. Some can be used twice. 
• Works well for continuous, discrete, or even dummy/binary x variables. 
• What is a classification tree? 
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• What is a random forest? 

 

What are the advantages / disadvantages of trees over standard regression? 
• A: Robustness to breaks from normality, constant variance, no outliers. 
• A: Ability to make a model from supersaturated data (when there are more parameters 

p than observations n) 
• A: Easy to adapt to classification or logistic scenarios. 

 

• D: 'Black box', which provides predictions but not inference. 
• D: Reliance on tuning parameters. 
• D: Only provides predictions and not clear measures on uncertainty. 

 

Example Skeleton: 'P-values 1' 
Introduction 

•  Null hypothesis statistical tests (NHSTs) are the most commonly used tool in many fields 
to determine if something is noteworthy. 

•  NHSTs have the advantage of producing a p-value, which can be interpreted in 
relatively simple terms, despite there being a great variety in the situations to which 
such tests can be applied. 

•  However, there is frequent confusion or misinterpretation over the idea of 'statistical 
significance', with authors using it as a proxy for scientifically or clinically meaningful. 

•  Is the convenience worth the risk of overreach? 

 

Definitions 
•  What is a null hypothesis 
•  What is a hypothesis test 
• What does a p-value of x mean? 
•  

Points to consider 
•  The issue of sample size. A very large sample will produce a small p-value for a test even 

when the effect size is small, and not of practical significance. A small sample may not 
give a small p-value no matter what happens (within reason). 

• P-hacking, or selecting variables in order to find a small p-value by dumb luck. 
• The issue of multiple testing. 
• The arbitrary nature of 0.05 as a cutoff. (It's just a historical accident, there is nothing 

special about 0.05) 
• Alternative, related approaches like confidence intervals. 
• Pre-registration of studies. 
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• Publication bias towards statistical significance. 
• Alternatives like Magnitude Based Inference as shown 

at  http://sportsci.org/jour/05/ambwgh.htm#_Toc122308049 and at 
http://bit.csc.lsu.edu/~jianhua/emrah.pdf , specifically at Figure 3. 

 

 

Example Skeleton: 'P-values 2' 
 

 P-Hacking: Messing with your model until it gives you a small p-value. 

     

    Naked p-value: A p-value is reported with no explanation about the model, the null 

hypothesis that it's testing, or the effect size. 

     

    Effect size vs significance. 

        - P-value: Something exists. (LARGE n, small std. dev., small effect --> Tiny p-value) 

        (Small n, BIG effect, still p-value too large) 

     

    Meta-Studies: Going to back to old stuff, either fixing it, or trying to summarize many things 

together.  

     

    Multiple comparison / multiple testing adjustments: 

        - Omnibus test: ANOVA. (Is the randomness part of the groups as a whole, or is it between 

groups) 

        - Sidak/Bonferroni/Tukey. Get comparisons between groups, but the alpha/p-value/critical 

values are adjusted in some way. 

    https://www.scientificamerican.com/article/scientists-perturbed-by-loss-of-stat-tools-to-sift-

research-fudge-from-fact/ 

     

     

    P-value: The big issue      - Is 0.05 magical? 

     

https://amstat.tandfonline.com/doi/abs/10.1198/tas.2011.10129#.XKKZn6QnYps     

http://www.stats-et-al.com/2019/02/alternatives-to-p-value.html     
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Example Skeleton: 'Sampling' 
 

 What is sampling? 

  Define: Sample, Population, Bias (Unbiased estimators),  

Variance / Mean. 

  - The difference between sample variance and population variance.  Sample/Pop 

mean. (e.g. a population mean has ZERO UNCERTAINTY) 

 Gold standard : Simple random sampling 

 Many, many, alternative – stratification, weighted sampling (Hansen-Horwitz estimator),  

Take a particular sampling method: Adaptive cluster sampling.  Network sampling. 

 

 

 

 

Example Skeleton: 'Markov Chains' 
 

- Conditional probability, define that. 

- Define a transition matrix. 

 - Sink states, source states 

 - What happen in the long run / limiting probability (matrix ^ infty) 

- Markov chains have a memory of one state back. 

x_t | x_t-1 

 

- MCMC: Markov chain-based method of sampling. 
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Example Skeleton: 'Time Series' 

- Define: Auto-correlation (you can graph these at different lags with the ACF function. This is 
called a correlogram) 

- Define: Partial Auto-correlation  

- Define: Stationarity 

- Long-term and cyclical (e.g. seasonal, daily) effects 

- Common examples: Weather and stock markets 

 

Give  a general formula like 

y_t = r * y_{t-1} + \epsilon , where \epsilon is from Norm(0, \sigma^2) 

... and show how r and sigma translate into (Lag-1) autocorrelation.  

 

And/or a formula like      y_t = beta_0 + beta_1*x + beta_2*sin(x) + epsilon, 

 

which you could use (and plot) to show the different components (linear, cyclical, and random) 

of some time series. 

 

This article has almost everything you need: https://www.kdnuggets.com/2019/08/stationarity-

time-series-data.html 

 

This article is also good: https://towardsdatascience.com/detecting-stationarity-in-time-series-

data-d29e0a21e638 
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(More difficult, but worth considering) 

- Time Series objects in R 

- ARIMA models for analyzing time series 

- ARCH models for analyzing time series 

- Granger Causality seeing if one time series causes changes in another 
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Data Dictionaries 

 

A data dictionary is a guide, external to the dataset in question, that explains what each 

variable is in a human-readable format.  

In R, the programming equivalent of a data dictionary is the result of the str() function, which 

will show the first few values of each variable, the format (e.g. numerical, string, factor), and 

other important information (e.g. the first few levels of the factor). 

 

A data dictionary may include software-specific features, but it should still be of value to 

anyone using the dataset, regardless of the software they are using. Other than that, what 

makes a good data dictionary? 

 

General Features: 

- Variable names. This is the variable names as they show up in the dataset itself. They 

are typically in the order of the columns of the dataset. 

- Label / Description. This is where most of the human-readable information about the 

variable should be. It doesn’t have to be a complete sentence. It should include at LEAST 

as much information as a human would need to describe a distribution of the dataset 

without looking anything up. 

- Values describes what individual values of the variables could look like. 

Additional features can include… 

- The SQL table where the variable is found. 

- The person who created or recorded the variable, in the case of projects with multiple 

authors. 
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- Additional specifics like the type of date and time format used, or the maximum number 

of characters allowed (in the case of string or text data). 

- Additional calculation information for derived variables. 

 

See also:  https://www.bridging-the-gap.com/data-dictionary/ 

 

To see how this works in a more complex database system like an SQL database, see: 

https://dataedo.com/kb/data-glossary/what-is-data-dictionary 

 

How much label information is enough? 

Imagine you had a dataset from one source, and it was fully labelled and had a well-made data 

dictionary. Then, later, you find another dataset which looks like it could have additional 

observations of the same data. 

But… the new data has completely different variable names, and variables are in a different 

order. 

What information would you need to be able to add the new data to your original data set? 

That’s what the description should tell you. 

 

Derived variables need additional information. 

One special case is derived variables, which are ones that are calculated from existing variables. 

These should include enough information that someone could calculate these variables again if 

they were lost (or needed to be calculated for new data).  
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This includes things like sampling weights, for which calculations are often neglected. Sampling 

weights can be computed in many different ways, so it’s important to record how something 

was generated in case you or someone else later needs to recreate it. 

 

When do a need to include something more in the ‘values’ section? 

1) If the number is a special format like a date, time, or phone number.  

2) If the number is used as an ID for an observation. This ID might appear in other datasets with 

additional information about that observation. 

3) If there are certain values that are markers for missing or unusual data, like 998 or -1. 

4) If it’s a categorical variable, all the categories should be listed UNLESS there are many 

categories (e.g. species of insect if there are 20 species), or the categories come from a 

standard, well established list (e.g. countries of the world).  

It’s fine to include the entire Likert scale if you’re using one. If you want to save space, you can 

describe the Likert scale you’re using once and just say “see variable XXXXX” for other variables 

using the same scale. 

  

Example 1: Study on recruitment of people in a sexual network to track HIV. 

For variables that require extra explanation, such as how they were derived from original survey 

data, an additional feature column is used called “notes”. 

 

Variable Label or Description (* for inferred) Values 

QUDATE Visit Date Datetime 

QUGRP Group All values are 8 

COUPID Coupon ID Unique Identifier,  
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30000-34500 

DESEX Respondent's Sex 

1 = Male, 2 = 

Female,  

(998, 4e4) = Missing 

RMPANR Steady Male Partners Last 6mos Count 

RFPANR Steady Female Partners Last 6mos Count 

CMPANR Casual Male Partners Last 6mos Count 

CFPANR Casual Female Partners Last 6mos Count 

BMPANR Number of Males bought sex from Last 6mos Count 

BFPANR Number of Females bought sex from Last 6mos Count 

SMPANR Number of Males sold sex to Last 6mos Count 

SFPANR Number of Females sold sex to Last 6mos Count 

HIV HIV Status Neg, Pos, Blank 

obsNET Observation Number 

Unique Identifier, 1-

1050 

HeteroRel_M * # of Non-Commercial Hetero Partners, Men Count, Derived 

HeteroRel_F 

* # of Non-Commercial Hetero Partners, 

Women Count, Derived 

CommRel_M * # of Commercial Hetero Partners, Men Count, Derived 

CommRel_F * # of Commercial Hetero , Women Count, Derived 

MSMRel * # of Male Partners of Men Count, Derived 

hetero 

* Indicator, any hetero sexual partners last 6 

months 0 = No, 1 = Yes 

comm * Indicator, any commercial sexual partners 0 = No, 1 = Yes 

homo 

* Indicator, any homosexual partners last 6 

months 0 = No, 1 = Yes 
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Example 2: Tracking player engagement and achievement in a mobile game. 

This data dictionary is designed for use in an SQL relational database. In the figure, additional 

features include the data table that these variables are found in, the SQL format (note that 

‘string’ is recorded as ‘varchar’). 

Variable Name 

 

Description 

data_type_id Metadata, what table this data is for 

timestamp Time and day event was reported  

timestamp_date_id Day event was reported 

achievement_id In-game achievement 

current_pct Cumulative progress to achievement 

delta_since_last_submit Change in progress to achievement 

sponsor_id Brand channel attached to user 
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Example 3: Health Survey in South Africa 

Notice how in the figure, there is an extra feature column for SAS format, so people working 

with the data in SAS can better track what’s going on. These variables are selected from a data 

dictionary which had over 900 lines of information. It includes pre-designed questionnaires like 

sdk_version Version of SDK used 

game_version Version of developer's game used 

os_version Version of mobile operation system 

hw_model Hardware model of mobile device 

user_id Registration ID number of the user 

ts_of_first_play Timestamp of this user's first play 

total_num_of_game_played # of sessions user has had of this game 

total_duration_of_game_played play time in seconds total 

ts_of_last_successful_submit 

Timestamp of the report previous to 

this one from this user-game-type 
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the food insecurity questionnaire, the CES-D depression scale, a self esteem scale, and an 

alcoholism scale. For brevity in both the figure and the text, the possible categorical responses 

have been greatly shortened. 

 

Variable Label Coding 

RESPID Respondent ID Checkbox (see Label) 

COLLID Collector ID Checkbox (see Label) 

START_DATE 

Start Date of Interview 

(SAS format) Days since Jan 1, 1960 

CELLDAY 

How much time do you 

spend using a cell 

phone? 0-1 hours = 1, 2-4 hours = 2,… , 10+ hours = 5 

DRWATER 

What is your main 

source of drinking 

water? Home tap = 1, Tank = 2, Communal tap = 3,… 

DRWATER_ Other (please specify) Written. 

   

_NOFOOD 

Ever no food at all in 

your household? Never = 2, Rarely = 3, Often = 4 

_HUNGRY 

Go to sleep at night 

hungry because not 

enough food? Never = 2, Rarely = 3, Often = 4 

_DYNOEAT 

Go a whole day without 

eating because not 

enough food? Never = 2, Rarely = 3, Often = 4 
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FoodIS 

Food Insecurity Max of 

values like _NOFOOD, 

_HUNGRY… Low = 2, Moderate = 3, High = 4 

   

ADLTO20C 

Any adults aged 20 

years or older living 

with you currently? Yes = 1, No = 3, Unsure = 7, No answer = 99. 

MOMALIVE Is your mom alive? Yes = 1, No = 3, Unsure = 7, No answer = 99. 

   

ALC6M 

Have you had alcohol to 

drink in the past 6 

months? Yes = 1, No = 3, Unsure = 7, No answer = 99. 

ALCFREQ 

How often do you drink 

alcohol? <Once/Month = 2, <Once/Week = 3, ….  

DRUNK6M 

How many times in the 

past 6 months have you 

been drunk? <Once/Month = 2, <Once/Week = 3, ….  

CUTDOWN 

Have you ever felt you 

should cut down on 

your drinking? Yes = 1, No = 3, Unsure = 7, No answer = 99. 

   

_GDQUAL 

I feel that I have a 

number of good 

qualities. Strongly Agree = 1,..., Strongly Disagree = 5 

_FAILUR2 

All in all, I am inclined 

to think I'm a failure. Strongly Agree = 1,..., Strongly Disagree = 5 
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SE_score 

Self-Esteem score 

Weighted sum of 

_GDQUAL _FAILURE2, Higher = Higher Self-Esteem 

 

 

 

Example 4: Overview of data frames in the BasketballAnalyzeR package 

Like Example 2, this data dictionary is also designed to cover multiple data frames / data tables. 

Since there is a large overlap in the variables that are in each table, the dictionary is split into 

two parts: a set of variable definitions / descriptions, and a table that explains which tables 

contain with variables.  
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Example 5: Hockey Analytics Data 

Like many datasets, the "NHL Features" one that this dictionary describes has variables from 

many different sources. However, for internal company reasons, it was important to keep track 

of the sources of the variables. Specifically, which ones contained data only from publicly 

available sources like NHL.com and Wikipedia, which ones used data from sources internal to 

the company, and which ones used data from third parties like clients of the company. Each of 

three types of sources had its own rules for use regarding confidentiality, so it was important to 

know what was available for different purposes. 

Variable Name Source Values Explanation 

Season NHL.com 20162017, 

20172018, … 

Both years of a season 

Year NHL.com 2017,2018,2019,… Year of the season end 
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gcode nhlscrapr 20001-21271, 

30101-30417 

Alias of GameID 

GameID NHL.com 20001-21271, 

30101-30417 

Identifier of game used in URL and 

HTML of nhl.com,  

ISO_Date NHL.com YYYY-MM-DD Calendar date of the match in ISO 

format 

refdate NHL.com, 

nhlscrapr, 

derived 

Integer Number of calendar days of the 

match since 2002-01-01 

Home NHL.com String Long name of the home team 

Ghome NHL.com Non-negative 

Integer 

Number of goals awarded to the 

home team; counting goals as 

normal for regulation and 

overtime, but awarding exactly 1 

goal to the shootout winner and 0 

to the shootout loser regardless of 

shootout details. 

KellyBet Betting Odds 

scraped by 

sportlogiq 

"-1", "0", "1" 1 if PrHomeNoOT and 

BetProbHome imply that a bet on 

the home team is justified, -1 if a 

bet of the visiting team is justified, 

and 0 if the spread is too large to 

justify a wager 

KellyStakes Betting Odds 

scraped by 

sportlogiq 

0-1 Continuous Proportion of the current bankroll 

that should be wagered, according 

to the Kelly Stakes Criterion 

Ntimeout NHL.com 0, 1, or 2 Number of timeouts called by both 

teams' head coaches in total. 
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TO1 NHL.com Integer,0-3900 Time of the first timeout, in 

seconds since the beginning of the 

game 

TO2 NHL.com Integer,0-3900  Time of the second timeout, in 

seconds since the beginning of the 

game 

HomeCoachName Wikipedia String Full name of the head coach of the 

home team, derived from 

beginning and end date of head 

coach's tenure, as per Wikipedia 

VisCoachName Wikipedia String Full name of the head coach of the 

visiting team, derived from 

beginning and end date of head 

coach's tenure, as per Wikipedia 

HomeCoachExp Wikipedia, 

derived 

Positive Integer Home Coach Experience. Calendar 

days since the home team's head 

coach first appeared as a head 

coach of any team 
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 Data dictionaries are not the same thing as data schema. 

Schema (plural of scheme) are system that describe relationships between variables in different 

tables, usually in an online relational database of some sort. Schema diagrams often come 

along with data dictionaries with many features. 
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Introduction to Consulting 

 

Motivation 

 

A large part of a typical statistician's job, either informally or officially, is to be a 

consultant on issues related to data science. For that reason, the focus of these notes 

will be on how to communicate effectively as a consultant. 

 

A caveat / warning before we start this, that although the general setup of most paid 

consultations is similar, the statistical content can often surprize you. Go in expecting to 

have to look some things up, and research of general things isn't billable. To quote Dr. 

Carl Schwarz, “The first thousand jobs are the hardest.” 

 

For questions of ethics, billing, and practice doing a real consulting project from start to 

finish, see the graduate classes Statistical Consulting I and II with Ian Bercovitz 

https://www.stat.sfu.ca/sfu-statistical-consulting-services-/burnabycons.html 

 

Consulting on your own is a career end-game, not something you get to do right out of a 

bachelor's. However, working in part of a consulting firm, or contributing to others' 

projects in smaller ways is something you can start in on now as a general way to build 

experience. If you have worked as a tutor, either one-on-one or in a more public or 

group 'workshop' setting then you've already done consulting for a very limited range of 

statistical problems. 
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What is consulting? 

 

Have a look at the 'what do we do section' at the consulting center at Simon Fraser 

University at http://stat.sfu.ca/sfu-statistical-consulting-services-/burnabycons.html 

The range of services available (experimental design, determining sample sizes, 

software guidance, and educational work) is extremely varied compared to other 

statistical jobs. 

For another example, look at the 'what we do' section from the website of Steve Creech, 

a full-time consultant that used to work at a Loyola University Medical Center but now 

maintains his own business. 

https://www.statisticallysignificantconsulting.com/StatisticalConsultant.htm 

Creech's consultant work focuses on the statistics sections of PhD dissertations. The 

range of services within that scope is still extremely wide, but it's proof that consultancy 

work can cover anything you want, as long as there are interested, paying clients. 

  

 

A few guiding principles 

When it comes to statistics, if you have an idea about something, there's a good chance 

someone else has had a similar idea. This is good news if you want to use that idea, 

because that 'someone else' has done the hard work for you. 

In other words, you don’t have to reinvent everything from nothing. You don’t have 

explain something all on your own. Use the resources available. Refer when needed. 

“Real life” is not a memorization exercise. 

LISTEN. Sometimes people will ramble about things that aren’t statistically relevant. But, 

if they knew what was relevant, they wouldn’t be asking you. Wait to hear the entire 

problem before making a decision. 
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Examples 

 

Instead of looking at the entire consulting process, let's work from some example 

'microconsults', which are just short conversations between a statistician and someone 

looking for help, whom we'll call the client, in an online forum. 

 

Sometimes the answer to a particular statistical question doesn't require an entire 

report, or even for you do your own analysis. Sometimes others just need an 

explanation of certain parts of their own analyses to help them on their way. 

 In a casual consultation, this can be a convenience because the work has already been 

done, and you just need to create a narrative.  (e.g. make sense of the results and 

computer output 

 In a full consult, this can be a big problem, because sometimes the work was done 

incorrectly and it's too late to go back and fix it. (e.g. a new sample cannot be gathered, 

or some of the data has been changed in a way that can't be reversed)  (In other words, 

original information is lost, and you’re left with the mess.) 

 

Example 1: Multiple regression: Low p-value but low adjust. R-squared? 

 

Client: I am trying to understand my regression output. I regressed plant yield 

(continuous) on soil nitrates (continuous? Type?) and soil pH.  (continuous) 

 

So I can see that the model statistically significantly predicted yield: 

 

F(2, 45) = 9.853, p=0.000, adj. R2 = .27 

 

From the coefficients: 
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There is an effect of PH on yield (p<.000) but not of nitrates (p=.157) The R is .552, R 

squared is .305 while the adjusted R squared .274 

 

1. What does all this mean? Does the low adjusted r-squared mean a small effect size? 

(Answered by 1) Is it related to the non-significant effect by nitrates? (Answered by 1) Is 

the model still a good fit? (Sort of answered by 1, additional info needed) Can I talk 

about this to criticially assess the model and the value in predicting yield from pH? (Ask 

for clarification before continuing) 

 

  (Many questions, which ones to answer first? Not an easy decision, but start from 

the general questions, and move towards specific if those questions are still relevant) 

 

 

Consultant: The small p-value just means there is strong evidence that nitrates and pH 

are better at explaining yield than random noise would be. (Answers 1) 

 

The r squared means that 30% of the variation in yield is explained. The adj. R2 of 27% is 

the same measure, but with a penalty included so that random scatter would improve 

adj. R2 by 0, on average. 

(Answers 1 and ‘good fit’) 

 

The high p-value for nitrates indicates that there is little to no evidence that nitrates is 

explaining anything about yield that pH isn't doing already. But if nitrates and pH are 

correlated in your sample, then this could be artificial. 

 

Also, I would try pH squared in the model as well, to reflect the possible non-linear 

effect of soil acidity. (e.g. if there was an optimum pH, and deviating from that hurt 

yield) 
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Finally, effect size is the (un-standardized) beta coefficient estimates, also called the 

slopes. You haven't mentioned what those are here, but you must have gotten them.   

(Sometimes you need to use specific definitions to make sure you’re ***talking about 

the same thing.***) 

 

 

Client: Hello and thanks for the reply. How do I do pH squared in the model? do you 

mean run a linear regression on yield for pH? I did so: (See figure):  

 

 

Just to be clear, the 30% of variation in yield ... is that therefore just explained by pH (as 

nitrates have a high p value). So I can say pH account for ~30% of variation in yield and 
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basically the other 70% is due to other factors not measured? PH and nitrates are not 

correlated. 

 

The beta for nitrates I guess isn't important anymore. the beta for pH is .619, t=4.378 

 

Consultant: The unstandardized coefficients B are the betas I was talking about. 

 

This means... ...at 0 pH (abstractly), your yield is -21.589 ...with every 1 pH increase, 

your yield increases an average 3.993 

 

as for the pH squared, use transform --> compute variable, and use the formula editor. 

That way you can make pH2 its own variable. 

 

 

TLDR: Sometimes it’s just “What does my computer output mean? Am I doing this 

right?” 

“Here’s my output, what’s wrong with the computer?"   (Hint: It’s the analysis, not the 

computer) 

 

 

 

Example 2: Can I use a 2-sample t-test?   (General question, answer this first) 

 

Client:  I'm currently writing my final paper about political engagement of young people 

in Switzerland. I've had introductory statistics and I'm working with the TI-Nspire 

Student Software. I've gathered my data with a survey (n=468). My IV is gender and my 

DV is How well they know our political system from a scale from 1 to 5 (1= not at all, 5= 

very well).  (This 1 to 5 scale is called a Likert scale. It’s an ordinal variable arranged 
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from ‘No’ to ‘Yes’) My hypothesis is that women know the political system better than 

men. Now is it possible to use a 2-sample t-test to test the alternative hypothesis? 

 

 

Consultant: Possible yes, appropriate no.  (General answer) 

 

First, I'm assuming that your responses are from a single question with a 1-5 answer. If 

each person's score is an aggregate of several questions, then the following won't make 

sense. 

 

The t-test assumes that the distribution of dependent values is normal (also called 

Gaussian). However, the normal distribution is a continuous bell curve going off to 

infinity at both ends. Your responses are within {1,2,3,4,5}, so they are discrete and 

bounded.  (Here is the ‘why’ of the general answer) 

 

You could use a Wilcoxon Rank Sum Test, which is an alternative to the t-test which 

would allow you to test your alternative hypothesis. 

 

(Use an external source because it's easier than explaining Wilcoxon test in SPSS) 

 

http://researchsupport.unt.edu/class/Jon/ISSS_SC/Module011/isss_m11_nomord/ 

 

 

...But given your N and the number of possible responses, you're going to get a lot of 

ties. I would recommend using an ordinal chi-squared. 

 

I would also use a Pearson's chi-squared to see if there's ANY relationship between 

gender and (reported?) political awareness. For example, if the average awareness is 
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the same, but one gender reports a lot more values at the extremes, a Pearson's chi-

squared will catch that. 

 

http://www.uvm.edu/~dhowell/methods7/Supplements/OrdinalChiSq.html 

 

Client: 

Thanks. I'm probably going to use the Wilcoxon Rank Sum Test. I have also switched 

software and I'm now using SPSS for my analysis. One more question: Should I use the 

one tailed or two tailed p-value? (Answered by someone else in the forum) 

 I did both the Wilcoxon Rank Sum Test and the two-sample t-test. For the Wilcoxon 

Rank Sum Test I got p=0.531 and for the two-sample t-test p=0.754. 

 

(To save time, reference other sources when you can, rather than rely on your own 

explanations.) 

 

Expect to see a lot of unusual terms. Some of these are domain specific, such as a 

biology terms when speaking with a biologist. A lot of terms however, are actually 

statistical terms that are used differently in other fields (e.g. IV and DV for 

Independent / Dependent variables), or are software specific (Note the use of TI-

Nspire and SPSS) 

 

Example 3: How to perform regression analyses when data is non-

normal and has unequal variances? 

 

Client: So, I'm interested in determining whether the age of an organism can predict its 

length (sounds like a plain regression, maybe non-linear). I figure it's just going to be a 

standard regression but when I try to do that I find out that it's non-normal (I created a 

bar graph from residuals to test this) and has unequal variances (I graphed the data set 

and it's a logistic curve) (like an S-curve? Logarithmic?). Where do I go from here? How 

do I fix this? Do I need to transform the data? 
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 Consultant: If length over age follows a logistic curve, then it sounds like a nonlinear 

regression would be better. 

 

I can't speak for other software, but the nlm package in r can do this for you as long as 

you can specify a formula ( e.g. logistic ) and starting values for the parameters you wish 

to estimate ( e.g. minimum, maximum of curve, inflection point and rate of change). 

 

I think nlm stands for nonlinear model.  (Don’t pretend to know what you don’t know. 

Use qualifiers like 'I think' and make your uncertainty clear. Showing undue certainty 

is for second-rate salesmen, not experts.) 

 

 

Client: Length over age actually follows more of a exponential growth curve  (maybe a 

log-transform??). I'm not so sure the data are non-normal now. To account for unequal 

variances, I transformed the data (length) by square rooting it. When I ran my 

Bartlett/Levene, the data then appeared to have equal variances (p < 0.0001). There's a 

key misconception about the p-value here that needs to be addressed 

 

Consultant: A small p value is evidence against the null, not for it. In the case of the 

Bartlett test, the null is that all the variances are equal. Correction 

 

In the case of exponential growth, you have a simpler solution: The increase in the 

natural log of length should increase linearly with time. You can use that. As an added 

bonus, if the variance is increasing with time (and with length), a log transform will also 

level this out into something more closely resembling equal variance.  Alternate 

suggestion 

 

As long as there isn't MAJOR non-normality, I wouldn't concern myself with it or bother 

with anything like a bootstrap. 
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Example 4: Advice for experiment with limited sample size 

 

Client: I have an experiment where I am testing the quality of cutting glass by means of 

dicing (sawing right through). 

 

I have four variables; saw speed, feed speed, glass length, saw radius. 

 

LISTEN. ‘Saw speed’ COULD be a continuous, numerical variable like you would see in 

a regression… 

 

Doing a full ANOVA for 4 independent variables would mean there are 16 (2^4 = 16, 

hmm…) combinations if I only use two levels for each parameter.  

 

BUT, they are treating it as a category with two levels.  (If they don’t tell you, ask for 

clarification) 

 

Then each group would need a bunch of samples which can add up quick. I am limited 

by the number of cuts I can make (~50 total). If there are 8 groups, that would mean I 

can only take about 6 samples each. What are my experimental options?   Here is the 

key question 

Should I do a regression on each parameter? ANCOVA? Should I do a 1 way ANOVA for 

each parameter? 

What is my minimum sample size for each group? 

 

Consultant: This sounds like a fractional factorial design. A replicated 2^{4-1} design 

would allow you to estimate each of the four main effects, and half of the 2nd order 

interactions, with n=6 for each combination. 
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The data from such a design can be analyzed with a regression or ANOVA. 

 

Client: I’ll have to look into fractional factorial design then. And what about minimum 

sample size? Sizes like 6 would mean the beta term is a lot lower right? But if there is a 

positive correlation anyways, would a false negative matter? 

 

“Sizes like 6” – what size do they mean? Effect size? Sample size? Number of 

replicates? 

 

(Also in this example, note the confusion over the term Beta. Don't be afraid to ask for 

clarification. It's much better to reveal gaps in your knowledge early, rather than make 

assumptions.) 

 

Consultant: By beta term, you mean the power? (beta is just a greek letter and it's used 

for a lot of things) 

 

What really matters here is the degrees of freedom. You'll be estimating 4 main effects 

and up to 6 2nd order effects. So along with the intercept, that's 11 df. You have 8*6, or 

48 observations, so 37 of the degrees of freedom will go towards estimating 

uncertainty. That means you'll have a decent amount of power. 

 

That's the beauty of a good experimental design. Even though you're only doing 6 

replicates of combination of conditions, each individual condition will be used in 24 

cases. 

 

(Some time has passed, and the client has looked up some factorial design stuff) 

 

Client: Let me see if I am understanding this correctly. I would take tests of A, B, C, D, 

AB, AC, AD, BC, BD, CD 
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And compare them with the control group which all parameters are in their “ground 

state.” Isn’t this 11 groups not 8? If I do 6 repetitions of each group that is 66. 

 

How would I do a regression from only two states of each parameter? Could you explain 

the 24 cases? Thanks for the help! 

 

P.S. Could I do a simple regression or 1 way ANOVA for each individual parameter and 

use a nondimensional analysis to characterize the system as a whole which would 

include all interactions. 

 

Everything has been done before, so feel free to reference similar examples. Google is 

very useful. Keep notes for yourself. 

Consultant: http://itl.nist.gov/div898/handbook/pri/section4/pri472.htm 

Have a look at this example. You are comparing each group to each other, and assuming 

that some interactions don't matter. This is a more complicated version of what you 

want. Your settings will be a standard 2^{4-1} design but everything else in this example 

will be the same. 

 

 

Often the work has been done for you. Here the client had an idea with regards to 

designing an experiment using binary predictors but wasn't aware of factorial designs. 

Factorial designs were developed with exactly this sort of problem in mind. 

 

 

Other sources: 

 

 

How to become a consultant (more management consultant stuff) 
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Includes descriptions of what a PhD-level consultant does in general (not just in 

statistics) and what the job is like. It also includes two case studies of people that are 

full-time consultants. 

https://www.sciencemag.org/careers/2014/09/science-careers-guide-consulting-

careers-phd-scientists 

 

How to become a freelance data scientist 

This article is a guide on how to market yourself as a freelance data scientist and how to 

build a reputation and client base. Some of the specific website references are out of 

date, but the general advice isn't. 

https://www.springboard.com/blog/freelance-data-scientist/ 
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Stat 300W - Math-Language Exercise

Example 1

Context: This is a limit-based proof of the multiplication or product rule of derivatives
in calculus. Using only the definition of the derivative, the goal is to show that

[f(x)g(x)]′ = f ′(x)g(x) + f(x)g′(x) (1)

where f ′(x) and g′(x) are the derivatives of f(x) and g(x) respectively, and where
[f(x)g(x)]′ is the derivative of the f(x)g(x).

First, we define the derivative of a function h as

h′(x) = lim
∆x→0

h(x+ ∆x)− h(x)

∆x
, (2)

where h(x) = f(x)g(x). Using this substitution, we find

h′(x) = lim
∆x→0

f(x+ ∆x)g(x+ ∆x)− f(x)g(x)

∆x
. (3)

Next, recall that

f ′(x) = lim
∆x→0

f(x+ ∆x)− f(x)

∆x
(4)

and

g′(x) = lim
∆x→0

g(x+ ∆x)− g(x)

∆x
. (5)

Using equations (4) and (5), we return to equation (3),

h′(x) = lim
∆x→0

f(x+ ∆x)g(x+ ∆x)− f(x)g(x)

∆x
,

and add and subtract f(x)g(x+ ∆x) to the numerator inside the limit, producing.

h′(x) = lim
∆x→0

f(x+ ∆x)g(x+ ∆x) + (f(x)g(x+ ∆x))− (f(x)g(x+ ∆x))− f(x)g(x)

∆x
. (6)

Next, we rearrange the limit to separate out common factors, yielding

h′(x) = lim
∆x→0

f(x+ ∆x)− f(x)

∆x
+ lim

∆x→0
g(x+ ∆x) + f(x) lim

∆x→0

g(x+ ∆x)− g(x)

∆x
, (7)

Evaluating each of the limits in equation (7) reveals

h′(x) = f ′(x)g(x) + f(x)g′(x), (8)

which completes the proof.

1



Stat 300W - Math-Language Exercise

Problem 1

Fill in the following material with written language in order to make the following math-
ematical proofs and statistical topics make sense.

Context: This is a limit-based proof of the addition or sum rule of derivatives in calculus.
Using only the definition of the derivative, the goal is to show that

(f(x) + g(x))′ = f ′(x) + g′(x) (9)

f ′(x) = lim
∆x→0

f(x+ ∆x)− f(x)

∆x
(10)

g′(x) = lim
∆x→0

g(x+ ∆x)− g(x)

∆x
(11)

h′(x) = lim
∆x→0

(f(x+ ∆x) + g(x+ ∆x))− (f(x) + g(x))

∆x
(12)

h′(x) = lim
∆x→0

(f(x+ ∆x)− f(x) + g(x+ ∆x))− g(x)

∆x
(13)

h′(x) = lim
∆x→0

f(x+ ∆x)− f(x)

∆x
+ lim

∆x→0

g(x+ ∆x)− g(x)

∆x
(14)

h′(x) = f ′(x) + g′(x) (15)
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Stat 300W - Math-Language Exercise

Example 2

Context: This is an outline of a method to find the maximum likelihood estimator of
success probability p in a binomial distribution.

The probability density function of the binomial distribution is

Prob(x) =

(
n

x

)
px(1− p)n−x,

where x is the number of successes in n trials.
The likelihood L of observing (x1, x2, . . . , xk) successes of k independent and identically

distributed binomials is

L =
k∏
i=1

(
n

xi

)
pxi(1− p)n−xi .

Since we will be finding a local maximum for p by finding where the derivative is zero.
However, finding the value of p that produces the maximum log-likelihood logL is much
easier, and the value p is the same for both maximums.

Taking the natural logarithm of both sides produces

logL =
k∑
i=1

log

(
n

xi

)
+ log pxi + log (1− p)n−xi ,

which simplifies to

logL =
k∑
i=1

[
log

(
n

xi

)
+ xi log p+ (n− xi) log (1− p)

]
.

We can split the right-hand size into three summation terms, which simplifies this further
to

logL =
k∑
i=1

log

(
n

xi

)
+

k∑
i=1

xi log p+ nk(1− p)−
k∑
i=1

xi log (1− p).

Taking the derivative with respect to p of both sides, and setting the left-hand side to 0
yields

0 = 0 +
1

p

k∑
i=1

xi − nk +
1

1− p

k∑
i=1

xi..

Finally, solving for p, we find the maximum likelihood estimator p̂

p̂ =

∑k
i=1 xi
nk

.
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Stat 300W - Math-Language Exercise

Problem 2

Fill in the following material with written language in order to make the following math-
ematical proofs and statistical topics make sense.

Context: This is an outline of a method to find the maximum likelihood estimator of
rate parameter λ in a Poisson distribution.

Prob(x) =
λxe−λ

x!

L =
k∏
i=1

λxie−λ

xi!

log(L) =
k∑
i=1

log

(
λxie−λ

xi!

)

log(L) =
k∑
i=1

log(λxi) +
k∑
i=1

log(e−λ)−
k∑
i=1

log(xi!)

log(L) =
k∑
i=1

xi log(λ)− kλ log(e)−
k∑
i=1

log(xi!)

log(L) =
k∑
i=1

xi log(λ)− kλ−
k∑
i=1

log(xi!)

0 =

∑k
i=1 xi
kλ

− 1

λ̂ =

∑k
i=1 xi
k

= x̄

4
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Exercise: Scientific Questions 

 

To formulate good scientific questions, it’s useful to be able to express your interest 

in a topic, and the specific questions and ideas you have about the topic. You should also be able to tell 

people the very basics about the topic itself.  

 

Motivation: - Research statements for applications for research grants or grad school applications. - 

Aids in organizing your thoughts and developing cohesive research plans. 

 

 

Example: NHL Ice Hockey 

Ice hockey is a popular team sport in Canada, and part of the United States and 

Europe. Usually, a hockey game is 60 minutes long. At the professional level, hockey 

is a physically demanding sport, and injuries are common. In this sport, each team 

has six players on the ice at the same time; one of each team’s players is a goalie, 

who stays close in front of his or her team’s goal net and tries to prevent goals. 

Even though I watch the sport often, I still have many questions. I want to know 

whether goalies perform better near the end of the game or the beginning. I also 

want to know how often and how severe injuries to the head are. I am curious how 

popular hockey would be in Brazil if there was more advertising. 

 

Breakdown: 

The first paragraph provides the necessary information for understanding the questions 
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that are in the second paragraph. 

 

Ice hockey is a popular team sport in Canada, and part of the United States and 

Europe. 

 

This is the topic sentence. This sentence tells us two things: some direct information 

(What ice hockey is), and some topic information (the rest of this paragraph 

will be about ice hockey). 

 

Usually, a hockey game is 60 minutes long. At the professional level, hockey is a 

physically demanding sport, and injuries are common. 

 

This is a body sentence. The reader already knows what the topic of this paragraph 

is, so some information can be shortened or left out of a body sentence. For 

 

example, ’hockey’ is used instead of ’ice hockey’, because the reader can assume 

that this sentence is about the length of ice hockey games. 

 

In this sport, each team has six players on the ice at the same time; one of each 

team’s players is a goalie, who stays close in front of his or her team’s goal net and 

tries to prevent goals. 

 

These are two body sentences, connected by a semicolon ( ; ), rather than a period 

( . ) . A semicolon was used because these two sentences are very closely related. 
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The first part is about the player roles, and the second part is about one particular role. 

 

 

These could also be written as two distinct sentences without trouble. However, if 

only a comma separated it, this would be a run-on sentence. 

 

Even though I watch the sport often, I still have many questions. 

 

Paragraph two also starts with a topic sentence. However, this topic sentence 

serves THREE purposes. It provides direct information (I watch hockey, and I have 

questions), topic information (this paragraph will be about the questions I have), and 

it also serves as a transition. A transition is a connection between two pieces of 

writing. In this case, the topic sentence is a connection between a paragraph about 

hockey, and a paragraph about questions, so the sentence contains elements both 

about hockey AND about questions. 

 

 

I want to know whether goalies perform better near the end of the game or the 

beginning. 

 

 

The question is written as a statement. It shows my desire to know this thing. The 

writer chose to write the question like this to keep the writing consistent between 

paragraphs. The first paragraph was a series of statements, so it’s easier for the 
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reader if the next part is also a series of statements. The question is a good statistical 

question because it pertains to a hypothesis that could be tested - ’is performance the 

same in different game times?’. 

 

 

I also want to know how often and how severe injuries to the head are. 

This is an additional question, so the writer has included the word ’also’ to emphasize 

this. This also makes the start of this sentence different from the first one, 

which helps the reader know they are not reading the same sentence twice. This 

question could be answered with descriptive statistics, because frequency (how often), 

and severity (how severe) are measurable frequencies. This sentence also ends 

with a preposition, which used to be considered bad English, but this rule has since 

faded into the past. 

 

 

I am curious how popular hockey would be in Brazil if there was more advertising. 

One more question, again formed into a statement, and again with a different 

ending. This sort of repetition is called parallel structure, which we will look at later 

in this book. This question would be harder to answer with statistics, unless we had 

 

some way to measure popularity (how popular). One possibility, which would make 

the question better, is a definition for popular, such as number of television viewers. 

 

 

http://www.stats-et-al.com/
mailto:jackd@sfu.ca


Writing for Statistics and Data Science, Last Updated 2020, by Jack Davis www.stats-et-al.com , jackd@sfu.ca  
Free to distribute and adapt under Creative Commons Licence (CC BY 4.0) 

Now it’s your turn! 

Take something you see or experience on television, the internet, or in the outside 

world and prepare some scientific and/or statistical questions you may have about 

that experience. Possible prompts include: 

 

 

A particular disease you are interested in seeing demographic trends or clinical 

treatments for? If it’s a common disease, you can add originality by being more 

specific about the conditions that affect it. 

 

 

A logistic problem like managing road traffic, internet traffic, or supply of goods 

like perishable foods. 

 

 

A marketing problem like targeted advertising on social media, or predicting 

how long a particular product like fidget spinners will stay popular. 

 

 

A sampling or survey method, a potential source of bias or variance in an environmental 

field work like measuring plant mass or a sociology problem like 

measuring the size of a crowd at a gathering. 
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Be sure to include: 

1. A statement about the topic you want to write about. Expect your reader to have 

a lot of general knowledge, but not necessarily any specific to the topic. 

 

2. A sentence conveying (talking about) the importance of the topic, either to you personally or to the 

world as a whole. 

 

 

3. Two to four questions about the topic, or features you wish to know more about. 

You can put any jargon (topic specific words) in the first explanatory paragraph 

if it sounds better. 

 

 

4. If appropriate, a transition from the topic introduction to your specific questions. 

 

5. 100-200 words, preferably. That’s about half a page, more if you write large. 

(The hockey example is 138 words) 
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Reading Assignments 
 
Reading Assignment 1: Grant Applications 
 
Read Chapter 22 – Writing the Data Analysis Plan, by A.T. Panter [17], of the book How 
to Write a Successful Research Grant Application – A Guide for Social and Behavioural 
Scientists, Eds. Pequegnat et al., 2nd ed.,[19] and answer the following questions. 
 
Note that this book is directed toward researchers in the Social and Behavioural sciences, 
and this chapter is about the sort of questions to ask of a statistics expert. The book 
is written with the national granting bodies of the United States in mind, but a lot of the 
material, including the data analysis chapters, is relevant to grant applications to bodies in 
other countries such as Canada’s NSERC and SSHRC. 
 
The point of reading this chapter is to give you a sense of the sort of things that someone 
consulting a statistician will want to know. 
 
 
First, some definitions: 
Grant: An amount of money awarded to a university or organization in order to do a 
proposed research project. Typically a competition is run for grants, in which a certain 
number of grants meant to advance research in a particular field or towards a particular 
goal are available, and researchers need to submit applications for these grants. In most 
cases, there are more applicants than grants available. 
 
 
Granting body: An organization that awards grants. These include government bodies 
like NIH in the United States or NSERC in Canada, but a non-government organization 
like the Bill and Melinda Gates Foundation can also award grants. 
 
Principal Investigator (PI): The person whom will be in charge of the proposed research. 
Also the person who actually submits the grant application. Typically this is the most 
qualified person on a research team. Every other researcher on the team is a co-investigator. 
Reviewer: Person who reads grants applications and assigns scores to them based on 
their merit and relevance to the goal of the competition. Typically an application will be 
seen by several reviewers and an aggregate score is given. Be sure to write the answers in 
your own words; they don’t have to be long. 
 
1. What are three things that grant applicants must demonstrate to reviewers that they 
are able to do? 
 
2. What is an advantage of thinking about your data analysis plan when doing a grant 
application?  
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3. What is one way to use the scores of many closely related variables or items together? 
 
4. What is the main advantage of using a known measure over creating a new one? 
 
5. What are two reasons why you would make a new scale, rather than rely on one in the 
literature? 
 
6. What are three of the possible roles that a variable can have? 
 
7. Name three of the special features of a research design. For each feature, name something 
that you should study or know about before using each of those features. 
 
8. What is something that should be included in a descriptive analysis? 
 
9. What is a question to ask yourself during model development? 
 
10. How much of a grant application should be allocated to the data analysis plan? 
 
 

Reading Assignment 2: Data and the Law 
 
This reading assignment pertains to “Data and the law: Beyond the sweat of the brow. Who 
owns published data? And what is data?” by Gerald van Belle and Leslie Ruiter [22]. 
 
1. What are some things that the US Copyright Act denies protection to? Name at least 
three. 
 
2. When was it ruled that telephone numbers were not subject to copyright? 
 
3. Say that you wanted to use the information in Table 1 in your own publication. Give 
two other ways that Table 1 could be changed in order to meet the ’modicum of 
originality’ requirement. 
 
4. What are the restrictions, if any, on making a graph using someone else’s data? 
 
5. Which of the three, EU, USA, and Canada is the most restrictive on copyright law 
pertaining to data? Which is the least? 
 
 

Reading Assignment 3: Big Data and Healthcare 
 
The following 8 questions can be answered by reading the article “Big data analytics in 
healthcare: promise and potential” by Wullianallur Raghupathi and Viju Raghupathi in 
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Health Information Science and Systems 2014, 2:3 [20] 
 
1. What is more difficult in working with big data in healthcare? Why? 
 
2. Give two examples of how big data analytics can lead to improved outcomes. 
 
3. What are some developments or outcomes that can be predicted with big data? 
 
4. What are the four V’s of big data pertaining to analytics in healthcare? 
 
5. Give an example of a future application of real-time data. 
 
6. Name three platform/tool options for conducting big data analytics? 
 
7. What are the four steps of the methodology of big data analytics? 
 
8. How did twitter tracking compare to official reports of cholera in Haiti in 2010? 
 
 

Reading Assignment 4: Surveys 
 
This is based on Chapter 8 of the book Successful Surveys - Research Methods and Practice 
by George Gray and Neil Guppy. [10] The chapter is ”Designing Questions of thebook 
Successful Surveys.” 
 
1. Give an example of a numerical (e.g. quantitative) open-ended question and a numerical 
closed-ended question. 
 
2. Give an example of a non-numerical (e.g. nominal, text-based) open-ended question 
and a non-numerical closed-ended question. 
 
3. In your OWN WORDS, give two advantages and disadvantages of open-ended questions. 
 
4. In your OWN WORDS, give two advantages and disadvantages of closed-ended questions. 
 
5. How do field coded questions combine the features of both open- and closed-ended 
questions. 
 
6. For what kind of surveys are open-ended questions more useful? When are they less 
useful? 
 
7. What are five features that make for well worded questions. 
 
8. What is the name used for a survey question that asks about and focuses on two 
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distinct things? 
 
9. What is a Likert scale? 
 
10. What are four things that all have important effects on how people respond to survey 
questions? 
 
 

Reading Assignment 5: Model Selection 
 
Refer to “Model Selection in Ecology and Evolution”, by Jerald Johnson and Kristen 
Omland [11] and answer the following questions. This paper is geared towards towards 
ecology readers. It focuses on principles and sticks to hard science without getting too 
mathematical. Better yet, complexities and applications are set aside in shaded boxes. 
 
1. From the abstract (the first paragraph in bold), how is model selection used. 
 
2. What does model selection offer in contrast to a single null hypothesis test? 
 
3. What are three primary advantages of model selection? 
 
4. Name two commonly used criteria for model selection? 
 
5. Name a method to address the problem of several models all being equally (or nearly 
equally) viable? (In other words, if more than one model has equal support from the 
data). What are two advantages of using this model? 
 
6. What is a more recent application of model selection in evolutionary biology? What 
about model selection makes it well suited to this application? 
 
7. The authors suggest a requirement of the model being selected. This is in order to 
ensure the parameter estimates are biologically plausible. Describe this requirement. 
 
8. What framework does model selection offer to ecosystem science? 
 
 

Reading Assignment 6: Imputation 
 
For this assignment, read the first two sections of Multiple Imputation of Missing Blood 
Pressure in Survival Analysis, by Stef van Buuren. [23] 
 
Stef van Buuren is the author of the mice package and its accompanying textbook. This 
paper was selected for the same reason as the Rubin paper: An introductory explanation 
by a big name. 
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Imputation is the term used for any method that fills in missing data. Multiple imputation 
refers to filling in each missing data point with several plausible values. 
 
1. Write the regression equations for models A and B, assuming that ’mortality’, ’age’ 
and ’health’ are a continuous variable, and that ’sex’ is categorical. 
 
2. What is different about the 12.5% of cases in which blood pressure data is missing? 
Why is this a problem? 
 
3. What assumption do all methods of dealing with incomplete covariances rely on? 
 
4. What are the names of the four mechanisms for missing/incomplete data? Which one 
is the simplest? Which one is the most problematic? 
 
5. Describe two of the trends from Table 1 relating the missingness of blood pressure 
(BP) measurements to other known variables. 
 
6. Which missing data mechanism would you expect from the following scenarios. 
 
a) Taking water samples, but with equipment that fails 10% of the time simply because 
it is old. 
 
b) A poll of randomly selected people that asks a question based on sensitive or illegal 
information like ’do you use illicit drugs?’ 
 
c) A poll of people that have volunteered to be in the sample. 
 
 

Reading Assignment 7: Causality 
 
To answer the following questions, read the first three sections of the article ”For Objective 
Causal Inference, Design Trumps Analysis”, by Donald Rubin. [21] 
 
1. Randomized experiments make causal inference valid because we know the ’scores’ 
”are known from the design of the experiment”. What are these ’scores’? (Name 
only) 
 
2. Rubin is stating that randomized experiments are ’the gold standard’ for causal inference. 
Does that mean causality can be inferred from all randomized experiments, or 
are some ”poorly suited”? If so, give an example. 
 
3. What are the two design steps that are ”absolutely essential” for objective inferences? 
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4. In Section 2.1, how is a treatment defined? 
 
5. What are covariates, ”in contrast to” outcome/response variables? 
 
6. What ”self optimizing” behaviour happens when treatments are not assigned randomly 
by the experimenter? 
 
7. In designing observational studies to approximate experiments (Section 3), what step 
is often skipped? Is this okay? 
 

Reading Assignment 8: Significance Testing 
 
To answer the following questions, read the article ”The insignificance of Significance Testing”, 
a commentary by Neville Nicholls. [15] 
 
1. Give an example of a data set that could have physical significance, but not statistical 
significance. 
 
2. Cohen mentions some probability when talking about an n=50 sample from a population 
with population correlation of rho = 0:30. What is the name for this probability? 
(The name isn’t in the paper, you may have to check some old hypothesis testing notes) 
 
3. The 1979-95 data used to calculate climate trends has no uncertainty from sampling, 
How is this possible? 
 
4. What deviations from a well-behaved distribution could affect the correlation between 
SOI and snowfall? 
 
5. What are three alternatives to null hypothesis testing? 
 
6. What is another term for the “repeated investigations” issue? That is, when a so-called 
insignificant result is left unpublished until someone repeats it and finds significance 
simply by chance? (Again, the term is in our notes, think Tukey) 
 
7. A permutation test produces a value that works very similarly to a p-value. However, 
a permutation test has one major advantage over a classic hypothesis test (and confidence 
intervals). What is it? (Hint: Spearman correlation and the median have this 
same advantage). 
 

Reading Assignment 9: Reproducible Research 
 
For this assignment, read “Chapter 12 – Evidence Based Data Analysis” of the book Report 
Writing for Data Science in R, by Roger Peng, and answer the questions below in 1-2 
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sentences each. [18] 
 
1. What is the difference between reproducible and replicable? 
 
2. What are some benefits to reproducible studies? What are some limitations to these 
benefits? 
 
3. What does the author mean by “evidence based data analysis”? 
 
4. Other than the time it took to fix it, what was the most concerning thing about the 
errors in Potti’s research? 
 
5. Give two ways that the bins in an “evidence based histogram” are determined. 
 
6. What does the author say is the most important advantage of “evidence based reproducible 
research”. 
 
7. What does the author mean by benchmarking a method? 
 
 

Reading Assignment 10: Water Quality 
 
Consider the undergraduate report, Water Quality of Stoney Creek and its Effects on 
Salmon Spawning, by SFU undergrads by Oak, Tony; Thai, Michelle; Orgil, Indra; Ngo, 
Kevin; Lu, Jerry. [16] 
 
1. What were the parameters to be estimated? 
 
2. What biologically important thresholds or critical values are mentioned for the parameters 
being estimated? What sampling method was used? 
 
3. How many sampling units are there? 
 
4. Were there any null hypotheses being tested? 
 
5. If so, were they rejected? Should they have been? 
 
6. Describe the qualitative differences between the four sites. Use the map and Figs 
4,5,6, and 7. 
 

7. In your own words, summarize the quantitative data described in Figures 2 and 3. 
 
8. Compose two suggestions or questions about the analysis that may not have been 
considered. 
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9. Describe one way you could build upon (e.g. expand, follow up) this study, the type of 
information you would collect from this new work, and what additional conclusions 
you could make if the data matched your expectations. 
 
 

Reading Assignment 11: Surveys 
 
To answer these questions, read Chapter 8 of the book Successful Surveys - Research Methods 
and Practice by George Gray and Neil Guppy. The chapter is ”Designing Questions of 
the book Successful Surveys.” [10] 
 
1. Give an example of a numerical (e.g. quantitative) open-ended question and a numerical 
closed-ended question. 
 
2. Give an example of a non-numerical (e.g. nominal, text-based) open-ended question 
and a non numerical closed-ended question. 
 
3. In your OWN WORDS, give two advantages and disadvantages of open-ended questions. 
 
4. In your OWNWORDS, give two advantages and disadvantages of closed-ended questions. 
 
5. How do field coded questions combine the features of both open- and closed-ended 
questions? 
 
6. For what kind of surveys are open-ended questions more useful? When are they less 
useful? 
 
7. What are five features that make for well-worded questions. 
 
8. What is the name used for a survey question that asks about and focuses on two 
distinct things? 
 
9. What is a Likert scale? 
 
10. What are four things that all have important effects on how people respond to survey 
questions? 
 
 

Reading Assignment 12:  Computer Vision 
 
Answer the following questions about ”Tracking of Ball and Players in Beach Volleyball 
Videos” by Gabriel Gomez , Patricia Herrera, L´opez, Daniel Link, Bjoern Eskofier, available 
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through the open-access journal Public Library of Science One (PLoS One) [9] 
Everything can be answered from information in the first 12 pages of the paper. 
 
1. Describe how each of the four V’s of big data apply to the problem of computer vision 
and of tracking moving objects in a video. 
Volume: Variety: Velocity: Veracity: 
 
2. The literature section mentions many different computer vision methods that were 
used as the inspiration for methods in this paper. a) What is the name of the prominent, 
filter based method of object tracking? 
b) Name four other methods of object tracking that are cited in this paper. 
 
3. Describe how you might use the method described in this paper to a different computer 
vision scenario outside of traditional sports. For example, tracking vehicles and 
pedestrians using video of a busy intersection. 
 
4. Using what you have learned about dimension reduction, give a plausible explanation 
as to why the authors decided to convert the colour image into a greyscale image in 
Figure 3. 
 
5. In the ’ball tracking’ subsection of the methods section, the authors mention that a 
different method was used to track the volleyball than to track the players. 
 
a) What property does the ball have that makes it MORE difficult to track than the 
players? 
 
b) What property of the ball’s movement makes it LESS difficult to track than the 
players? 
 
c) How do the authors use this property of the ball’s movement mentioned in part b? 
 
 

Reading Assignment 13: Neural Networks 
 
Read the article “Artificial Neural Networks in Medical Diagnosis”, by Alberto Lopez- 
Rodrigues, and found in the Journal of Applied Biomedicine. Use the article to answer the 
following questions about Artificial Neural Networks (ANNs), which are simply called 
Neural Networks in fields like Computer Science. [12] 
 
1. Name three applications of artificial neural networks (ANNs) in medicine. 
 
2. How are the neurons in an ANN connected to each other (as described in this paper)? 
 
3. What feature or lack of feature defines a ’hidden’ layer of an ANN? 
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4. What is the name of the method used to change the weights of the connections between 
neurons, based on some lack-of-fit function like sum of squares? 
 
5. What is the name of the method of checking a ’trained’ ANN on new sets of inputs? 
 
6. What is the name of the problem that can happen when there are too many hidden 
nodes? (In other words, when q is too high.) 
 
7. Name two of the cardiovascular diseases that can be diagnosed with more than 90% 
accuracy with ANNs. 
 
8. Name two variables of biochemical data that an ANN could use to diagnose cancer. 
 
9. What sort of features should be avoided when selecting the inputs for a medical diagnosis 
ANN. 
 
10. What are some of the other neural network designs besides multilayer feed-forward? 
Name three. 
 
11. What is the most commonly used training algorithm called? 
 
12. What are three of the several advantages that ANNs have? 
 
 

Reading Assignment 14: The Joy of Stats 
 
Watch the first 33 minutes of the movie The Joy of Stats [3] and answer the following 
questions, which can be streamed from this link This movie is freely available from its creators 
at http://www.gapminder.org/videos/the-joy-of-stats  
 
You can play with the data for question 4 yourself at the website Gapminder World.  
 
1. How many people did Sweden think they had in 1749? How many did they really 
have? How did they find this information? What would we call this type of survey 
today? 
 
2. Why did Charles Babbage call his distribution the Normal distribution? What are 
some variables that fit this distribution? 
 
 
3. Describe the graph that Florence Nightingale made of British deaths in the Crimea 
(e.g. name, what do the colours mean?) What sort of decisions could a general of war 
make from such a graph to prevent deaths in the future? 
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4. Describe the two big global trends that have happened in the last 200 years ago that 
we can get from the animated graph of found in minutes 28:30 to 33:00. 
 
 

Reading Assignment 15: Big Data in Healthcare 
 
The following 8 questions can be answered by reading the article “Big data analytics in 
healthcare: promise and potential” by Wullianallur Raghupathi and Viju Raghupathi in 
Health Information Science and Systems 2014, 2:3 [20] 
 
 
1. What is more difficult in working with big data in healthcare? Why? 
 
2. Give two examples of how big data analytics can lead to improved outcomes. 
 
3. What are some developments or outcomes that can be predicted with big data? 
 
4. What are the four V’s of big data, pertaining to analytics in healthcare? 
 
5. Give an example of a future application of real-time data. 

6. Name three platform/tool options for conducting big data analytics? 

7. What are the four steps of the methodology of big data analytics? 

8. How did twitter tracking compare to official reports of cholera in Haiti in 2010? 

 

 

Reading Assignment 16: Struck by Lightning 

 

For this reading assignment, you need the book "Struck by Lightning" by Jeffrey Rosenthal. It's a 

short, general audience book, so the questions are scattered through the entire book. Page 

numbers may vary by printing. 

 

(p.13) How might Milgram's experiment have gone differently if the packages were originally 

sent all over the world? What if the experiment was restricted to just one city? 

 

http://www.stats-et-al.com/
mailto:jackd@sfu.ca


Writing for Statistics and Data Science, Last Updated 2020, by Jack Davis www.stats-et-al.com , jackd@sfu.ca  
Free to distribute and adapt under Creative Commons Licence (CC BY 4.0) 

(p.16) How can the average number of matches go higher than 1 if the probability isn't going 

past 100% 

 

(p.16) If there were 500 days in a standard year instead of 365, would the probability of a 

match be higher for 4,10,20, ... , 40,45,50 people? 

 

(p.19) By the Poisson distribution, the chance of X murders is exp(-lambda)*lambda^X / X!  

where lambda is equal to the average. What is the probability of 0 murders in Toronto? Of 1? 

2? 5? 10 murders? 

 

(p.24) What is the other name for average value given in the "Laying Down the Law" chapter? 

 

(p.28) In European style roulette, there are 18 red, 18 black, and only 1 green "zero" space. 

What are the probabilities and expected losses for the bets in Table 3.1, but for European style 

roulette? 

 

(p.46) Why can't players blame their bad performance in duplicate bridge on bad cards? 

 

(p.49) Why is "drawing to an outside straight" better than "drawing to an inside straight"? 

 

(p.51) In poker, bets of good players tend to get larger as the money at stake, the "pot" gets 

larger. Why? 

 

(p.56) Why do blackjack tables in casinos use 6 or more decks of cards at the same time? 

 

(p.58) In blackjack, is it better for the player if the dealer starts with a 5, or with a 9? Why? 

 

(p.70) How can we conclude that the rate of murder is going down in the Canada if the number 

of murders in total is staying the same? 
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(p.84) Why is it rational to wear a seatbelt even if car accidents are rare? 

 

(p.91) Most people will choose to win a guaranteed $500,000 over a 50% chance of winning $1 

million. Using utility theory, explain why this makes sense. 

 

(p.101) Why was the 5% standard threshold for p-values chosen? 

 

(p.103) What is the name of the problem that comes from choosing people to observe in a non-

random fashion? 

 

(p.109) What is the name of the problem that comes from selecting one of many studies to 

reveal, even if all the studies are conducted properly. 

 

(p.112) Give another example of two (likely or known) correlated phenomena and a possible 

common cause. 

 

(p.119) Do you expect Barbados to stay near the top of countries with a rate of lightning 

fatalities or to move around a lot? What about South Africa? Explain the difference or similarity. 

 

(p.150) Why do some voters declare themselves undecided in a poll, but vote differently in an 

election or referendum. 

 

(p.164) What is the primary difference between probability theory and statistical inference? 

 

(p.165) In the 1/20 times that the error in a poll is larger than the stated margin of error, is the 

error more likely to be far beyond the margin or a little beyond the margin? 

 

(p.178) How is haphazardly (using only your imagination) writing down a sequence of numbers 

different from rolling 6-sided dice and writing down the sequence? 
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(p.186) What was the first use of Monte Carlo simulation? 

 

(p.188) How is Markov chain Monte Carlo different from ordinary Monte Carlo simulation? 

 

(p.191) In what situation could one anticipate the start of a race even though the start is a 

random time between 2 and 6 seconds after a beep. 

 

(p.191, advanced) What feature of the exponential distribution makes it "impossible to 

anticipate"? 

 

(p.201) What is the name for disease protection granted from people around being immunized? 

 

(p.219) What are the two groups of statisticians that you can easily start a fight between? 

 

(p.228) What is the main feature of emails that filter programs use to identify spam? 

 

(p.240) What is a fair way to judge a source of predictions of binary events like "will it rain 

tomorrow or not?" or "which team will win the sportsball?” 
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Selected Reading Assignment Answers 

 

Reading Assignment Answers: Grant Application 
 
1. Organize a large number of variables into a set of constructs. Use variables in appropriate 
and theoretically sound models. Draw reasonable inferences from the models you test. 
 
2. This process clarifies which variables should be collected in your study, and which will not be 
useful. The advantage of knowing this is that you will save the resources that would otherwise 
be spent collecting useless data. 
 
3. Combine similar scores into composite or aggregate scores. 
 
4. There is already completed and available research on these measures, and they have been 
tested before. 
 
5. There is no established scale to describe what you are trying to measure.  
All the relevant established scales are outdated or refuted. 
Known measures have poor reliability.  
Known measures are too short, too long, or not appropriate for the target culture or language. 
 
6. Outcome/dependent/response variables.  
Indicator of a latent variable. 
Control variable.  
Predictor/independent variable.  
Mediator variable.  
Moderator variable. 
 
7. For new measures, study validity or item response theory. 
For small samples, study power analysis. 
For latent variables, study structural equation modeling. 
For longitudinal data, study time series. 
For nested data, study hierarchical modeling. 
For time to an event, study survival analysis. 
For missing data, study imputation. 
For non-continuous outcomes/dependent/response, study generalized linear models. 
 
8. A plan to verify that every variable in the models has a known distribution and/or known 
qualities. 
 
9. What software will you use?  
How will you specify your model? 
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Which alternative models will you test? How will you be able to tell that an one model is the 
best?  
How will you handle the project’s design features? 
 
10. 10-20% 
 
 

Reading Assignment Answers: Reproducible Research 
 
1. Reproducible means that the conclusions can be made from the data provided in the study. 
Replicable means the entire study can be recreated to confirm the scientific claim. 
 
2. Benefits: transparency, data and code for others to analyze. Limitation: reproducibility does 
not guarantee validity or correctness of the analysis. 
 
3. that for each stage of the data analysis process, we use the best method, justified by 
statistical research that provides evidence favoring that method. 
 
4. A series of flawed data analyses was going to be used as the basis of choosing what cancer 
treatments people were going 
 
5. Struges’ formula, and David Scott’s mean squared error based method. 
 
6. Credibility. It guarantees that generally accepted approaches are used to analyze the data 
from the very beginning 
 
7. Testing it on data with a known model. In other words, ensuring that we have an objective 
way to evaluate one method against another. 
 
 

Reading Assignment Answers: Water Quality 
 
1. DO concentration, pH, temperature, COD concentration, Ammonia concentration, Phosphate 
concentration 
 
2. 5.8 pH level, DO of 7 mg/L , and ammonia of 0.08mg/L 
 
3. 4 
 
4. Yes, the null hypotheses being tested was that tributaries and downstream sample sites 
would have similar dissolved oxygen content and level of pollutants. 
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5. No, the null hypotheses were retained. It’s hard to tell if they should have been given the 
small sample size. 
 
6. Some sites have more shade that others. At some, the water channel is broader as well. 
 
7. Fig 2: The mean temperature of the tributaries are 1.5C higher. 
Fig 3: The mean temperature of Site 3 is 3C higher. 
 
8. Test more than 4 sites on the creek. 
 
9. (Other possibilities exist) 
- Test other creeks. 
-Repeat the measurements at different times of day. 
-Repeat the measurements to get a better sense of standard error. 
-Repeat the measurements at different seasons or years. 
-With seasonal or multiple year measurements, we could see if pollution is getting worse. 
- We could get salmon hatchling counts to see how much the variables of interest are actually 
affecting the salmon. 
- We could measure over multiple days or weeks and compare that to recent weather to see 
how things like rain affect the pollutant levels. 
 
 

Reading Assignment Answers: Computer Vision 
 
1. Answers will vary 
 
2. Kalman Filter. 
 
3. Template matching, optical flow, the particle filter, and Markov chain Monte Carlo 
 
4. Answers will vary 
 
5. There are less variables to analyze in a black-and-white image, even though the key 
information is retained. 
 
6. It’s small and it moves fast in three dimensions, including rapid changes in direction. Its 
shape is always a ball, and always the same size. 
 
7. They search for blobs in the frame having an area in a range defined by the actual ball size 
 
 

Reading Assignment Answers: Neural Networks 
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1. Image analysis, drug design, biochemical analysis, diagnostic systems. 
 
2. Each neuron is connected to each other neuron in the next layer, the signals are sent in only 
one direction. 
 
3. Hidden layers are all the layers that are not connected directly to the input or the output. 
 
4. Steepest Descent 
 
5. Validation 
 
6. Overfitting 
 
7. Coronary Artery Disease, Arterial Hypertension, Stenosis Heart Value Disease, Arrthymia. 
 
8. Albumin, Cholesterol, High-density lipoprotein (HDL) cholesterol, 
triglyceride, Apolipoproteins. 
 
9. Features that bring insufficient, redundant, non-specific, or noisy information about the 
problem. 
 
10. Bayesian, Stochastic, Recurrent, Fuzzy. 
 
11. Back-propagation 
 
12. The ability to process large amounts of data, Small chance of overlooking 
useful information, Short diagnosis time. 
 
 

Reading Assignment Answers: The Joy of Stats 
 
1. 6 million. 2 million. Through a survey to everyone in the Kingdom. Today this is called a 
census. 
 
2. Because the distribution appeared in nature in many different places, including the heights of 
men and weights of animals. 
 
3. The polar area graph shows the number of deaths, separated by colour for cause, and slice 
for month. A general could use this to find the causes of most of the preventable (i.e. non-
combat) deaths. 
 
4. The mean life expectancy and income of people in every country are increasing. 

http://www.stats-et-al.com/
mailto:jackd@sfu.ca


Writing for Statistics and Data Science, Last Updated 2020, by Jack Davis www.stats-et-al.com , jackd@sfu.ca  
Free to distribute and adapt under Creative Commons Licence (CC BY 4.0) 

 

Abridged Statistical Thesaurus 

(Meant as a companion to the much more complete book The Oxford Dictionary of Statistical Terms by 

Yadolah Dodge) 

 

Absolute error: The absolute value of the difference between a predicted or modeled value and the 

actual value.  

 

AIC: Akaike Information Criterion. A measure used for model comparison which is calculated from the 

log-likelihood of the data given the model of interest and from the number of degrees of freedom used 

by the model.  

 

Alpha: 1) The Type I error rate. 2) A generic symbol for a parameter, commonly used for the intercept 

parameter in regression.  

 

Alternative hypothesis: Typically the complement of the null hypothesis. Also called the research 

hypothesis.  

 

ANCOVA: Analysis of Covariance. A modification to ANOVA to include multiplicative interactions 

between explanatory variables.  

 

ANOVA: Analysis of Variance. A method of decomposing the sum of squared errors into those 

attributable to a group or regression coefficient and those attributable to the residuals. Used to analyze 

the "sources" of variation, and to test if there exist any differences in means between three or more 

groups. Is expanded into MANOVA (Multiple ANOVA), and ANCOVA (Analysis of Covariance). Often 

accompanied by a Post-Hoc analysis like Tukey's test. See F distribution.  

 

Arithmetic mean: See "mean". There are other measures for the mean, such as the "geometric mean" 

which are used in specific cases.  

 

Autocorrelation: Also called Auto-correlation. Literally "correlation with self". Typically used in the 

context of a single dimension, usually time, but technically refers to all types of autocorrelation. Special 

cases include "spatial autocorrelation". See also "correlation". A correlation between different 

observations of the same variable, usually those nearby in time or in space.  

 

Average: Colloquial term for "mean". Can also refer to any measure of centrality, such as the "median", 

or "trimmed mean", but much less often.  

 

Bar graph: A plot used to show the relative frequency of different categories, represented as heights or 

widths of bars. Visually distinguished from a histogram by the gaps between the bars.  

 

Bayesian: Bayesian analyses use information in addition to the observations from a given study, such as 

expert opinions or observations from a previous study. Antonym to "frequentist" methods. "Meta 

studies" are Bayesian in nature.  
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Bell curve: Describes the shape of the probability density of a normal / Gaussian distribution about the 

mean. See "normal distribution".  

 

Bernoulli distribution: The probability distribution of the outcome of a single binary variable. The sum of 

n IID variables from a Bernoulli distribution produces a value from a Binomial distribution.  

 

Bernoulli trial: A single observation of a binary variable. Has a Bernoulli distribution.  

 

Beta: 1) The type II error rate. 2) A generic symbol for a parameter, commonly used with slope 

parameters in regression. 3) A mathematical function that acts as a continuous analogue to the 

combinatorial "choose" function. 4) The beta distribution, a probability distribution which happens to 

use the beta function.  

 

Beta distribution: A continuous distribution that can take on any value from 0 to 1 inclusive (i.e. a 

support of [0,1]). The conjugate prior to the binomial distribution.  

 

Bias: A systematic error. The difference between the expected value of a parameter estimator and its 

actual value. The mean squared error of an estimate is its bias squared plus its variance. See unbiased. 

See MSE.  

 

Binary: Also called "dichotomous". Only able to take on two values (e.g. 1 or 0, yes or no, smoker or 

non-smoker, dead or alive). If the only explanatory variable in an analysis is binary, a two sample t-test is 

usually appropriate. See also "binomial distribution"  

 

Binned data: Numerical data that has been simplified by partitioning it into categories that represent 

ranges of values. Each category is called a bin. See also: "histogram".  

 

Binomial distribution: Binary response variables are predicted with logistic regression. The number of 

"yes" answers of a fixed number n of IID binary responses follows this discrete distribution. When n=1, 

this simplifies to the Bernoulli distribution. When n is very large and the chance p of a "yes" is very small, 

this approximates the Poisson distribution. See also "geometric distribution".  

 

Block design: Short for "Randomized block design"  

 

Blocking: Arrangment of experimental units into sets based on some variable that may affect responses, 

but is not necessarily of interest. Often blocks are naturally occurring, such as batches of an industrial 

product or days in which measurements were taken.  

 

Bonferroni correction: An adjustment to the value of alpha of an hypothesis test to account for the fact 

that multiple testing has occurred. To do this correction, divide alpha by the number of hypothesis tests 

being done.  

 

Box plot: A graph that shows the median, quartiles, and outliers of a continuous distribution. Can used 
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side-by-side for multiple distributions.  

 

Categorical data: Observations falling into specified classes.  

 

Categorical variable: See "categorical data".  

 

Chi-squared distribution: The distribution of the sum of k IID squared normal distribution values. The 

value k is also referred to as the degrees of freedom of the chi-squared distribution. Used in the F 

distribution, converges to the normal distribution for large k.  

 

Cluster sampling: A sampling method for observations than are spatially close together, such as herds of 

animals. Clusters are randomly selected from the population and every observational unit in the cluster 

is included in the sample.  

 

Collinearity: A situation in which one explanatory variable in a model is very similar to another 

explanatory variable. This causes confounding and variance inflation. See also multicollinearity.  

 

Completely randomized design: An experimental design in which every experimental unit has the same 

chance of receiving any given combination of factor levels. See also "randomized block design".  

 

Conditional probability: The probability of an event given that some other event has occurred or is 

assumed.  

 

Confidence interval: A region, typically the smallest such region, that we have a fixed level of confidence 

that it contains the true value of a parameter, such as a mean or regression slope. Frequentist version of 

a credible region.  

 

Confounding: Phenomenon in which two or more effects which cannot be measured separately. 

Instead, only some function of all effects, usually a sum, can be measured.  

 

Continuous: Taking on any real value in a range. This range can be, but is not always, all real numbers. 

Antonym/opposite to "discrete".  

 

Correlation: Refers to the method of relating two numeric variables together (e.g. "We ran a correlation 

on family income and reading speed'), the relation itself (e.g. "There is a positive correlation between 

family income and reading speed'), and the most common measure, the "Pearson correlation 

coefficient", of strength of such a relation (e.g. "In our sample, the correlation between family income 

and reading speed was 0.29') . A correlation relationship is a specific type of "association".  

 

CRD: Short for "completely randomized design"  

 

Credible region: The smallest such region that contains some fixed portion of the probability mass 

assigned to a parameter. Bayesian version of the confidence interval.  
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Cumulative function: The function describing the probability mass of a given density function up to a 

given point. Always starts at zero and monotonically increases to one. Short for "Cumulative Density 

Function", "CDF".  

 

Decile: A point in a collection of data in which xx tenths of the data takes on a value that is less than that 

point, for any xx from 0 to 10. A type of "quantile".  

 

Degrees of freedom: Called "df" for short. Degrees of freedom is a "parameter" which means different 

things for different "probability distribution"s. For example, in the "Student's T distribution" and the 

"AnoVa F distribution", it refers to the amount of information known about the "standard deviation"(s).  

 

Density function: A mathematical function describing the probability density of a continuous variable 

for all real numbers. Short for "probability density function" or "PDF". See also: "mass function" and 

"joint density function".  

 

Dependent: If two or more variables are dependent, the value of one variable affects the distribution of 

the values of others. If two or more events are dependent, then the probability of one event is affected 

by the outcome of the other events. See also "conditional probability".  

 

Dependent variable: A depreciated term for "response variable". Sometimes used to emphasize that a 

relationship between variables is only associative and not causative.  

 

Dichotomous: See "binary".  

 

Discrete: Taking on specific, distinct values. Usually, but not always, integers. Antonym/opposite to 

"continuous".  

 

Dot plot: See "scatterplot".  

 

Euler's Gamma: A mathematical function that acts as a continuous analogue to the factorial function. 

Used in the beta function (definition 3).  

 

Expected value: See "mean".  

 

Experimental design: A plan to assign different treatments or conditions to experimental units. 

Common ones are the CRD, RBD, and factorial design.  

 

Experimental unit: A unit in which all the deliberately controlled variables are identical. The smallest 

unit to consider as a single observation to avoid psuedoreplication.  

 

Explanatory variable: Also called an "independent variable" or "x variable". This is (one of) the 

variable(s) that is being used to predict the value of a "response variable" in a model.  

 

Extrapolation: Estimation or prediction of the dependent variable for values of independent variables 
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that are beyond the range of those actually observed. When referring to estimation beyond a range of 

time, this is called 'forecasting". See also: 'interpolation".  

 

F distribution: The ratio of values from two chi-squared distributions with n and m degrees of freedom 

respectively. Used in Levene's test of equal variance, and in ANOVA to test for equality of means.  

 

Factor: A variable of categorical data. The categories are called levels.  

 

Factorial analysis: See "factorial design".  

 

Factorial design: Experimental design using multiple categorical variables in which every combination of 

categories is equally represented. See also "fractional factorial design".  

 

Fractional factorial design: Modification to a factorial design in which only a portion of the category 

combinations, often 1/2 or 1/4, are selected in such a way to minimize the problems with confounding. 

Done to increase replication or reduce the sample size required.  

 

Frequency distribution: Also called "distribution". Refers specifically to the values that are observed 

instead of a theoretical "probability distribution".  

 

Frequentist: Frequentist analyses only consider observations from the study in question. Most methods 

based on a single study are frequentist in nature.  

 

Gaussian distribution: See "normal distribution".  

 

Geometric distribution: A discrete distribution used to describe the number of IID Bernoulli distribution 

trials until a "yes" response is found. The continuous analogue of this distribution is the exponential 

distribution.  

 

GINI index: A measure from 0 to 1 of the inequality of values in a set. Is 0 if all values are identical, and 1 

if all values except are zero except for one.  

 

Goodness of fit: Generic term for measures of how well a given data set is described by a given 

probability distribution. Sometimes called 'lack of fit' because the distance between the distribution and 

observations is often what's measured. The chi-squared distribution is often used in goodnees of fit 

measurements.  

 

Gosset distribution: See "Student's T distribution". The "Student" in the T distribution refers to William 

Gosset's pseudonym of "Student', which he published his discovery of the T distribution under when he 

worked at the Guinness brewery and it was being used as a trade secret for quality control. It does not 

refer to the T distribution for Students to use.  

 

Histogram: Similar to a "bar graph", but for binned numeric data. Visually distinguished from a bar graph 

by the lack of gaps between the bars.  
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Identically distributed: A condition in which the probability distribution of a set of variables taking on 

any given value is the same for each variable. For example, the result of repeated coin flips or repeated 

die rolls are identically distributed because each flip or roll has the same possibilities with the same 

chances. This condition is commonly assumed for situations where multiple observations are taken as a 

sample.  

 

Ignorable: See MCAR  

 

IID: Short for "independent and identically distributed". Sometimes written "i.i.d.".  

 

Imputation: A generic term for methods to replace missing data by using appropriate observed data.  

 

Imputation: General term for methods that replace missing data with predicted values. Doing this 

allows methods like regression to use observations that would otherwise be lost entirely. See also 

multiple imputation.  

 

Independent: If two or more variables are independent, then the value of one variable does not affect 

(and gives no information about) the value of the others. If two or more events are independent, then 

the probability of both/all (i.e. the intersection of the events) of those events happening is the product 

of each of those events independently. Antonym/opposite to "dependent". See also "mutually 

exclusive".  

 

Independent variable: A depreciated term for "explanatory variable". Discouraged because of the 

potential for confusion surrounding the term "independent".  

 

Interaction: A term describing an effect on the dependent variable from some function of multiple 

independent variables other than a linear combination. A multiplicative product is the most common 

type of interaction.  

 

Interaction: A term in a regression model that is a function of two or more explanatory variables. The 

most common function is a multiplicative product of them, but others are possible. The more variables 

involved, the higher the "order" of the interaction. See also: Main effect.  

 

Interpolation: Estimation or prediction of the dependent variable for values of independent variables 

within the range of those observed. Typically more reliable than 'extrapolation".  

 

Interquartile range: A measure of spread calculated by the difference between the "upper quartile" and 

"lower quartile".  

 

Joint density function: A multivariate function of the probability density of two or more continuous 

variables as they happen together. If and only if all the variables are independent, this function is the 

multiplicative product of each of the density functions.  
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Joint mass function: The discrete analogue to a "joint density function".  

 

Kriging: Also called "spatial autocorrelation". Correlation between responses that is dependent upon the 

spatial relationship between observations. Connotation implies mining or geological context.  

 

Least squares regression: See "linear model".  

 

Left skew: Antonym to "right skew" and "positive skew".  

 

Likelihood: The probability (or probability density) that a given sample would be generated from a given 

set of parameter values. Used to evaluate and optimize models. See "maximum likelihood estimation".  

 

Likert scale: An "ordinal" scale of something qualitative, coded into numeric values, typically 1-5 or 1-7. 

(e.g. A scale from poor to excellent. A scale from strongly disagree to strongly agree.).  

 

Linear model: Also called a "regression", "linear regression" or a "least squares regression". Provides a 

predictive trend of a continuous "response variable" given set values from one or more "explanatory 

variables". Has many expansions and generalizations, including "multiple regression" and "logistic 

regression".  

 

Logistic model: Also called "logistic regression". Provides a predictive trend of the log-odds (and 

therefore the probability) of a 'yes' response to a binary response variable. See also: "linear model". 

There are other models that predict probability of a 'yes' response, but technically logistic regression 

refers specifically to the log-odds based approach.  

 

Lower quartile: A point in a collection of data in which 1 quarter of the data takes on a value that is less 

than that point. Also called "Q1'  

 

Main effect: A term in a regression model that uses only one explanatory variable, possible with a 

transform.  

 

MAR: Short for "Missing at random". A missing data pattern in which the reason (or the chance that) a 

particular value is missing can be explained by other information that is available, such as 'number of 

pregnancies' missing for all males in a sample.  

 

Markov Chain: A finite state system in which the probability of reaching the next stage only depends 

upon the current state. This is a special case of a stochastic system.  

 

Mass function: A mathematical function describing the probability of a discrete variable or categorical 

variable for all integers or categories, respectively. Short for "probability mass function" or "PMF". See 

also: "density function" and "joint mass function".  

 

Maximum likelihood estimation: An general term for parameter estimation methods that find the best 

fitting set of parameters for a model by finding which values have the highest likelihood.  
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MCAR: Short for "Missing Completely at Random". A missing data pattern in which any measurement of 

a variable has the same random chance to be missing, and that this chance is not affected by anything 

important, such as equipment failure. Also called "ignorable missingness".  

 

MCMC: Markov Chain Monte Carlo. A method used to simulate complex systems. See Monte Carlo, and 

Markov Chain.  

 

Mean: Also called the "average", "arithmetic mean", and "expected value". Note that there are other 

measures of the centre of a distribution that are not equivalent to the mean, such as the "median", and 

"trimmed mean".  

 

Median: Also called the second "quartile" and 50th "percentile". Not affected by extreme values at all, 

unlike the "mean".  

 

Missing data: Observations that, for whatever reason, were not successful providing a definite number. 

Note that zero is a number, and a zero isn't a missing value. See also MCAR, MAR, MNAR, and 

imputation.  

 

MNAR: Short for "Missing Not at Random". The most troublesome missing data pattern, in which not 

only are measurements missing, but the information about why they are missing is unavailable.  

 

Mode: The most common value (or range of values in binned data) in a distribution. Mostly used to 

characterize a distribution rather than to find a measure of center. Most statistical methods work best 

with unimodal distributions.  

 

Monotonic: Literally one direction. These are functions that either always increase or always decrease 

with respect to some input variable. log(x) and the CDF are monotonic, but x-squared is not.  

 

Monte Carlo: A method of estimating a probability distribution, or any measure (e.g. expected value) 

based on such a distribution by generating many values from that distribution. Typically done by 

simulation. The name comes from someone estimating the probabilities of different dice outcomes by 

literally rolling combinations of dice many times in the Monte Carlo Casino in Monaco.  

 

MSE: Mean Square Error. The average of the square of the differences between the predicted and 

observed values. Used to evaluate models, and a possible optimization criterion for linear regression. 

Equal to the variance plus the bias squared. See RMSE, residuals.  

 

Multicollinearity: A situation in which one explanatory variable in a model is very close to a linear 

combination of other explanatory variables. This causes confounding and variance inflation. See also 

collinearity.  

 

Multiple imputation: A specific class of imputation methods that replace a missing value with multiple 

possible values at once. Doing this preserves the uncertainty inherit in missing data.  
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Multiple testing: Conducting more than one hypothesis test at once.  

 

Mutually exclusive: If two or more events are mutually exclusive, then if one event happens then the 

other events cannot happen. (e.g. If someone finishes first in a race, they cannot also finish second at 

the same time.) The probability of both/all (i.e. the intersection of the events) of a set of mutually 

exclusive events is zero. Commonly confused with "independent".  

 

Negative binomial distribution: A discrete distribution used to describe the number of IID Bernoulli 

distribution trials until a fixed number r of "yes" responses are found. When r=1, this simplifies to the 

geometric distribution. The continuous analogue of this distribution is the gamma distribution.  

 

Negative skew: Antonym/opposite to "right skew" and "positive skew".  

 

NMAR: "Not missing at random". An alternate term for "MNAR".  

 

Non-Parametric: Methods that require only loose assumptions about the "probability distribution" that 

observations follow. Compared to "parametric" methods, "non-parametric" ones can handle data that is 

farther from ideal, but produce results that may be harder to interpret.  

 

Normal distribution: Also called the "bell curve" or the "normal distribution". A "probability 

distribution" that describes many phenomena, especially those that can be described as the sum of 

many distinct factors, such as reading skill, height, and exam grade. The normal distribution is an 

idealization, and the "Student's T distribution" is frequently used in its place.  

 

Normality: Have a distribution similar to that of the normal distribution. That is, one mode, no skew, 

and an appropriate number of outliers.  

 

Null hypothesis: The starting assumption which is being tested. These hypotheses often represent a lack 

of difference between groups, or a lack of change in response to some explanatory variable. Compared 

to the alternative hypothesis. See p value.  

 

Numeric: Umbrella term that includes both "continuous" and "discrete".  

 

Numerical data: See 'numeric".  

 

Observational unit: The smallest unit from which measurements can be taken. Observations within an 

experimental unit are not independent of each other, and using them as if they are independent is 

psuedoreplication.  

 

Odds: The ratio of the probability of something happening, divided by it not happening. Where 

probability ranges from 0 to 1, odds range from 0 to infinity, and log-odds range from negative to 

positive infinity.  
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Odds ratio: The multiple by which the odds of a given event happening are larger under one situation 

over another. If this is 1, then the odds of the event are the same under both situations.  

 

P value: The probability that, assuming the null hypothesis is actually true, that at least the observed 

amount of evidence would be found. If this is small, then the evidence disagrees with the null 

hypothesis. If it's large, the null may still be shown false with more evidence in the future. This is NOT 

the chance that the null hypothesis is true.  

 

Parameter: A value that describes some feature of a probability distribution, such as the mean and 

standard deviation of a normal distribution, or the degrees of freedom on a Student's T distribution. If 

values from a population follow a probability distribution, the parameters of that distribution are 

unknowable, but they can be estimated by statistics.  

 

Parametric: Methods that center around assuming observations follow a type of "probability 

distribution", such as the "normal distribution", "chi-squared distribution", or "Student's T distribution". 

Most default analyses are parametric. See also "Non-Parametric".  

 

PDF: Short for "probability density function"  

 

Pearson correlation coefficient: See also "correlation". The most commonly used measure of measuring 

the strength of a correlation relationship. Has strict requirements for proper use relative to the 

"Spearman correlation coefficient", which is a "Non-Parametric" measure.  

 

Percentile: A point in a collection of data in which xx percent of the data takes on a value that is less 

than that point, for any xx from 0 to 100. A type of "quantile".  

 

Poisson distribution: A discrete distribution used to describe the number of "rare" events (e.g. car 

accidents at an intersection, goals in a hockey game). This distribution has similar behaviour to the 

negative binomial distribution, and is used to model similar situations.  

 

Population: A (typically large) group of objects that are of some scientific interest. Usually entire 

populations are too large or hard to find to observe directly, so samples are taken instead. Information 

about populations is called parameters.  

 

Positive skew: Also called "right skew". This term is more often used when describing a distribution by 

using summary statistics such as the mean and median (i.e. "The mean is greater than the median 

because the higher, more positive values are the extreme ones"). Antonym to "left skew" and "negative 

skew".  

 

Power: The probability of correctly detecting an effect / rejecting a null hypothesis based on the 

measured (or biologically meaningingful) effect size, variance, and Type I error. Also, 1 - Pr(Type II error).  

 

Probability distribution: Also called "distribution". Refers specifically to a theoretical model to explain 

the values of observations.  
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Pseudorepication: The act of analyzing data as if it has more indepedent replications of observations 

than it actually has. An overestimation of the effective sample size.  

 

Q1: Short for "Lower quartile" or "first quartile".  

 

Q3: Short for "Upper quartile" or "third quartile".  

 

QQ Plot: Short for "quantile to quantile plot". A diagnostic graph used to see if a sample distribution 

approximates a theoretical probability distribtion well. If it does, then the points on the plot will form a 

straight line.  

 

Quantile: Umbrella term that covers all sorts of cutoff values including "percentiles', "deciles', and 

"quartiles".  

 

Quartile: A point in a collection of data that defines where 1, 2, or 3 quarters of the data takes on a 

value that is less than that point. Called the "lower quartile', "median', and "upper quartile" for 1, 2, and 

3 quartiles respectively. See also: "interquartile range".  

 

Randomized block design: A completely randomized design with blocking. Here, every experimental 

unit within a block has the same chance of receiving any given combination of factor levels.  

 

RBD: Short for "Randomized block design"  

 

Regression: See "linear model"  

 

Replication: The repetition of treatments to different experimental units in a sample. With replication, it 

is possible to estimate the amount of variation in responses due to influences beyond the treatments. 

See also sample size.  

 

Research hypothesis: The hypothesis that one is trying to find evidence for.  

 

Residuals: Errors of estimation. The difference between a modeled value and the actual value.  

 

Response variable: Also called the "dependent variable" or "y variable". This is the variable that is being 

predicted in a model, such as a "linear model". Also see "explanatory variable".  

 

Right skew: Also called "positive skew". This term is more often used when describing a distribution by 

using a "histogram" graph. (e.g. "The extreme values appear more on the right of the graph"). Antonym 

to "left skew" and "negative skew".  

 

RMSE: Root Mean Square Error. The square root of the mean square error. Used to evaluate models, 

and a possible optimization criterion for linear regression. Often used in the place of MSE because the 

measure is of the same scale as the errors themselves (e.g. if the errors were twice as large, the RMSE 
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would be twice as large too). See MSE, residuals.  

 

Sample: A (typically small) part of a population which is ideally a fair representation of that population. 

Information about samples is called statistics, which are used to estimate parameters.  

 

Sample size: The number of experimental units, or independent observations, in a sample. Usually 

called N in formulae.  

 

Scatter plot: See "scatterplot".  

 

Scatterplot: A graph of observations with two numeric variables in which the values of those variables 

are displayed as Cartesian coordinates. Also called "scatter plot", or "dot plot". See also: "x variable" and 

"y variable".  

 

Sigma: See standard deviation.  

 

Significance level: See 'alpha'.  

 

Skew: Also called "skewness". Measure of the amount and direction of the asymmetry in a distribution. 

See also "right skew", "left skew", "positive skew", and "negative skew".  

 

Spatial autocorrelation: Also called "kriging". Connotation is general. Correlation between responses 

that is dependent upon the spatial relationship between observations. Typically used for auto-

correlation over a space of two-dimensions, but could be used to higher dimensions.  

 

Spearman correlation coefficient: See also "correlation". A more flexible but less popular measure of 

correlation relationship strength than "Pearson correlation coefficient".  

 

Standard deviation: The "typical" amount by which a value in a distribution strays from the mean of that 

distribution. Also the square root of the variance. Usually denoted by sigma.  

 

Stochastic: Any system in which the probability of the next value depends on the current, and possibly 

additional previous states. Examples include time-series systems and Markov chains.  

 

Student's T distribution: Also called the "Gosset distribution" by fans of history and Guinness beer. A 

"normal distribution" for the more realistic scenario that the true theoretic "standard deviation" is 

unknown and is being estimated from the data just like everything else. Also has "degrees of freedom" 

df, and converges to the normal distribution for infinite df. The ratio of a value from an F distribution 

and the square root of a value from a chi-squared distribution.  

 

T disribution: See "Student's T distribution".  

 

Transect sampling: A spatial sampling method in which a straight line path through an area containing a 

population is randomly selected, and every observational unit found along that path is included in the 
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sample.  

 

Transform: A function applied to a variable either to give it desirable statistical properties (e.g. 

normality, equal variance), or a better model fit. The most common transform, especially in the life 

sciences, is the log-transform. Transforms are always monotonically increasing.  

 

Treatment: A combination of factor levels. For example, an experiment could have three different 

factors at two levels each, which would produce eight unique treatments.  

 

Trimmed mean: A compromise measure between the "mean" and the "median". For the x% trimmed 

mean, the top and bottom x% of the data are removed first, and the mean is taken. The 0% trimmed 

mean simplifies to the mean, and the 50% trimmed mean simplifies to the median.  

 

Tukey's Test: A post-hoc, or after-the-fact, analysis done on data using results from an ANOVA. This test 

is used to test the (multiple) hypotheses of each pair of group means in the data.  

 

Type I error: A decision error where a null hypothesis is rejected when in fact it is true. The acceptable 

chance of a Type I error is called alpha, or the Type I error rate.  

 

Type II error: A decision error where a null hypothesis is retained (not rejected, but left as plausible), 

when it is not true. The chance of a Type II error is called beta, and (1 - beta) is Pr(Type II error).  

 

Upper quartile: A point in a collection of data in which 3 quarters of the data takes on a value that is less 

than that point. Also called "Q3'  

 

Variance: The square of the standard deviation.  

 

Variance inflation: A consequence of partial confounding. If a model cannot identify which of two (or 

more) main effects or interactions is predictive of the response, then the uncertainty about both (or all) 

of the parameters involved increases. See collinearity and multicollinearity.  

 

VIF: Variance inflation factor. The number by which the squared standard errors of other parameters in 

the model are being multiplied by including a given term. A common fix for multicollinearity is to 

remove the term with the highest VIF from the model.  

 

X variable: Term for "explanatory variable" that emphasizes that the values of this variable are shown 

with the x-axis in graphs.  

 

Y variable: Term for "response variable" that emphasizes that the values of this variable are shown with 

the y-axis in graphs. 
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